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The Householder Symposium XV is the fifteenth in a series of research symposia in numerical
linear algebra started by Alston Householder in 1961. The first four symposia were held in
Gatlinburg, Tennessee, and the name “Gatlinburg Symposium” was used until 1987, after which
the name was changed to honour the founder. The complete list of meetings is as follows. For
the later meetings the organization was split between local organizers, shown in italics, and an
organizer from the Householder Committee.

Place Local organizers

I 1961 Gatlinburg, USA A. S. Householder
II 1963 Gatlinburg, USA A. S. Householder and F. W. J. Olver

III 1964 Gatlinburg, USA A. S. Householder
IV 1969 Gatlinburg, USA A. S. Householder
V 1972 Los Alamos, USA R. S. Varga

VI 1974 Hopfen am See, Germany F. L. Bauer
VII 1977 Asilomar, USA G. H. Golub

VIII 1981 Oxford, England L. Fox and J. H. Wilkinson
IX 1984 Waterloo, Canada J. A. George
X 1987 Fairfield Glade, USA R. C. Ward, G. W. Stewart

XI 1990 Tylosand, Sweden Å. Björck
XII 1993 Lake Arrowhead, USA T. F. Chan, G. H. Golub

XIII 1996 Pontresina, Switzerland W. Gander, M. H. Gutknecht,
D. P. O’Leary

XIV 1999 Whistler, B.C., Canada J. M. Varah, G. W. Stewart
XV 2002 Peebles, Scotland P. A. Knight, A. Ramage, A. J. Wathen,

N. J. Higham

The meetings are run in tandem by a permanent Householder Committee and a local ar-
rangements committee. The current members of the Householder Committee are

Nick Higham (Manchester)—Chair
Angelika Bunse-Gerstner (Bremen)
Tony Chan (Los Angeles)
Chandler Davis (Toronto)
Dianne O’Leary (Maryland)
Michael Overton (Courant Institute)
Pete Stewart (Maryland)
Henk van der Vorst (Utrecht)
Paul Van Dooren (Louvain-la-Neuve)
Charles Van Loan (Cornell)

and the Local Organizing Committee comprises

Philip Knight (Strathclyde)
Alison Ramage (Strathclyde)
Andy Wathen (Oxford)
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The former committee is responsible for the meeting’s scientific programme, while the latter
committee looks after the day-to-day running of the event.

Traditionally, the meetings have been limited in size, and the last few meetings have had
about 125 participants. It is also traditional to hold the meeting in a relatively remote location,
and to allow ample time for discussions. This year’s symposium is held at Peebles Hotel Hydro
in the small town of Peebles (population 8000), about 22 miles south of Edinburgh in the
Borders region of Scotland.

A highlight of the meeting is the awarding of the Householder Prize for the best dissertation
in numerical algebra in the three years preceding the meeting. The current members of the
Householder Prize Committee are

Ludwig Elsner (Bielefeld)—Chair
James Demmel (Berkeley)
Volker Mehrmann (Berlin)
Charles Van Loan (Cornell)
Olof Widlund (Courant Institute)
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Householder Symposium XV, June 2002: Final Schedule

Would all speakers please note that the slots for the talks include 5-10 minutes for questions.

Sunday June 16

18:30–19:15 Welcome Reception (sponsored by Scottish Borders Council)
19:30–21:30 Dinner

Monday June 17

8:15–8:30 Opening Remarks
8:30–9:15 Peter Lancaster Analytic Perturbation Theory with Applica-

tions to Vibrations and Gyroscopic Systems
p. 102

9:15–10:00 Volker Mehrmann,
ILAS Lecturer

Numerical Solution of Large Scale Quadratic
Eigenvalue Problems

p. 124

10:00–10:30 Break

10:30–11:15 Michele Benzi Preconditioning Symmetric Indefinite Linear
Systems

p. 18

11:15–11:45 Eric de Sturler Fast Solution Methods and Preconditioners
for Symmetric and Nonsymmetric Indefinite
Systems

p. 47

11:45–12:30 Chris Paige Bidiagonalization, and Approximate Linear
Systems

p. 132

12:30–14:00 Lunch

14:00–14:45 Inderjit S. Dhillon Matrix Problems in Data Mining p. 50
14:45–15:15 Lars Eldén Approximation and Compression of Multidi-

mensional Data
p. 56

15:15–16:00 Shivkumar
Chandrasekaran

Fast Backward Stable Solvers for Discretized
Integral Equations

p. 35

16:00–16:30 Break

16:30–18:50 Informal talks
16:30
16:50
17:10
17:30
17:50
18:10
18:30

Calazel Regency Bannockburn

Conroy Guo Tang
Van Dooren Chang Dax
Kagstrom Dumitriu Gemignani
Hüper Brand Bhuruth
Mehl Papini Vuik
Plestenjak Varga Wan
Elmroth Antoulas Loghin

19:30–21:00 Dinner
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Tuesday June 18

8:30–9:15 Ilse Ipsen The Quasi-Sparse Eigenvector Method p. 92
9:15–10:00 Peter Benner Model Reduction Algorithms Using Spectral

Projection Methods
p. 17

10:00–10:30 Break

10:30–11:15 Sabine Van Huffel Numerical Linear Algebra in Biomedical
Data Processing

p. 161

11:15–11:45 Howard C. Elman Solution Algorithms for Eigenvalue Problems
Arising in Computational Fluid Dynamics

p. 58

11:45–12:30 James Demmel The Complexity of Accurate Floating Point
Computation or Can we do Numerical Linear
Algebra in Polynomial Time?

p. 46

12:30–14:00 Lunch

14:00–16:00 Break
16:00–18:00 Informal talks

16:00
16:20
16:40
17:00
17:20
17:40

Calazel Regency Bannockburn

Mackey Robbe Barlow
Bora Knyazev Huhtanen
Saunders Hochstenbach Higham
Gansterer Beattie Van Loan
Chan Giraud Wedin
Strang Wathen Gutknecht

18:30–20:30 Dinner
20:30–22:10 Informal talks

20:30
20:50
21:10
21:30
21:50

Calazel Regency Bannockburn

Nagy Ramage Stewart
Reichel Silvester R.-C. Li
Foster Powell Simoncini
Rojas J.-R. Li Bai
Larsson Widlund Moler

Wednesday June 19

8:30–9:15 Zdeněk Strakoš Approximation Problems in GMRES p. 152
9:15–10:00 Jörg Liesen When Can We Compute an Orthogonal Ba-

sis of a Krylov Subspace with a Short-Term
Recurrence?

p. 112

10:00–10:30 Break

10:30–11:15 Van Emden Henson The State of Algebraic Multigrid: Where Did
We Come From, Where Are We Now, and
Where Are We Going?

p. 85

11:15–12:00 Reinhard Nabben Algebraic Theory of Multiplicative and Addi-
tive Schwarz Methods in Domain Decomposi-
tion Methods

p. 125
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12:00–12:30 Karl Meerbergen Krylov Methods, Software, and Applications
for the Solution of Large Linear Systems with
a Quadratic Parameter.

p. 121

12:30–19:00 Lunch, excursion

19:00–19:30 Pre-banquet reception
19:30–22:30 Banquet. After dinner talk: Hans Schneider, The Debt Linear Algebra

Owes Helmut Wielandt. Householder Prize announcement.
p. 146

Thursday June 20

8:30–9:15 Householder Prize win-
ner

9:15–10:00 Charles R. Johnson Solution of Symmetric Word Equations, Per-
turbation Theory for Matrix Congruential
Forms

p. 94

10:00–10:30 Break

10:30–11:05 Iain Duff The Use of a Sparse Indefinite Solver in Op-
timization Packages

p. 51

11:05–11:25 Matthias Bollhöfer A Robust Incomplete LU decomposition—
Theoretical Background and Applications

p. 24

11:25–12:00 Ralph Byers Choice of Shifts and Deflation in the QR Al-
gorithm

p. 30

12:00–12:30 Philip I. Davies A Schur–Parlett Algorithm for Computing
Matrix Functions

p. 40

12:30–14:00 Lunch

14:00–14:45 Françoise Tisseur Pseudospectra of Matrix Polynomials: The-
ory, Computation, Visualization, and Appli-
cations

p. 156

14:45–15:30 Stephen A. Vavasis Accurate Solution of Polynomial Equations
Using Macaulay Resultant Matrices

p. 167

15:30–16:00 Lloyd N. Trefethen Twisted Toeplitz Matrices p. 158

16:00–16:30 Break

16:30–18:30 Informal talks
16:30
16:50
17:10
17:30
17:50
18:10

Calazel Regency Bannockburn

Wright Gustavson Arioli
Overton Scott Rozloznik
Lehoucq Koev Chartier
Szyld T. Davis Ziȩtak
Vogel Calvetti Grcar
Elfving Reid Chaitin-Chatelin

19:00–21:00 Dinner
21:00–22:00 Whisky tasting (sponsored by Diageo Classic Malts)
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Friday June 21

8:30–9:15 Roy Mathias A New Perturbation Theory for the Definite
Generalized Eigenvalue Problem

p. 118

9:15–10:00 Miroslav Tůma A Robust Preconditioning Technique for
Large, Sparse Least Squares Problems

p. 159

10:00–10:30 Break

10:30–11:10 Anne Greenbaum Applications of the Polynomial Numerical
Hull of Degree k

p. 78

11:10–11:40 Mark Embree Restarted GMRES Dynamics p. 64
11:40–12:00 John R. Gilbert Maximum-Weight Matching and Block Pivot-

ing for Symmmetric Indefinite Systems
p. 73

12:00–12:30 Adam W. Bojanczyk An Implicit Jacobi-like Method for Comput-
ing Generalized Hyperbolic SVD

p. 22

12:30–14:00 Lunch

14:00–14:30 Philip Knight Cutoff in Markov Chains and the Small-
World Problem

p. 97

14:30-15:00 Alan Edelman The Eigenvalue Problem, Symmetric Spaces,
Random Matrices, and Torus Balloons

p. 56

Session Chairs

Monday 8:30–10:00 Higham
10:30–12:30 van der Vorst
14:00–16:00 Van Loan

Tuesday 8:30–10:00 Stewart
10:30–12:30 Chan

Wednesday 8:30–10:00 Varah
10:30–12:30 George

Thursday 8:30–10:00 Demmel
10:30–12:30 Parlett
14:00–16:00 Van Dooren

Friday 8:30–10:00 C. Davis
10:30–12:30 Mehrmann
14:00–15:00 Trefethen

For the informal talks the last speaker in each session is requested to chair the session.

7



Abstracts

A. C. Antoulas
Department of Electrical Engineering
Rice University
Houston, TX 77251

aca@rice.edu

www-ece.rice.edu/˜aca
tel: +1-713-348-4756 fax: +1-713-348-5686

Model reduction with stability and passivity constraints

A. C. Antoulas

The purpose of this work is to investigate issues which arise in the model (complexity) reduction
of linear dynamical systems. In particular, we consider linear dynamical systems Σ, described
by a set of differential and algebraic equations of the form

Σ : ẋ(t) = Ax(t) + Bu(t), y(t) = Cx(t) + Du(t)

where u ∈ Rm, is the input or excitation, x ∈ Rn, is the state, and y ∈ Rp is the output
or measurent; moreover A, B, C, D are constant matrices of appropriate size. The number
of states n is the complexity of Σ. It is also assumed that the system is stable (that is, the
eigenvalues of A are in the left-half of the complex plane) and that the representation above is
minimal (i.e. controllable and observable). Recall that the transfer function of Σ is

H(s) = D + C(sIn − A)−1B

In the sequel we will also make use of the concept of passivity. Σ is passive if it is square
(m = p), stable, and in addition the transfer function is positive real in the right-half of the
complex plane, that is,

H(s) + H∗(−s) ≥ 0, Re (s) ≥ 0

where (·)∗ denotes complex conjugation and transposition. In a physical sense, this property
means that the energy produced by the system can never exceed that received by it.

The problem is to find a dynamical system Σ̄, of the same form, but reduced complexity k < n:

Σ̄ : ˙̄x(t) = Āx̄(t) + B̄u(t), ȳ(t) = C̄x̄(t) + D̄u(t)

where u is the same as before, ȳ has the same dimension as before, and x̄ ∈ Rk is the new
state of reduced complexity k. The goal in doing so is for the reduced system Σ̄ to be close to
the original system Σ in some appropriate sense, and in addition, certain important properties
have to be preserved. In this note we will consider the closeness of the approximation by means
of moment matching. In other words we will construct the reduced system by imposing the
interpolation constraints

H(λi) = H̄(λi)

for appropriately chosen interpolation points λi ∈ C. Furthermore since the original A is
stable, and the same is required of the reduced Ā. Finally, there is an important subclass of
these problems where the passivity of the original system Σ has to be preserved as well, that is
Σ̄ has to be passive.

One class of dynamical systems which satisfy the stability and passivity constraints are electric
circuits. These are of importance in the design of VLSI (Very Large Scale Integration) circuits.
In this case, due to the long interconnection lengths, the multiple layers and the high operating
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frequency which characterize VLSI chips, what used to be simple interconnections between
circuit elements become transmission lines and have to be modeled. The resulting system
has very high complexity (104 − 106 states) is stable and passive and thus model reduction is
necessary for simulation purposes. Here it is imperative that the reduced model also be stable
and passive.

Model reduction by balanced truncation, is a method which automatically preserves stability.
Its drawback however, is that it requires dense computations of the order of O(n3), where n
is the number of state variables needed to describe Σ; therefore it can be applied to systems
with a few hundred states at most. Some approaches have been proposed in the literature for
model reduction methods which preserve passivity. We refer to the work of Feldman and Freund
for details. Here we will describe a new approach which makes use of interpolation (moment
matching).

Due to the positive realness of the transfer function of passive systems, the following spectral
factorization holds

H(s) + H∗(−s) = W (s)W ∗(−s)

where W (s) is the transfer function of a stable system whose inverse W (s)−1 is also stable (such
systems are sometimes called minimum-phase).

The main result of the presentation needs two ingredients. (a) The zeros of the spectral factor
W (s): Z = {ζi ∈ C : W (ζi) = 0, i = 1, · · · , n}. (b) Rational Lanczos. The work of Grimme
and Van Dooren has shown (assuming for simplicity m = p = 1) the following. Let

V =
[
(λ1I − A)−1B · · · (λkI − A)−1B

]
∈ Rn×k (1a)

W =




C(λk+1I − A)−1

...
C(λ2k I − A)−1


 ∈ Rk×n (1b)

where the following conditions hold: λi 6= λk+j , i, j = 1, · · · , k; and the k × k matrix Γ := WV
is non-singular: det Γ 6= 0. Then the transfer function of Σ̄, where

Ā = Γ−1WAV, B̄ = Γ−1WB, C̄ = CV, D̄ = D (2)

interpolates the transfer function of the original system Σ at the interpolation points λi (as-
sumed pairwise distinct, for simplicity):

H(λi) := D + C(λiIn − A)−1B = D̄ + C̄(λiIk − Ā)−1B̄ =: H̄(λi), i = 1, · · · , 2k (3)

We are now ready to state the main result.

Main result. Given the stable and passive system Σ, let Z denote its set of spectral zeros. If
V , W are defined as in (1a,b) where λ1, · · · , λk ∈ Z and in addition λk+i = −λ∗

i , the reduced
system Σ̄, defined by (2): (i) satisfies (3), (ii) is stable, (iii) is passive.

Remark. The zeros of the spectral factors can be computed by solving a generalized eigenvalue
problem involving A, B, C, D. If D + D∗ is non-singular the computation of the zeros of W is
reduced to the computation of the eigenvalues of the matrix

[
A 0
0 −A∗

]
−
[

B
−C∗

]
(D + D∗)−1

[
C B∗

]
∈ R2n×2n

which are in the left-half of the complex plane.
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Mario Arioli
Rutherford Appleton Laboratory
Chilton, Didcot,
Oxfordshire, OX11 0QX, UK

m.arioli@rl.ac.uk

tel: +44 1235 445332 fax: +44 1235 446626

The role of stopping criteria for iterative methods in relation to the applications

Mario Arioli

In this presentation, we try to build a bridge between the finite-element method and the linear
algebra aspects of Krylov methods. The aim is to extract useful information regarding the
accuracy of the computed function from which we would approximate the true solution of the
original partial differential equation.

Let A ∈ IRn×n be a nonsingular matrix, generally unsymmetric and indefinite, and consider the
linear system of equations

Au = f (1)

arising from the finite-element discretization of the following weak formulation

Find u ∈ H such that for all v ∈ H
a(u,v) = f(v). (2)

Here H is a Hilbert space with an inner-product norm ||·||H while a(·, ·) is a bilinear form on
H × H and f(·) is a continuous linear form on H. Existence and uniqueness of solutions to
problems of type (2) is guaranteed provided the following conditions hold for all u, v ∈ H ([3, 6])

|a(w,v)| ≤ C1||w||H||v||H (3)

sup
v∈H\{0}

|a(w,v)|
||v|| calH

≥ C2|w|||H (4)

with C1, C2 constants

The conjugate gradient method is a very effective iterative algorithm for solving (1) when A is
symmetric and positive definite. Nevertheless, our experiments give very good evidence that
the usual stopping criterion based on the Euclidean norm of the residual b−Ax can be totally
unsatisfactory and frequently misleading.

Owing to the close relationship between the conjugate gradient behaviour and the variational
properties of finite-element methods, we shall first summarize the principal properties of the
latter. Then, we will use the recent results of [3, 8, 7, 9, 10, 11, 12]. In particular, using the
conjugate gradient algorithm, we will compute the information which is necessary to evaluate
the energy norm of the difference between the solution of the continuous problem u(x), and
the approximate solution u∗

h(x) obtained when we stop the iterations by our criterion. We give
evidence that the proposed stopping criteria are cheap and capable of stopping the conjugate
gradient method when a reasonable approximation is obtained.

Moreover, if we symmetrically precondition the linear system (1) by the non singular matrix U ,
we obtain the equivalent system

U−T AU−1y = U−T b,

where y = Uu. Using the preconditioned version of the conjugate gradient algorithm, and
defining u(k) = U−1y(k), we have that

r̂(k) = U−T (b − Au(k)) = U−T r(k).
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Then, we have that

‖y − y(k)‖2
(U−T AU−1) = ‖r̂(k)‖2

(U−T AU−1)−1 = r̂(k)T UA−1UT r̂(k)

= ‖r‖2
A−1 = ||u − u(k)||2A .

Because of this property, we suggest that our stopping criterion would be the appropriate
measurement tool for evaluating preconditioner performance in accelerating the convergence of
the conjugate gradient method.

Furthermore, we present additional results when a preconditioned GMRES method is applied
to solve the unsymmetric case [2, 4]. We use the symmetric part of the bilinear form a(·, ·)
to produce a preconditioner by which we approximate a norm equivalent to ||·||H. Then, we
introduce a stopping criterion based on this new norm and we compare it with classical stopping
criteria on several examples. We prove that our stopping criterion is linked to the approximation
error and that the GMRES method will be stopped when the current solution of (1) gives a
solution uk

h(x) for which

||u − uk
h||H

||u||H
≤ C(h),

where C(h) is a function of the finite-element parameter h and is of the same order as the
theoretical approximation error.

Finally, we will describe how our stopping criteria can be used in solving least-squares problems
by iterative methods [1].
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Large-Scale Second-Order Dynamical Systems:
Quadratic Eigenvalue Problems and Reduced-Order Modeling

Zhaojun Bai

Second-order dynamical systems of the form

Mẍ(t) + Dẋ(t) + Kx(t) = f(t) (1)

arise naturally and frequently in the study of many types of physical systems, such as clas-
sical electrical and structural systems, and actively growing microelectromechanical systems
(MEMS). M , D and K are commonly referred as mass, damping and stiffness matrices, respec-
tively.

There are continual and pressing needs for accurate and efficient simulation of complex dynami-
cal behaviors of large-scale second-order systems. This presentation reports recent progress and
remaining challenges in the theoretical study and numerical algorithm development for modal
frequency analysis, steady-state analysis, and transient analysis of second-order systems. We
will focus on the use of Krylov subspace techniques for analyzing large-scale systems.

Quadratic eigenvalue problem (QEP) described by

λ2Mu + λDu + Ku = 0 (2)

lies in the kernel of second-order system analysis. We will briefly review standard algorithms
based on linearization and concentrate on relatively pre-mature algorithms which directly apply
to the QEP. We refer to such algorithms as direct QEP algorithms. Direct QEP algorithms
aim at reducing the extra computational cost due to the doubling of the problem dimension in
linearization, and preserving underlying problem structures and properties. We will present an
algorithm which exploits the matrix structures in linearization and projects the original QEP
to a reduced QEP with smaller dimension. It has a framework similar to that of the Jacobi-
Davidson methods for the QEP, but the constructed vectors used for the projection are enforced
to form a basis of a certain Krylov subspace in order to match certain desired properties as
required for the subsequent reduced-order modeling of second-order systems.

In view of second-order systems (1) as time-invariant multi-input and multi-output (MIMO)
systems described by {

Mẍ(t) + Dẋ(t) + Kx(t) = Pu(t),
y(t) = ET x(t),

(3)
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where u(t) and y(t) are the input force and output measurement vectors, respectively. The goal
of reduced-order modeling (ROM) is to generate a similar model with much smaller dimension,
which is capable of capturing the input and output dynamical behavior and preserving essential
properties of the full-order system. A successful reduced-order model often provides an order
of magnitude saving in computational time.

Modal superposition methods are popular engineering tools for steady-state analysis and tran-
sient analysis. It is based on the eigensystem analysis of mass M and stiffness K matrices with
stringent assumptions on the damping D. With the better understanding and measurement
of the damping effect, new methods which are capable of fully incorporating damping effect
are being vigorously pursued. The direct QEP algorithms can be interpreted as an extension
to modal superposition methods. The ROM approach based on linearization and application
of Krylov techniques for linear systems produces a linear reduced-order model. In this talk,
we will present a Krylov technique which produces a reduced-order model of the second-order
form. This is based on the previous work of Su and Craig, and is further developed in a number
of fronts. We will show that this new approach has desired feature preserving structures (such
as symmetry) and stability of the original systems.

Case studies of large-scale second-order systems arising from structural dynamics and MEMS
will be presented.

Other research results that might be of interest to the attendees:

I. ROM of nonlinear dynamical systems

As engineers said, ROM of nonlinear dynamical systems is ultimately important and hard.
Several model reduction techniques have been studied by researchers in various fields. Two
of the most well-known methods are the Karhunen-Loève decomposition based methods and
methods of balanced truncation. Karhunen-Loève decomposition based methods are also known
as proper orthogonal decomposition (POD) methods. Methods of balanced truncation extend
the success of balanced truncation of linear systems to nonlinear systems. Means of applying
Krylov subspace techniques for adaptively extracting accurate reduced-order models of large-
scale nonlinear dynamical systems is a relatively open problem. There has been much current
interest in developing such techniques.

In this project, we examine a bilinear system of the form

{
ẋ = Ax + Nxu + bu,
y = cT x.

(4)

Such a system arises directly from applications or from a so-called Carleman bilinearization of
a nonlinear system of the form {

ẋ = f(x) + Bu,
y = LT x.

(5)

We will present Krylov subspace based techniques for ROM of the bilinear form, with the
property of matching multi-moments.

This is a joint work with Daniel Skoogh at Stockholm, Sweden.

II. Eigenvalue problems and constrained eigenvalue problems from image segmentation.

By treating image segmentation as a graph partition problem, algebraic eigenvalue problems,
with possible constrains, are naturally introduced using spectral graph theory approaches. In
this work, we will examine the structure and properties of the eigenvalue problems associated
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with image segmentation. We will report the success and limitations of using various available
algorithm templates for solving large-scale eigenvalue problems from image segmentation.

This is a joint work with Monika Jankun-Kelly at UC Davis.
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An Evaluation of Gram-Schmidt-type downdating methods

Jesse L. Barlow
Alicja Smoktunowicz

Hasan Erbay

We consider the problem of downdating a Q–R decomposition of the form

X = UR (1)

where X ∈ ℜm×n, m ≥ n, U ∈ ℜm×n, and R ∈ ℜn×n. The matrix U is expected to have
orthonormal columns and R is upper triangular. We also show how this approach can used as
part of a downdating procedure for ULV decompositions is described in [1].

To understand the process, suppose that we want an orthogonal decomposition of X̄ ∈ ℜ(m−1)×n

where

X =

(
1 yT

m − 1 X̄

)
.

Then we find a unit vector u0 ∈ ℜm and d ∈ ℜn+1 such that

UTu0 = 0, ( u0 U )d = e1. (2)

We can compute u0 and d using a Gram-Schmidt procedure such as those suggested by Daniel
et al. [3] and by Yoo and Park [5]. We then find Q ∈ ℜ(n+1)×(n+1), a product of the Givens
rotation

Q = G2G3 · · ·Gn+1

such that Gk rotates row 1 and row k and

QTd = ±‖d‖2e1.

We then compute (
zT

R̄

)
= QT

(
0
R

)
.

If the columns of U are exactly orthogonal and the relations (2) are exact then

z = y

and the computation

( u0 U )Q =

( 1 n

1 1 0
n 0 Ū

)
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produces a matrix Ū with orthonormal columns such that

X̄ = Ū R̄ (3)

which is the desired decomposition.

In practice, the columns of U may not be exactly orthonormal. In that case, the relations in
(2) can difficult to enforce. That has two significant consequences:

• The columns of Ū could be farther from orthonormality than those of U .

• The relation in (3) may not hold with appropriate backward error.

The work stated here addresses these problems for various Gram-Schmidt based downdating
procedures. Our analysis makes use of ideas from Ruhe [4] and Björck [2].

The best candidate for u0 and d are the result of solving

min
f∈ℜn

‖e1 − U f‖2 (4)

r = e1 − U f , β = ‖r‖2, (5)

u0 = r/β, d = (β, fT )T . (6)

However, if the residual of (4) is very small, it is difficult to get u0 to be orthogonal to U . In
such cases, we choose ek such that

‖UTek‖2 = min
1≤j≤n

‖UTej‖2 (7)

and then solve
min
h∈ℜn

‖ek − Uh‖2, (8)

t = ek − Uh, α = ‖t‖2

u0 = t/α. (9)

The ideal choice for d is to let
Û = ( u0 U ) (10)

and then solve
min

d∈ℜn+1
‖e1 − Ûd‖2. (11)

Note that both (6) and (11) give us
d = Û †e1 (12)

rather than d = ÛTe1 which is the usual choice given by Daniel et al [3]. We arrived at
this choice of d from analyzing a procedure of Yoo and Park [5], which, in effect, produces
an approximation of this value. We show that a variety of Gram-Schmidt procedures may be
derived from this model and that the choice of d in (12) can make both the backward error
measure ‖X̄ − Ū R̄‖F and the orthonormality measure ‖ŪT Ū − I‖F smaller. The simplest
procedure that follows this model uses two classical Gram-Schmidt steps.
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Approximation of Invariant Subspaces with Krylov-like Subspaces

Christopher Beattie
Kenneth Massey

How well can subspaces generated by rational matrix functions (or their approximate counter-
parts) capture invariant subspaces associated with a matrix pencil ? This work describes the
behaviour of the angle (gap) between an invariant subspace and expanding subspaces generated
by various Krylov-inspired processes. By focussing on the intrinsic approximating qualities
of these subspaces, we seek a simpler and unified (though possibly not complete) descrip-
tion of the convergence behaviour of many methods of similar ilk. These include restarted
Arnoldi methods, bi-orthogonal Lanczos methods, rational Krylov and TRQ methods involving
either exact or inexact steps, and general preconditioned conjugate gradient approaches such as
Jacobi-Davidson and Knyazev’s “locally optimal” method. We build on recent work of Beattie,
Embree, and Rossi to include generalized matrix eigenvalue problems and use of nonpolynomial
preconditioning.

Analogous to the the behaviour of residuals observed in the course of iterative solution of linear
systems, the gap can exhibit an initial sublinear convergence phase (influenced principally by
the underlying degree of nonnormality), which typically then settles into a linear convergence
phase with rate determined (in part) by the capacitance of disjoint subsets of the complex
plane containing desired and undesired components of the spectrum. Fundamental results from
potential theory lead to convergence rate estimates framed in terms of polynomial approximation
problems and suggest restart and rational step strategies based on optimal approximation points
(e.g., Leja or Chebyshev points). The relative granularity of eigenvalues within the desired
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and undesired sets presents the possibility of passage through successively faster linear rates –
effectively a final superlinear convergence phase.
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Model Reduction Algorithms Using Spectral Projection Methods

Peter Benner

Consider the transfer function matrix (TFM) G(λ) = C(λI − A)−1B + D, and the associated,
not necessarily minimal, realization of a linear time-invariant (LTI) system,

ẋ(t) = Ax(t) + Bu(t), t > 0, x(0) = x0,
y(t) = Cx(t) + Du(t), t ≥ 0

(1)

with A ∈ IRn×n, B ∈ IRn×m, C ∈ IRp×n, and D ∈ IRp×m. We assume that A is stable, i.e.,
the spectrum of A as denoted by Λ(A) is contained in the open left half plane. This implies
that the system (1) is stable, that is, all the poles of G(s) have strictly negative real parts. The
number of state variables n is said to be the order of the system. We are interested in finding
a reduced order LTI system,

ẋr(t) = Arxr(t) + Brur(t), t > 0, xr(0) = x0
r ,

yr(t) = Crxr(t) + Drur(t), t ≥ 0
(2)

of order r, r ≪ n, such that the TFM Gr(λ) = Cr(λI − Ar)−1Br + Dr approximates G(s).

One way to distinguish different model reduction techniques is to specify in which way the
reduced order model approximates the original system. Absolute error methods try to minimize
‖∆a‖ := ‖G−Gr‖ for some system norm. The most popular methods in this area are related to
truncating a balanced realization of the given model. These methods yield a priori bounds on
the H∞-norm of ∆a. The major computational step involves the solution of the two Lyapunov
equations

AX + XAT + BBT = 0, AT Y + Y A + CCT = 0. (3)

We will discuss how these equations can be solved via spectral division methods based on the
sign function iteration. As A is stable, the Lyapunov equations in (3) have positive semidefinite
solutions X = ST S, Y = RRT . Usually, only the product SR is needed for the model reduction
algorithms. Hence, a method for computing S and R is desirable. Hammarling’s method [3] is
such a method, but has the disadvantage that the computed factors are square n× n-matrices.
In large-scale problems, these factors often have low numerical rank. Using ideas from [1] we will
demonstrate how methods based on the sign function can efficiently compute full-rank factors
of the solution matrices. This has several advantages regarding efficiency and robustness of the
method.

We will also show how spectral division techniques can be used for model reduction of unstable
systems, i.e., systems having poles in the right-half plane. The unstable poles have to be
preserved by any model reduction technique as they dominate the dynamics of the system.
Therefore, one way to reduce the order of an unstable systems is to decompose the transfer
function as G(s) = G−(s) + G+(s) where G−(s) is stable while G+ is unstable and then to
apply a model reduction technique for stable systems to G−. Such an additive decomposition
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of the transfer function can be efficiently computed using a spectral division technique such as
the sign or disk function methods.

Absolute error methods give bounds on the worst-case deviation of the reduced-order model
from the original system measured by the H∞-/L∞-norm or the Hankel norm. There is no
information available on where this maximum deviation occurs. For example, balanced trunca-
tion [5, 6] tends to approximate high frequencies very well (limω→∞ ∆a(ω) = 0) while singular
perturbation approximation [4] has zero steady state error, i.e., G(0) = Gr(0), and has good
approximation properties at low frequencies. Often it is desirable that the reduced system has
uniform approximation properties over the whole frequency range 0 ≤ ω ≤ ∞. In particular
this is the case if the LTI system describes a high-order controller that should perform well
at all frequencies. This requirement can be satisfied by relative error methods. They attempt
to minimize the relative error ‖∆r‖∞, defined implicitly by G − Gr = G∆r. Among these,
the balanced stochastic truncation (BST) technique [2, 7] is particularly popular. We will also
discuss a numerically reliable and efficient implementation of BST based on spectral division
methods which allows to apply BST to systems of order n up to O(103).
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Preconditioning Symmetric Indefinite Linear Systems

Michele Benzi

In spite of much work on preconditioners in the last several years, little attention has been
devoted to the case of general large, sparse, symmetric indefinite matrices. Problems of this
type arise in several applications. For instance, many algorithms for the extraction of eigenvalues
of large symmetric matrices involve the iterative solution of linear systems of the form

(A − θI)x = b or (A − θB)x = b,
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the latter case corresponding to a generalized eigenproblem. Here θ is some approximation
of an eigenvalue of A (or of the pencil (A, B)); the corresponding “shifted” matrix is usually
indefinite. The solution of such systems is the main bottleneck in both shift-and-invert and
Jacobi–Davidson-type algorithms, and there is a strong need for reliable and effective precondi-
tioners [3]. Indefinite symmetric systems also naturally arise in structural mechanics, stability
analysis (continuation methods for bifurcation points), electromagnetism, etc.

The purpose of this talk is to introduce some new approaches to preconditioning symmetric
indefinite matrices. We focus on the construction of symmetric indefinite preconditioners to
be used in conjunction with the simplified QMR algorithm of Freund and Nachtigal [12]. The
advantage of this algorithm is that it can take advantage of symmetry and it can be used with
any symmetric preconditioner, including indefinite ones.

We will consider both incomplete factorization and sparse approximate inverse techniques. Stan-
dard incomplete factorization and factorized sparse approximate inverses are generally not well-
defined and frequently fail when applied to indefinite systems [11, 5]. In order to develop reliable
preconditioners, we will make use of algorithms and theoretical tools developed by the direct
solvers community [1-2, 8-10, 13-15]. These include incomplete variants of the symmetric indef-
inite factorization of Bunch and Kaufman [8] (adapted to the sparse case by Liu [13]; see also
[2]), which uses a combination of 1-by-1 and 2-by-2 pivot blocks. We will also describe sparse
inverse factorizations

A−1 = P T ZD−1ZP,

where P is a permutation matrix, Z is unit upper triangular, and D is either tridiagonal [1, 15],
in which case D−1 is not explicitly formed, or a direct sum of 1-by-1 and 2-by-2 pivot blocks.
We will show how these inverse factorizations can be computed directly from A using a variant
of the AINV biconjugation algorithm [4, 6, 7]. When performed incompletely, these algorithms
result in a class of factorized approximate inverse preconditioners.

If time allows, we will also discuss a class of preconditioners for matrices of the form A − θI
obtained by suitable modification of preconditioners for A.

Numerical experiments illustrating the performance of the new preconditioners will be discussed.

This is joint work with Miroslav Tůma (Academy of Sciences of the Czech Republic).
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[6] M. Benzi, C. D. Meyer, and M. Tůma, A sparse approximate inverse preconditioner for the conjugate
gradient method, SIAM J. Sci. Comput., 17:1135–1149, 1996.
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Restarted Simpler GMRES Augmented with Harmonic Ritz Vectors

Muddun Bhuruth
Ravi Boojhawon

Restarting the GMRES method after each cycle of m iterations slows down the convergence of
the iterative method as each restart discards the information on the smallest eigenvalues which
compose the solution. There are basically two approaches to reduce the negative effects of a
restart: a preconditioning approach [1] and an augmented subspace approach [3]. These two
approaches have been shown to improve the convergence of GMRES for problems with small
eigenvalues. A cheaper implementation of GMRES can be achieved via the Simpler GMRES
algorithm of Walker and Zhou [4]. The advantage is that the problem for finding the minimal
residual solution reduces to an upper triangular least-squares problem instead of an upper-
Hessenberg least-squares problem for GMRES. We show that for problems with small eigenval-
ues, it is possible to improve the convergence of restarted Simpler GMRES(m) by augmenting
the Krylov subspace with harmonic Ritz vectors corresponding to the smallest harmonic Ritz
values which are the roots of the GMRES polynomial. The resulting algorithm, which we call
augmented Simpler GMRES(m) is superior to Simpler GMRES(m) and, in terms of iteration
and flops counts, the algorithm is comparable to GMRES augmented with eigenvectors [3]. The
augmented Simpler GMRES method has the same advantage over augmented GMRES is that
implementation involves an upper triangular matrix rather than an upper Hessenberg matrix
and thus it involves no QR factorization.

Consider the solution of the nonsymmetric sparse linear system Ax = b. Let m be the dimension
of the Krylov subspace and suppose that k approximate eigenvectors are used. Let Ym be the
n × m matrix whose last k vectors are the approximate eigenvectors yi, i = 1 : k and let Wm

be the n×m matrix whose first n× (m− k) columns are formed by orthogonalizing the vectors
Ayi, for i = 1 : k against the previous columns of Wm. The algorithm, AugmentedSArnoldi,
described below computes the decomposition AYm = WmRm, where Rm is upper triangular.

Algorithm: [Ym, Wm, Rm] = AugmentedSArnoldi(A, m, r0, k, E, Ẽ)
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for j = 1 : m
if j <= m − k

if j == 1, v = Ar0

else v = Awj−1 end;

else v = Ẽj−m+k end;
for i = 1 : j − 1

Ri, j = vTwi, v = v − Ri, jwi

end;
Rj, j = ‖v‖, wj = v/Rj, j

end;
if k == 0, Ym = [r0 Wm−1]
else Ym = [r0 Wm−k−1 E] end;

A second advantage of the proposed method is that it uses harmonic Ritz pairs which are
cheaply computed [2] from the eigenvalue problem RmTmzm = µzm where Tm is a nonsingular
sparse transforming matrix and is implicitly used.

The restarted linear equation problem is A(x̃ − x0) = r0. The residual vector is obtained by
r = r0 −Wmw̃ where w̃ = Rmŷ = [ξ1, ξ2, . . . , ξm]T . Also the approximate solution x̃− x0 is a
combination of the columns of Ym such that x̃ − x0 = Ymŷ and ŷ = R−1

m w̃.

Algorithm: [x0] = SGMRESE (A, b, tol, m, k, maxit)
x0 = zeros, r0 = b, β = ‖r0‖
[Ym, Wm, Rm] = AugmentedSArnoldi(A, r0, m, 0, [ ], [ ])
for j = 1 : m

ξj = wT
j r0, r0 = r0 − ξjwj

end;
ŷ = Rm \ w̃, β = ‖r0‖, x0 = x0 + Ymŷ
for j = 1:maxit

Compute Tm, R̃m = RmTm, solve R̃zm = µzm

Find k desired Harmonic Ritz vectors E = YmTmzm and Ẽ = WmR̃mzm

[Ym, Wm, Rm] = AugmentedSArnoldi(A, r0, m, k, E, Ẽ)
for i = 1 : m

ξi = wT
i r0, r0 = r0 − ξiwi

end;
ŷ = Rm \ w̃, β = ‖r0‖, x0 = x0 + Ymŷ
if β ≤ tol break

end;
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An Implicit Jacobi-like Method for Computing Generalized Hyperbolic SVD

Adam W. Bojanczyk

This talk introduces a joint hyperbolic-orthogonal decomposition of two matrices which we call
a Generalized Hyperbolic SVD, or GHSVD. It exists when certain conditions are imposed on
the two matrices. The decomposition can be used for finding the eigenvalues and eigenvectors
of a symmetric definite pencil XT X − λY T ΦY where Φ = diag(±1). It can also be used to
establish definiteness of matrix pairs [4]. Another application of the GHSVD is to the solution
of a generalized indefinite weighted least least squares problem. The decomposition can be
obtained by a variant of an implicit Jacobi-like method.

Hyperbolic transformations are defined with respect to certain indefinite weighting matrices.
Recall that a square matrix H is called a hyperexchange matrix with respect to a pair of
weighting matrices Φ = diag(±1) and Φ̂ = diag(±1), or (Φ, Φ̂)-hyperexchange iff

HT ΦH = Φ̂ . (1)

In [3] the following hyperbolic singular value decomposition of a matrix was introduced:

Let Φ = diag(±1) be an m × m diagonal matrix, and Y ∈ Rm×n, m ≥ n
be such that rank(Y T ΦY ) = n. Then there exist a (Φ, Φ̂)-hyperexchange
matrix H, an orthogonal matrix Q, and an m × n diagonal matrix Γ with
positive diagonal elements γi arranged in nonincreasing order such that

Y = HΓQ , (2)

The decomposition (2) can be generalized to the case when rank(Y T ΦY ) < rank(Y ).

The HSVD of a matrix Y can be used to compute the eigendecomposition of an indefinite matrix
A = Y T ΦY in a similar way as the SVD is used for computing the eigendecomposition of a
matrix B given in the product form B = Y T Y . Indeed, from Theorem we see that A = Y T ΦY =
QT ΓT Φ̂ΓQ. Thus Q is the matrix of eigenvectors of A and γ2

i are the corresponding eigenvalues,
up to signs. Other application of the HSVD is in solving indefinite linear least squares problems
(ILLSP), [2], similarly as the SVD may be used for solving linear least squares problems.
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The purpose of this talk is to introduce another hyperbolic decomposition, Generalized Hy-
perbolic Singular Value decomposition, or GHSVD, which is an analogue to the Generalized
Singular Value Decomposition [5]. The GHSVD is a joint decomposition of two matrices X and
Y and involves a pair of weighting matrix (Φ, Φ̂). It can be useful in solving problems defined
by matrices A = XT X and B = Y T ΦY . For example it can be used in solving a symmetric
definite generalized eigenvalue problem (XT X)x = λ(Y T ΦY )x, or when solving a generalized
indefinite linear least squares problem.

The GHSVD can be obtained by a Jacobi-like algorithm. The algorithm uses both hyperbolic
and orthogonal plane rotations. The key element in the algorithm is a procedure for computing
the GHSVD of two 2×2 upper triangular matrices. This procedure is similar to the one used for
the computation of the GSVD. It is based on a tangent formula analyzed in [1]. A simple test
on the relative magnitudes of the diagonal elements of the two 2 × 2 upper triangular matrices
allows one to decide which of several possible ways of computing the 2×2 GHSVD will minimize
the round-off errors.

Numerical experiments will be presented showing the accuracy of the Jacobi-like method for
the computation of the GHSVD. Another set of numerical experiments will illustrate that the
GHSVD leads to an accurate eigendecomposition of a symmetric definite generalized eigenvalue
problem.

The existence of the GHSVD is shown under assumptions which are sufficient but may not be
necessary. Possible alternative forms of the GHSVD will be discussed and an attempt will be
made to relax some of the assumptions.

Several open questions will be posed. Among them, a question about the sensitivity of the
GHSVD decomposition to changes in data, and the convergence of the GHSVD-Jacobi method.
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Institut für Mathematik
MA 4–5
Technische Universität Berlin
Straße des 17. Juni 136
D–10623 Berlin, Germany

bolle@math.tu-berlin.de

http://www.math.tu-berlin.de/∼bolle/
tel: (+49) 30 314 25741 fax: (+49) 30 314 79706

A robust incomplete LU decomposition—theoretical background and applications

Matthias Bollhöfer

An incomplete LU decomposition with pivoting is presented that progressively monitors the
growth of the inverse factors of L, U . The information on the growth of the inverse factors
is used as feedback for dropping entries in L and U . The main idea (cf. [1,2]) is to monitor
the growth of the rows of L−1 and column of U−1 during the incomplete LU decomposition
process. Suppose that at step k of the incomplete LU decomposition we wish to construct a
factorization

A =

(
A11 A12

A21 A22

)
≈
(

L̃11 0

L̃21 I

)

︸ ︷︷ ︸
L̃

(
D̃11 0

0 S̃22

)(
Ũ11 Ũ12

0 I

)

︸ ︷︷ ︸
Ũ

,

where L̃11, Ũ
⊤
11 are k × k lower triangular matrices with unit diagonal, D̃11 is a k × k diagonal

matrix and the remaining matrices have corresponding size. S̃22 ≈ A22 − A21A
−1
11 A12 approxi-

mates the Schur complement. In order to drop entries in L̃21, Ũ12 and S̃22 information on L̃−1

and Ũ−1 is directly included into the dropping process. This is done by dividing a given drop
tolerance by the norm of e⊤k L̃−1 (Ũ−1ek respectively), where ek denotes the k–th unit vector.
Since L̃−1 and Ũ−1 are typically not available, a condition estimator for estimating e⊤k L̃−1,
Ũ−1ek is adapted to obtain approximate norms.

From the theoretical side, links between incomplete LU decompositions and factored sparse
approximate inverse factorization methods (AINV) in [3,4] justify this approach. While ILU
factorizations compute approximate LU factors of the coefficient matrix A, AINV techniques
aim at building triangular matrices Z and W such that W⊤AZ is approximately diagonal. It
can be shown that certain forms of approximate inverse techniques amount to approximately
inverting the triangular factors obtained from some variants of incomplete LU factorization
of the original matrix. These links precisely require adapting the drop tolerance by including
information from L̃−1 ≈ W⊤ and Ũ−1 ≈ Z.

The method is implemented [1] based on existing direct method (MA50 from the Harwell
Subroutine Library) and often yields a robust and effective preconditioner especially when the
system is highly indefinite.

Numerical examples demonstrate the effectiveness of this new approach.
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A geometric analysis of spectral stability of matrices

Shreemayee Bora
Rafikul Alam

It is well known that eigenvalues of matrices are, in general, highly sensitive to perturbation
(see, for example [7], [8],[9], [5] and [6]). Often a small perturbation may be sufficient for
eigenvalues to move and coalesce. Once coalescence takes place, the resulting eigenvalues may
acquire characteristics radically different from that of the original ones. For instance, two simple
eigenvalues may move and coalesce to form a multiple eigenvalue which may be defective as
well. The critical value of the magnitude of perturbation for which an eigenvalue λ of a matrix
A coalesces with another eigenvalue is called the dissociation [2], denoted by diss(λ), of the
eigenvalue λ from the rest of the spectrum of A. Certain spectral properties associated with λ
are preserved under perturbation as long as the magnitude of perturbation remains bounded
by diss(λ). Thus the sensitivity of λ is essentially charactarised by diss(λ). As is evident, the
notion of dissociation is intimately linked with a decomposition of the spectrum of A. Hence
the sensitivity analysis of eigenvalues leads to the sensitivity analysis of spectral decompositions
and vice versa. The main drawback of this approach is the fact that, except for a few special
cases, the exact value of diss is never known. However, localisation theorems for eigenvalues
can be effectively used to obtain upper and lower bounds of diss and efforts have so far been
directed towards achieving this ([2], [8], [9]).

An effective analysis of the sensitivity of eigensystems may be carried out by recognising the fact
that for a magnitude ǫ of perturbation, the successors of the eigenvalues of A occupy regions in
the complex plane around the individual eigenvalues. These ǫ-domains consisting of successors
of the eigenvalues remain disjoint for small values of ǫ. As ǫ increases gradually the ǫ-domain of
an eigenvalue λ coalesces with the ǫ-domain of a neigbouring eigenvalue. We define the critical
value of ǫ for which the ǫ-domain of λ coalesces with the ǫ-domain of a neighbouring eigenvalue
to be the geometric separation of λ from the rest of the spectrum of A and denote it by gsep(λ).
Evidently, for eigenvalues to move and coalesce, it is necessary for their respective ǫ-domains
to coalesce. Hence gsep(λ) ≤ diss(λ).

Modern software packages (such as LAPACK) provide an option for computing a lower bound
of diss due to Demmel. However, the lower bound provided by gsep will certainly be far better
than this and all other lower bounds provided by localisation theorems. Furthermore, it is the
value of gsep that one really cares for; because as long as the magnitude of perturbation remains
within the safe distance of gsep(λ) each point in the domain of influence of an eigenvalue λ is a
successor of λ and once this domain coalesces with a neighbouring domain these successors may
lose their inherited properties. Moreover, an eigenvalue may be well separated from the rest of
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the spectrum and yet its geometric separation may be small. In such a case, a small perturbation
will cause a successor of the eigenvalue to coalesce with a successor of a neighbouring eigenvalue.
This phenomenon is typically associated with a sensitive eigenvalue where a small perturbation
dramatically increases its domain of influence. Thus an eigenvalue can safely be called ill-
conditioned if and only if its geometric separation is small.

Our main emphasis is on the fact that, for all practical purposes, it is the value of gsep that
one requires in order to analyse sensitivity of eigenvalues and spectral decompositions. What
makes gsep more appealing is the fact that it is possible to compute its value. The union of the
ǫ-domains of eigenvalues of A is may be referred to as the ǫ-spectrum σǫ(A) of A. Furthermore,
for an induced operator norm, this is known as the ǫ-pseudospectrum of A given by

Λǫ(A) := {z ∈ C : ‖(A − zI)−1‖ ≥ ǫ−1},
where it is assumed that ‖(A − zI)−1‖ = ∞ whenever z belongs to the spectrum A. Thus
the value of gsep can easily be read off from ǫ-spectra/pseudospectra of A. This shows that the
sensitivity analysis of eigenvalues naturally leads one to the notion of ǫ-spectra/pseudospectra of
matrices. For an operator norm, the spectral portrait of a matrix A is the graph of ‖(A−zI)−1‖
which is a surface in R

3 and the ǫ-spectra are its appropriate level sets (see, [3], [4]). Thus,
an added advantage of this approach is the fact that the sensitivity of eigenvalues are analysed
graphically.

Evidently, gsep provides a sufficient condition for eigensystems stability. Therefore, the nat-
ural question is: Does gsep characterise eigensystems stability? To put it equivalently: Is
gsep = diss? This question was raised by Demmel [2]. We show that indeed gsep characterises
eigensystems stability for the ℓ2 norm and we conjecture that it may well be the case for induced
operator norms as well as for the Frobenius norm.

However, calculating the value of gsep involves the computation of ǫ-spectra (or ǫ-pseudospectra)
which is a computation intensive process. In view of this, we obtain several lower bounds for
diss and gsep, which are easy consequences of inclusion theorems for ǫ-spectra. The bounds,
for example, with respect to ℓ∞ and ℓ1 norms can be computed cheaply. Moreover, the lower
bound of gsep (or diss) with respect to the ℓ2 norm may be computed at a lesser cost than the
bound due to Demmel included in the software LAPACK and compares well with it [1].
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A Parallel Approach to Updating Least Squares Solutions

Craig S. Brand
Philip A. Knight

We consider efficient methods for solving low rank perturbations to least squares problems. Such
modifications occur in areas of mathematics such as signal processing, statistical modelling or
numerical optimization. In particular we look at updating the QR factorisation of a matrix
in parallel. We examine some block schemes and also note a divide and conquer approach is
possible if we willing to accept a two sided decomposition.

A method for performing rank–1 updates to the QR factorisation was originally proposed in [2]
and [3]. Many developments have taken place in the intervening years. Our approach develops
the ideas for rank–k updates outlined in [5].

Suppose that A is updated by adding a rank k matrix, so that Â = A+UV T , where U ∈ IRm×k

and V ∈ IRn×k. Note that

Â = A + UV T = QR + UV T = Q(R + WV T ),

where W = QT U .

Q has the desired structure but to minimise the fill-in caused by the addition of WV T to R
we reduce W to an upper triangular matrix, Ŵ , by orthogonal transformations. The resulting
matrix R+ŴV T still has bandwidth k below the diagonal and on reducing it to upper triangular
form gives us our new QR factorisation for Â.

This is simply an extension of the ideas for rank–1 updates. The main potential for parallelism
comes when we reduce R + ŴV T to an upper triangular matrix. Triangularisation of Z =
R + ŴV T is conventionally achieved by eliminating one element at a time, column by column.

However, if we work in parallel then several elements can be eliminated simultaneously and we
can lower the number of passes required to reduce Z to an upper triangular matrix. The pattern
is not immediately obvious but starts similar to the serial method. We eliminate Z(k+1, 1) but
this time when we eliminate Z(k, 1) we can eliminate Z(k + 2, 2) at the same time. Similarly
we can eliminate Z(k−1, 1), Z(k + 1, 2) and Z(k + 3, 3) simultaneously. This pattern continues
and we can eliminate at most n/2 elements of Z at the same time. A similar idea can be used
when reducing W to Ŵ but this will be on a smaller scale. This process is well know and is
described in [5] which uses processes described in [6].

We extend the scope for parallelism by eliminating a block of elements at a time. So if we
think of the elimination process above but replace elements of Z with blocks of elements the
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same parallel pattern can be used. We use the WY representation, as described in [1], to upper
triangularise the blocks of elements. This can improve speed without compromising stability.

Alternatively we can divide and conquer. We split our matrix R + WV T in to separate blocks
and reduce the blocks to upper triangularity simultaneously. This however leaves us with fill-in
where two blocks join. To remove this fill-in with out causing any more we can reduce from
the right. This then leads to a Q̂RP factorisation, where P is orthogonal, similar to the ULV
factorisation as described in [3, pp. 613–620].
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Minimal Residual Algorithms from Matrix Decompositions

Angelika Bunse–Gerstner

It is possible to derive the recursion formulas for the BiCG- and CG-algorithm to solve Ax = b
directly from matrix decompositions in the following way.
If there exists a matrix V with V e1 = r0 = b − Ax0 such that T = V −1AV is a tridiagonal
matrix which has an LR decompositon, then with any diagonal scaling matrix D we get

DV −1AV D = DTD = BΩBT ,

where B is a bidiagonal matrix and Ω a diagonal. Setting R := V D, Λ := D2 and P := RB−T

this can be rewritten as
AP = RΛ−1BΩ (1)

and with a specific scaling matrix D, the evaluation of this matrix equation column by column
gives exactly the BiCG or CG recursions.
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The bidiagonal form of B from the decompositon of DTD is “driving” the short recurrence
formula for the column vectors rj of R in the following sense. The two non-zero entries in the
j-th column of B introduce the new and yet unknown column rj+1 and combine it only with
the predecessor rj in the j-th equation. It is also responsible via PBT = R for the fact that pj

depends only on rj and pj−1.

A completely analogous derivation is possible for minimal residual methods, if the transfor-
mation to tridiagonal form is unitary as in MINRES or CSYM [1] . In the talk we show this
development on CSYM.

If A ∈ C
n×n is symmetric, then there exists a unitary matrix Q with ‖r0‖Qe1 = r0 = b − Ax0

such that QT AQ = T is a complex symmetric tridiagonal matrix. In CSYM this is rewritten
as AQ = QT giving a recurrence formula for the column vectors of Q and T . In the j-th step
of the method we would solve the least squares problem min

z∈Cj
‖ Tj+1,jz− ‖ r0 ‖2 e1 ‖2 for the

j + 1 × j principal submatrix Tj+1,j of T via an updated QR decomposition and compute the
approximate solution from Qjz.

The QR decomposition of T is of the form

T = G1 · . . . · Gn−1 · R,

where

Gj :=




Ij−1

cj sj

sj −cj

In−j−1


 with |cj |2 + s2

j = 1 for j = 1, . . . , n − 1 (2)

and R is an upper triangular with only two additional diagonals above the main diagonal. We
thus get

AQ = QT = QG1 · . . . · Gn−1 · R
and defining P := QR−1 we can rearrange the equation to

AP = QG1 · . . . · Gn−1.

Like in (1) we can now evaluate this equation columnwise to receive recurrence formulas for
the computation of the column vectors of P and Q, where as in the BiCG and CG method the
columns of P update the approximate solutions.

We show that here the matrix G1 · . . . ·Gn−1 plays the role of the bidiagonal B in (1). It “drives”
the short recursion formula for the columns of Q. The factor Gj in this product is of the special
extremely sparse form (2) and therefore insures that in the equation for the j-th column only
one new and yet unknown vector of Q and a “close relative” to his predecessor are involved on
the right hand side.

R−1 takes the role of B−T in the computation of P ’s columns. As RT has an additional diagonal
compared to BT we get a three term recurrence relation for the computation of the new column
of P.

The resulting algorithm still computes as in [1] the minimal residual approximations to the
solution of Ax = b from the subspaces spanned by the columns of Q, but does it in a different
way which is now analogous to the computation in the BiCG and CG methods. A corresponding
development is possible for MINRES.
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Choice of Shifts and Deflation in the QR Algorithm

Ralph Byers

A recently developed aggressive eigenvalue deflation procedure for the QR algorithm [2] is em-
pirically more powerful than classical small subdiagonal deflation. Combined with an effective
multi-shift QR algorithm [1], the aggressive deflation procedure deflates more eigenvalues than
the number of shifts applied. The classical relationship between shifts and eigenvalue defla-
tions is weakened. The deflation strategy takes advantage of an ill-defined “weak decoupling”
of the principal submatrices of a Hessenberg QR iterate. We describe and demonstrate weak
decoupling, discuss its relationship with aggressive deflation and suggest new shifting strategies
designed to enhance its effect.

Working with an n-by-n Hessenberg QR iterate, aggressive deflation (usually) reveals that some
eigenvalues of the trailing k-by-k principal submatrix called the “deflation window” are also
eigenvalues of a negligible perturbation of H and may be safely deflated. An O(k3) overhead
independent of the number of deflatable eigenvalues complicates the choice of the deflation
window size k. Occasionally, especially at the beginning of the QR iteration, few or no eigenvalue
deflations may be discovered even with a relatively large deflation window. A cautious choice
of k ≪ n assures that any wasted computational work is relatively small, but a very small
deflation window is not significantly more powerful than small subdiagonal deflation. If few or
no deflatable eigenvalues are discovered, it my be worthwhile to try a larger deflation window
before applying the next multi-shift QR sweep. As the deflation window size increases the risk
of not finding enough deflations to overcome the O(k3) overhead rises quickly. Nevertheless,
larger deflation windows have empirically proven to be worth the risk. It is sometimes even
worthwhile to use a huge deflation window, e.g., k = n/2, if a sufficient number of eigenvalue
deflations result.

An inexpensive heuristic prediction of how many deflatable eigenvalues are likely to be found
gives a partial answer to the question of how best to choose the deflation window size.
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HAGGIS
Handy Arnoldi-Generalized-Gauss Integration Schemes

Daniela Calvetti
Lothar Reichel

The connection between the Lanczos process for Hermitian matrices and Gauss quadrature is
well known and has found many applications in numerical linear algebra. In particular, this
connection has made it possible to derive easily computable upper and lower bounds of matrix
functionals of Hermitian matrices. These bounds are attractive to use for large-scale problems
for which the exact evaluation of the matrix functionals is too expensive. Such problems arise,
e.g., in Tikhonov regularization of ill-posed problems and when seeking to bound the error
in iterates determined by the conjugate gradient or related methods for the solution of linear
systems of equations with a large Hermitian matrix.

Recently, Laurie proposed a new class of quadrature rules that for many integrands yields
errors of opposite sign than the corresponding Gauss rules. We describe generalizations of
these rules that allow the inexpensive computation of estimates of upper and lower bounds
of matrix functionals defined for non-Hermitian matrices. Pairs of quadrature rules that are
associated with the non-Hermitian Lanczos process as well as pairs of quadrature rules that
are associated with the Arnoldi process are presented. These pairs are easy to determine from
the tridiagonal matrices or Hessenberg matrices that are computed by a few steps of the non-
Hermitian Lanczos process or Arnoldi process, respectively. We refer to these quadrature rules
as Lanczos-generalized-Gauss and Arnoldi-generalized-Gauss integration schemes. Theoretical
properties and several applications of these quadrature rules will be presented.
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Hypercomplex Computation

Françoise Chaitin-Chatelin

We propose in this presentation to survey the computing thoughts generated in the author’s
mind by a fresh look at the arithmetic and geometric operations used by Nature.
Such a reflexion was initiated at the Dundee Numerical Analysis Conference in 1999 [3] where
we asked the question:

“Could it be that Nature does more than just arithmetic on real numbers: add, substract,
multiply and divide (except by 0)?”

A more elaborated development of these ideas was presented in [5] where the fundamental role
played by Geometry to rescue Algebra from logical impossibilities was put into fuller light than
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is usual in the academic presentation of the construction of Numbers.

Traditionnally, the construction of numbers is stopped with the complex numbers. The purpose
of this talk is to explain why this reflects a lack of human imagination, as compared with Na-
ture’s imagination.

We shall start from the Cayley-Dickson formula (little known, outside the circle of algebraists)
which defines recursively a sequence of real algebras Ak which are real vector spaces of di-
mension 2k, k = 0, 1, 2, ..., starting from A0 = R, by means of three operations: addition +,
multiplication × and conjugation x → x̄ denoted .̄ . This defines the hierarchy of hypercomplex
numbers. Each Ak has a natural norm: | x |= √

x × x̄.
The first four algebras in the sequence have quite remarquable properties, with respect to the
operations × and .̄ , up to an isomorphism:

a) The algebra of real numbers A0 = R (dim. 1) is the only algebra such that × is associative
and commutative, and .̄ is the identity.

b) The algebra of complex numbers A1 = C (dim. 2) is the only algebra such that × is
associative and commutative, and .̄ is not the identity.

c) The algebra of quaternions A2 = H (dim. 4) is the only algebra such that × is associative
but not commutative.

d) The algebra of octonions (dim. 8) is the only algebra such that × is alternative (a weaker
form of associativity).

e) Only for these four algebras is the multiplication isometric:
| x × y |=| x | | y |. Only these four are division algebras.

f) For k > 3, the construction goes on, with only | x× y |≤| x | | y | and with the possibility
that a × b = 0 for a and b non zero.

Despite some early efforts to use quaternions in electromagnetism [8] and special relativity [7, 9],
they soon fell into disrespute and Physics was done with real and complex numbers only by the
vast majority.
At the end of the 20th Century, there has been a revival of the use of quaternions in Computer
Graphics because they are much more computationally efficient to represent 3D displacements
than the conventional way based on coordinates (Euler angles) (see references in [3]). Quater-
nionic presentations of Physics have appeared [10].
Even more recently, in the string theory community of physicists, non associative structures are
encountered repeatedly in the late 90s.

All these facts, in Mathematics and in Physics, are serious indications that there might be more
to matrix computation than dealing with just real and complex numbers, which have a × which
is both associative and commutative.

It turns out that the 2 main ingredients of Maxwell’s equations, in its quaternionic version [10],
are, for 4D-vectors:

1. two antisymmetric functions:

32



i) the conjugator, which is a measure of nonreality

[x] =
1

2
(x − x̄) = Im x,

ii) the commutator, which is a measure of noncommutativity,

[x, y] =
1

2
(x × y − y × x) = (Im x) ∧ Im y.

2. and their two symmetric counterparts:

iii) {x} = 1
2(x + x̄) = Re x,

iv) {x, y} = 1
2(x × y + y × x).

We use these notions to derive a computational equivalent in 4D of Maxwell’s equations. This
interpretation will be used to give a dynamical 4D interpretation of the complex inexact spectrum
presented in [6]. The dynamics expresses a maximal variety of non reality and noncommutativity
(see [2] for related ideas in Physics).
This 4D dynamical interpretation will conclude our presentation. However it is clear from the
above discussion, that another 8D interpretation is possible, which will require in addition the
use of the associator [1]:

[x, y, z] = x × (y × z) − (x × y) × z

which is a measure of non associativity [4].
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On the Convergence of Stewart’s QLP Algorithm for Approximating the SVD

David A. Huckaby
Tony F. Chan

The pivoted QLP decomposition, introduced by G. W. Stewart, represents the first two steps
in an algorithm which approximates the SVD. The matrix AΠ0 is first factored as AΠ0 = QR,
and then the matrix RT Π1 is factored as RT Π1 = PLT , resulting in A = QΠ1LP T ΠT

0 , with
Q and P orthogonal, L lower-triangular, and Π0 and Π1 permutation matrices. Stewart noted
that the diagonal elements of L approximate the singular values of A with surprising accuracy.
We provide mathematical justification for this phenomenon. If there is a gap between σk and
σk+1, partition the matrix L into diagonal blocks L11 and L22 and off-diagonal block L21, where
L11 is k-by-k. We show that the convergence of the relative errors (σj(L11)−1 − σ−1

j )/σ−1
j for

j = 1, . . . , k, and of the relative errors (σj(L22) − σk+j)/σk+j , for j = 1, . . . , n − k are all
quadratic in the gap ratio σk+1/σk. The worst case is therefore at the gap, where the absolute
errors ‖L−1

11 ‖ − σ−1
k and ‖L22‖ − σk+1 are thus cubic in σ−1

k and σk+1, respectively. One order
is due to the rank-revealing pivoting in the first step; then, two more orders are achieved in
the second step. Our analysis assumes that Π1 = I, that is, that pivoting need be done only
on the first step. The algorithm can be continued beyond the first two steps, and we make
some observations concerning the assymptotic convergence. For example, we point out that
repeated singular values can accelerate convergence of individual elements. This, in addition to
the relative convergence to all of the singular values being quadratic in the gap ratio, indicates
that the QLP decomposition can be powerful even when the ratios between neighboring singular
values are close to one.

We also follow Stewart in considering truncating and interleaving the algorithm, with an eye to-
ward obtaining an efficient approximation to the truncated SVD for low-rank problems. Instead
of computing the matrix R in its entirety and then computing the matrix L, the algorithm can
be truncated, computing only the first k rows of R and columns of L. Moreover, the compu-
tation can be interleaved, alternately computing rows of R and columns of L. This is possible
because of the nonnecessity of pivoting in the second step. We demonstrate that truncating
(and interleaving) actually works by extending our theory for the complete pivoted QLP de-
composition. In particular, we show that if we compute only an r-by-r matrix L (instead of
the full n-by-n), the convergence of the relative errors (σj(L)−1 − σ−1

j )/σ−1
j for j = 1, . . . , r are

all quadratic in the gap ratio σr+1/σr. For a matrix having numerical rank r, the truncated
pivoted QLP decomposition can be computed in O(mnr) time, making it ideal for accurate
SVD approximations for low-rank problems. We propose iterating the algorithm once or twice
more, obtaining even better approximations of the first r singular values for almost no extra
cost.
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Fast backward stable solvers for discretized integral equations.

Shivkumar Chandrasekaran
Ming Gu

Timothy Pals

In this talk we first describe the algebraic structure of certain dense matrices that arise in
the discretization of integral equations. We will then describe our recent work in constructing
“optimal” time backward stable direct solvers for these matrices.

These matrices (which we shall refer to as smooth recursively semi-separable matrices, or
sRSS for short) typically arise from the discretization of integral equations. It is well-known that
certain classical partial differential equations of mathematical physics (including Laplace’s and
Helmholtz’s equations) can be converted to second-kind Fredholm integral equations. When
these integral equations are discretized they lead to dense matrices. Hence they have not
been popular methods, since it is usually faster to solve sparse matrix equations. However, all
this changed dramatically when Greengard and Rokhlin described the fast multi-pole method
(FMM) for multiplying these dense matrices with a vector in linear time. Now, the bounded
condition number of the second-kind integral equation formulation enabled rapid solutions by
iterative methods like GMRES. What is less wll-known is that Rokhlin and his co-workers also
described fast direct solvers for these matrices. However, those methods can be unstable. We
will describe our recent successful efforts to stabilize these fast direct solvers.

Before we do that, we would like to point out that these dense structured matrices also arise in
the finite-element and finite-difference discretization of PDEs. One way to see this is that the
inverse of these sparse matrices is an sRSS matrix. Another way to see this is that the Schur
complements of these sparse matrices is also sRSS. Hence these sRSS matrices arise in a wide
number of situations and our algorithms for their direct inversion could also be used effectively
to construct pre-conditioners.

The struture of sRSS matrices will now be described. They consist of two primary pieces. The
first piece is a sparse matrix. In this talk we will assume that the sparse matrix is a block-
tridiagonal matrix. Depending on the geometry of the underlying PDE the sparse matrix can
be much more complicated. The second piece is a matrix that can be broken up into disjoint
low-rank blocks. The exact way in which these low-rank blocks are formed depends on the
underlying PDE and the ordering of the unknowns. For simplicity, in this talk we will assume
that the blocks are formed as follows. First we partiton the matrix into a 2×2 block matrix and
assume that the off-diagonal blocks are low-rank. We then recursively partition the diagonal
blocks into 2 × 2 block matrices, each of whose off-diagonal blocks are low-rank, and proceed
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recursively on the diagonal blocks. See http://www.math.berkeley.edu/∼mgu/srss.ps for more
examples of the sRSS structures.

If this was all the structure of the matrix, then we can describe a fast backward stable solver for
this matrix that requires O(n log2 n) flops. Such algorithms were first described by Dewilde and
van der Veen, and independently by us. We refer to such matrices as recursively semi-separable
(RSS for short).

However, as we proceed to higher dimensional PDEs it is important to achieve an O(n) algorithm
in this case by exploiting additional properties of the underlying PDE. Rokhlin and his co-
workers discovered this extra structure first and exploited it to great effect, based on unstable
factorizations. Partition a low-rank block further as follows

(
U1B1V

T
1

( U2B2V
T
2 U3B3V

T
3 )

)
, (1)

where each Bi is a p × p matrix. The extra structure boils down to the fact that there exists
two p × p matrices C1 and C2 such that V T

1 = ( CT
1 V T

2 CT
2 V T

3 ) . That is the row and column
bases of adjacent low-rank block are related by small p×p matrices. We will call these matrices
(for example C1 and C2) as translation matrices. If all adjacent low-rank blocks are related
by translation matrices we say that the matrix is a smooth RSS matrix. To speed-up the
algorithm, for simplicity we look at the multiplication problem rather than the system solution
problem. When we multiply the sRSS matrix with a vector x, at some point a block of x (call
it y) will have to multiply the block in equation (1). Usually that would imply forming the
product V T

1 y directly. If V1 has n rows then this would cost O(np) flops. However, if we first
observe that

V T
1 y = CT

1 V T
2 y1 + CT

2 V T
3 y2 where y =

(
y1

y2

)
,

we could then use the already computed factors V T
2 y1 and V T

3 y2 to compute V T
1 y in just O(p)

flops. By using this trick repeatedly we can reduce the cost for multiplication from O(n log n)
flops to O(np) flops instead. This is essentially the fast multi-pole method.

The fast direct solver is based on an implicit ULV T factorization of the matrix, where U and
V are orthogonal matrices and L is a lower-triangular matrix. When this method is applied to
an RSS matrix it gives rise to an O(np2 log2 n) stable solver. We have found a way to use the
translation matrices to speed up the algorithm to obtain an O(np2) solver instead. The method
is fairly complicated to describe in all detail. Before we do that we will motivate a little better
why we want to save this factor of log2 n in the complexity.

The sRSS matrices have two pieces: a sparse matrix and a block-low-rank-block matrix, and
the structure of the sparse matrix depends on the dimensionality of the underlying PDE. In one
dimension the sparse matrix is banded. In two dimensions it will be a sparse banded matrix.
In the simplest case it will be a block tridiaonal matrix with an extra band at a distance

√
n

from the diagonal, where n is the order of the matrix. If we now try to impose the usual
RSS structure on this matrix then the rank of the off-diagonal blocks will be O(

√
n). Hence

the fast direct solver will require O(n2) flops. However, if only the sparse matrix was present,
then nested dissection can solve the system in O(n1.5) flops. The important point is this. By
exploiting the translation matrices we can reduce the cost of the fast direct solver from O(n2)
flops back to O(n1.5) flops. A signficant saving in computational time, comparable to what
nested dissection achieved years ago. That is why it is important to exploit the translation
matrices in the fast direct solver.

However in this talk we will not describe the more complicated two dimensional solver. Rather
we will restrict our attention to the one dimensional solver as that is complicated enough.
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In the following we present numerical results for solving the integral equation

σ(x) +

∫ 1

0
K(x, y)σ(y)dy = f(x), where K(x, y) =

|x − y|
((x − y)2 + 1)

(
(|x − y| − 1)2 + 1

)
.

We have taken p = 21 terms in expansions to approximate all low-rank blocks in the discretized
equation. The experiments were performed on a PowerBook G4 running at 400Mhz with 256MB
of main memory. We used double precision vanilla BLAS so the achieved flop rates can be easily
improved. Versions of our methods based on BLAS-3 are under active development.

n ‖Abz−b‖
‖A‖‖bz‖+‖b‖ run time in seconds

128 1.4e-15 0.07

256 1.0e-14 0.19

512 7.3e-15 0.42

1024 1.3e-14 0.80

2048 1.3e-13 1.47

4096 2.4e-13 2.98

8192 7.4e-13 5.90
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An Efficient Algorithm for GPS Positioning

Xiao-Wen Chang
Christopher C. Paige

The Global Positioning System (GPS) is an all-weather, worldwide, continuous coverage, satel-
lite based navigation system. GPS satellites transmit signals that allow one to determine, with
great accuracy, the location of GPS receivers. In GPS a typical technique for dynamic position
estimation is differential positioning where two receivers are used, one receiver is stationary and
its exact position is known, the other is roving and its position is to be estimated. In this talk we
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describe the physical situation and derive the mathematical model. We then present a recursive
least squares approach for position estimation based on the difference of the measurements at
the stationary and roving receivers. We take full account of the structure of the problem to
make our algorithm efficient and use orthogonal transformations to ensure numerical reliability
of the algorithm. Simulation results will be presented to demonstrate the performance of the
algorithm. A comparison with the van Graas and Lee positioning algorithm [4] will be given.
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Spectral decomposition and algebraic multigrid methods

Tim Chartier

Multigrid methods focus on solving discrete linear systems that arise in partial differential
equations. Specifically, the algorithms seek the solution u ∈ ℜn to the linear system

Au = f . (1)

In particular, algebraic multigrid methods strive to automate the multigrid process. An impor-
tant aspect for these iterative solvers is a sense of “smoothness”, which aids in constructing the
needed components for an effective multigrid cycle. One perspective of smoothness considers
the eigenvectors of A and is the foundation of a new algebraic multigrid solver called spectral
AMGe.

Spectral AMGe assumes the discrete linear system (1) arises from a Ritz-type finite element
method for partial differential equations. Given access to the finite elements, the algorithm
computes the spectral decomposition of small collections of element stiffness matrices. These
“local” eigenvectors result in an algebraic sense of “smoothness.” By removing predefined con-
cepts of smoothness, spectral AMGe promises to broaden the base of applicability of algebraic
multigrid solvers.
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This talk will contain a theoretical foundation for spectral AMGe as well as numerical results
that demonstrate the efficiency and robustness of the method. Areas of current research appli-
cable to numerical linear algebraists will also be presented.
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Numerical Linear Algebra in Automatic Text Summarization

John M. Conroy
Dianne P. O’Leary

In this talk we will describe recent methods for generating summaries of text documents. The
mathematical and statistical techniques employed in this work include the singular value de-
composition, QR with partial pivoting, and Markov modelling. Before we get to these let us
first set the stage by giving the background of the application.

Automatic summarization has been studied for over 40 years but with pervasive use of infor-
mation retrieval systems in the last 7 years this area has been given much wider attention. For
example, Microsoft Word has a built-in tool to summarize documents created by it. Such a
summary is an example of a generic summary, i.e., one that attempts to capture the essential
points of a document. In addition, summarization methods are regularly used by web search
engines to give a brief synopsis of the documents retrieved by a user query. Such query-based
summaries can be more focused, since the user’s query terms are known to the retrieval system
and can be used to target the summaries to the query.

A second axis of the taxonomy of text summarization is single document versus multi-document
summarization. The multi-document summary is a far more demanding task. Techniques for
multi-document summarization generally start by summarizing the individual documents. A
major difficulty with multi-document is that articles on the same topic are often quite redundant,
so a simple union of the single document summaries would produce a redundant multi-document
summary. This redundancy can also be turned to an advantage since it makes it easier to identify
terms which are novel to the set of documents. These terms which occur more frequently in
the document set than at large can be used as “psuedo-query” terms to identify relevant parts
of the documents.

Both the single and multi-document summarization methods we will discuss are based on ex-
tracting sentences from the document (documents) to form single (multi-) document summaries.
This approach to the problem lends itself to viewing summarization as a microcosm of the doc-
ument retrieval problem. Instead of a term-document matrix we form a term-sentence matrix.
Features based on the terms give us statistical evidence for whether a sentence is a summary
sentence or not.

Our method of multi-document summarization is based on four features.

• The number of terms in a sentence.

• The number of psuedo-query terms in a sentence.

• The position of a sentence in the document. (Sentences toward the beginning are more
likely to be important.)

• Whether or not the previous sentence is a summary sentence.
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Since the last feature is unknown until the decision on which sentences to include, it must be
incorporated in an implicit manner. We accomplish this by encapsulating it with the third
feature to form a Markov chain whose states encode the index of the summary sentences and
allow 0, 1, 2, or more non-summary sentences between the i-th and i + 1-th summary sentence.
The first two features are observations for the hidden states of this hidden Markov model
(HMM).

The HMM gives us a posterior probability that a sentence from a single document is a summary
sentence for a single document summary. The most likely summary sentences returned by
the HMM will then be used to form a multi-document summary. We form a term-sentence
matrix with these sentences and would like to choose a subset of them which best “covers”
the term subspace spanned by the sentences. Thus, the multi-document summary problem is
then reduced to a subset selection problem. We have explored two classic methods to solve
this problem: QR with partial pivoting and an SVD based method due to Golub, Klema, and
Stewart.

Once a summary has been generated it must be judged for its quality. This evaluation is done
by comparing the machine summary with one generated by a human. The human summary
may be sentence extract based, but more often is an abstract of the documents. The problem
especially in the latter case is how to compare these summaries. Even if the human and machine
generate extracts using different sentences, the summaries could still be synonymous. A linear
algebraic approach was recently proposed by [Donaway 2000]. Their approach first computes
the frequencies of the terms in the human and machine generated summaries. Then these
frequencies are projected into a smaller subspace using an SVD of a term-sentence matrix built
from a large corpus including the two summaries. The projected frequency vectors are then
compared by computing the cosine of the angle between them.

In addition to the above metric we will discuss a generalization of this metric. The new metric
projects the term-sentence matrix instead of the frequency of the terms into the lower dimen-
sional subspace defined by the SVD. The projected matrices are then compared by computing
the cosine of the largest angle between the two projected subspaces.

Both of these metrics were then used to compare 30 machine generated multi-document sum-
maries against human generated abstracts of length 400 words. Ten humans generated sum-
maries for the documents and each document set was summarized by 3 humans. The metrics
are then used to compare summaries on the same topic and summaries off topic.
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A Schur–Parlett Algorithm for Computing Matrix Functions

Philip I. Davies
Nicholas J. Higham

Matrix functions play a diverse role in science and engineering. They arise most frequently
in connection with the solution of differential equations, with application areas ranging from
control theory to nuclear magnetic resonance to Lie group methods for geometric integration.
A large body of theory on matrix functions exists, with comprehensive treatments available in
[3] and [5], for example. In this work a function f(A) of a matrix has the usual meaning, which
can be defined in terms of a Cauchy integral formula, a Hermite interpolating polynomial, or
the Jordan canonical form, and we assume that f is “defined on the spectrum of A” (see any
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of the above references for details). The main property we need is that, for each A, f(A) is
expressible as a polynomial in A.

A wide variety of computational methods have been proposed, most of them geared to particular
functions such as the exponential, the logarithm and the square root. However, no standard,
numerically reliable method exists for computing f(A) for a general function f . Such a method
is needed for several reasons. First, software packages cannot provide special routines for all
the functions that might be required. For example, MATLAB provides the matrix functions eA

(expm), log A (logm) and A1/2 (sqrtm), but the matrix cosine, for example, must be computed
via the routine funm for general f . The second reason is that when methods are developed for
specific functions a benchmark for comparison is needed. Methods for specific f can be rejected
if they offer no advantage over the best general method.

A general approach to compute f(A) is to work with a similarity transformation

A = ZBZ−1, (1)

where f(B) is easily computable. Then

f(A) = Zf(B)Z−1. (2)

If A is diagonalizable, for example, we can take B = diag(λi) and then f(B) = diag(f(λi))
is trivially obtained. The drawback with this approach is that errors in evaluating f(B) are
multiplied by as much as κ(Z) = ‖Z‖‖Z−1‖ ≥ 1, yet the conditioning of f(A) is not necessarily
related to κ(Z), so this approach may be numerically unstable. It is therefore natural to restrict
to well conditioned transformations Z.

Two ways do so are to take (1) to be a Schur decomposition, so that Z is unitary and B
triangular, or to block diagonalize A using well conditioned transformations [2], [4, Sec. 7.6.3].
The Schur method and the block diagonalization method have some similarities. Both employ a
Schur decomposition, both solve Sylvester equations, and both must compute f(Tii) for atomic
triangular blocks Tii (“atomic” refers to the fact that these blocks cannot be further reduced
stably). In this work we have chosen to use the Schur method, because it has the advantage
that it produces atomic blocks with structure that we can exploit.

Schur Method Computation of a Schur decomposition A = QTQ∗ is numerically straightfor-
ward [4, Chap. 7], so in computing f(A) = Qf(T )Q∗ the interest is in how to obtain F = f(T ).
Parlett [6] proposed using the following recurrence, which comes from equating (r, s) elements
(r < s) in the commutativity relation FT = TF :

frs =
1

trr − tss

s−r−1∑

k=0

(fr,r+ktr+k,s − tr,s−kfs−k,s) . (3)

From (3) we see that each element of F can be calculated so long as all the elements to the
left and below it are known. Thus the recurrence allows us to compute F a superdiagonal at a
time, starting with the diagonal elements frr = f(trr). MATLAB’s funm implements this Schur
method.

Unfortunately, Parlett’s recurrence breaks down when trr = tss for some r 6= s, that is, when T
has repeated eigenvalues, and it can give inaccurate results in floating point arithmetic when
T has close eigenvalues. For example, if all the elements of F and T are O(1) but T has two
close eigenvalues with trr−tss = O(ǫ) (a not unreasonable scenario), then

∑s−r−1
k=0 (fr,r+ktr+k,s−

tr,s−kfs−k,s) = O(ǫ), so that the sum suffers massive, and probably very damaging, cancellation.
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Parlett [6] notes that if T = (Trs) is block upper triangular then F = (Frs) has the same block
structure and, for r < s,

TrrFrs − FrsTss =
s−r−1∑

k=0

(Fr,r+kTr+k,s − Tr,s−kFs−k,s). (4)

This recurrence can be used to compute F a block superdiagonal at a time, provided we can
evaluate the blocks Frr = f(Trr) and solve the Sylvester equations (4) for the Frs. For the
Sylvester equation (4) to be nonsingular we need that Trr and Tss have no eigenvalue in common.
When solving (4) in floating point arithmetic, rounding errors can lead to a forward error term
∆Frs whose norm is proportional to sep(Trr, Tss)

−1u where u is the machine precision and

sep(Tii, Tjj) = min
X 6=0

‖TiiX − XTjj‖F

‖X‖F
.

To try to obtain well conditioned Sylvester equations we would like Trr and Tss to be as well
separated as possible in the sense of sep.

Therefore to implement this block form of Parlett’s recurrence we need first to reorder the Schur
factor T into a block triangular matrix such that the distinct diagonal blocks have “sufficiently
distinct” eigenvalues. This can be achieved using stable algorithms [1] as implemented in
LAPACK.

Our algorithm for computing f(A) consists of several stages. The Schur decomposition A =
QTQ∗ is computed, T is reordered to T̃ , the diagonal blocks f(T̃ii) are computed, the rest of
F is computed using the Parlett recurrence, and finally the similarity with Q is applied. We
consider using a truncated Taylor series around the mean of the eigenvalues for the evaluation
of f on the atomic blocks. This requires the eigenvalues to be “close” for fast and accurate
evaluation. We analyze the truncation error and the decay of terms in the Taylor series and
consider possible stopping criterion for the truncated Taylor series. We also analyze the cause
and propagation of error in the Parlett recurrence. Based on the conflicting requirements of
these two phases we will describe our Schur reordering strategy which is based on analysis and
numerical experience of the method.
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A strange canonical form with an unexpected application

Chandler Davis

Given a linear transformation A from Hilbert space K to Hilbert space H, and given a dis-
tinguished subspace H0 of H, there is a natural sequence of subspaces H1, H2, . . . of H and
K0, K1, . . . of K, orthogonal, such that the matrix of A takes simple block-bidiagonal form
relative to them. (They need not exhaust the spaces H and K.) In this talk I show a natural
factoring of A which further simplifies this representation. Unexpectedly, these formulas can
be applied to the self- adjoint block moment problem.
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Two Sparse Matrix Algorithms: Singular Value Decomposition; and Modifying a Sparse
Cholesky Factorization

Tim Davis
Gene Golub

Iain Duff
Christof Voemel
William Hager

I will present two sparse matrix algorithms: a sparse singular value decomposition, and a
method for updating/downdating a sparse Cholesky factorization.

The conventional singular value decomposition does not preserve the sparsity of the matrix.
I will discuss our work in progress, which is an algorithm for computing the singular values
that maintains sparsity. First, a sparse QR factorization is computed that attempts to preserve
the nonzero profile of the matrix R (using the method of Amestoy, Duff, and Puglisi). Next,
the upper triangular matrix R is bidiagonalized using a novel sequence of Givens rotations
that (nearly) preserves the “skyline” profile and always preserves the “mountainview” profile.
Finally, the singular values of the bidiagonal matrix are computed using an iterative method
of Golub and Reinsch. Sparsity can thus be taken advantage of when computing the singular
values; the method takes no more space than a sparse QR factorization. A sparse or compact
representation of corresponding singular vectors is an open question.

The second algorithm addresses the following problem. Given a sparse symmetric positive
definite matrix AAT and an associated sparse Cholesky factorization LDLT or LLT, the problem
is to come up with the new factorization after adding a column to A or deleting a column from
A. Wilkinson regarded algorithms such as this as “being among the most important algorithms
in linear algebra.” Our techniques are based on an analysis and manipulation of the underlying
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graph structure and on ideas of Gill, Golub, Murray, and Saunders for modifying a dense
Cholesky factorization. The method is optimal in the sense that it takes time proportional to
the number of nonzero entries in L and D that change. It also extends to multiple rank updates,
which are much faster than an equivalent series of rank one updates.

The sparse SVD work is fairly recent, and ongoing. It is joint work with Gene Golub, Iain
Duff, and Christof Voemel. The sparse update/downdate algorithm is joint work with William
Hager (Davis and Hager, Multiple-rank modifications of a sparse Cholesky factorization, SIAM
J. Matrix Anal. Applic., vol 22, pp. 997-1013, 2001, and Davis and Hager, Modifying a sparse
Cholesky factorization, SIAM J. Matrix Anal. Applic., vol 20, pp. 606-627, 1999).
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The Smallest Correction of an Inconsistent System of Linear Inequalities.

Achiya Dax

The problem of calculating a point x that satisfies a given system of m linear inequalities,
Ax ≥ b, arises in many applications. Yet often the system to be solved turns out to be
inconsistent due to measurement errors in the data vector, b. In such a case it is useful to find
the smallest perturbation of b that recovers feasibility. This initiates our interest in the least
correction problem and its properties.

Let Ax ≥ b be an inconsistent system of linear inequalities. Then it is always possible to find
a correction vector v such that the modified system Ax ≥ b − v is solvable. The smallest
correction vector of this type is obtained by solving the least correction problem

minimize P (x,v) = 1/2‖v‖2
2

subject to Ax + v ≥ b. (1)

If the inequalities are replaced with equalities then (1) is reduced to the standard least squares
problem. The last problem has a simple geometric interpretation which is based on orthogonal
decomposition of R

m into Range(A) and Null(AT ). This raises the interesting question of
whether the least correction problem shares similar features. The answer is given in terms of
Moreau’s polar decomposition.

Let U denote the set of all the points u ∈ R
m for which the linear system Ax ≥ u is solvable.

Then
U = {u ∈ R

m | u = Ax − z and z ≥ o}, (2)

and U is a closed convex cone. Let

V = {v ∈ R
m | uTv ≤ o ∀u ∈ U }

denote the polar cone of U. Then

V = {v ∈ R
m | ATv = o and v ≥ o}, (3)

and any vector b ∈ R
m has a unique polar decomposition of the form

b = u∗ + v∗, u∗ ∈ U, v∗ ∈ V, and (u∗)Tv∗ = 0, (4)
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where u∗ and v∗ are the Euclidean projections of b on each cone. Furthermore, let x∗ and z∗

solve the least squares problem

minimize F (x, z) = 1/2‖Ax − z − b‖2
2

subject to z ≥ o. (5)

Then u∗ = Ax∗ − z∗, v∗ = b − Ax∗ + z∗, and the points x∗ and v∗ solve (1).

The “smallest correction” concept depends on the norm that we use to measure the length of
vectors in R

m. Let ‖ · ‖ denote an arbitrary norm on R
m, and let ‖ · ‖′ denote the dual norm

of ‖ · ‖. The general form of the least correction problem is

minimize ‖v‖
subject to Ax + v ≥ b, (6)

or

minimize ‖u − b‖
subject to u ∈ U. (7)

Let the vector u∗ = Ax∗− z∗ solve (7), then the points x∗ and v∗ = b−u∗ solve (6). The dual
problem of (7) has the form

maximize bTv

subject to v ∈ V and ‖v‖′ ≤ 1. (8)

Moreover, let u∗ solve (7) and let ṽ solve (8) then bT ṽ = ‖b−u∗‖ and the vectors b−u∗ and
ṽ are aligned. If the norm is smooth and strictly convex there are explicit rules for retrieving
b− u∗ from ṽ and vice versa. These observations provide a simple geometric interpretation of
Gale’s theorem of the alternative: Either b ∈ U or b /∈ U but never both. In the first case the
system Ax ≥ b is solvable but the set

B = {v | v ∈ V and bTv > 0}

is empty. In the second case the system Ax ≥ b is inconsistent but B is not empty.

The analysis of the least correction problem paves the way for better understanding of “dual
iterative methods”, such as the methods proposed by Kaczmarz, Hildreth, Agmon, Motzkin and
Schoenberg, Cryer, Mangasarian, Herman, Censor, and others. Casted as “row-action methods”
these algorithms have been proved as a useful tool for solving large convex feasibility problems
that arise in medical image reconstruction from projections, in inverse problems in radiation
therapy, and in groundwater inverse problems. Consider a typical convex feasibility problem

minimize 1/2‖x‖2
2

subject to Ax ≥ b, (9)

whose dual problem has the form

maximize bTy − 1/2‖ATy‖2
2

subject to y ≥ o. (10)

If the feasible region is not empty both problems are solvable and the solution points satisfy
x∗ = ATy∗. Maximizing the dual objective function by changing one variable at a time results
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in a row-action version of Hildreth’s method. Mathematically this method can be viewed as a
“restricted” SOR method for solving the system

AATy = b and y ≥ o, (11)

in which the variables are restricted to stay nonnegative. Let yk ≥ o denote the current
estimate of the solution at the end of the kth iteration, k = 1, 2, . . . , and let xk = ATyk

denote the corresponding primal estimate. If the feasible region is not empty both sequences
converge. The primal sequence converges toward x∗, the unique solution of (9). The “final”
rate of convergence (which is achieved as xk approaches x∗) depends on the active constraints
at x∗. Recent experiments that we have done expose cases where the “final” rate of convergence
is fast, but the algorithm performs thousands of iterations before reaching the final stage. A
close inspection of these cases reveals a highly surprising phenomenon: We see that for many
consecutive iterations the sequence {yk} follows the rule

yk = uk + kv, (12)

where v ∈ Null(AT ) is a fixed vector that satisfies bTv > 0 and {uk} is a fast converg-
ing sequence. Consequently the sequence {xk} actually “stuck” in the same point for several
consecutive iterations. This “false convergence” phenomenon is repeated several times before
reaching the vicinity of x∗. The explanation of this phenomenon relies on the behaviour of the
SOR method when solving an inconsistent system.

If v ∈ B the system Ax ≥ b is inconsistent, but the sequence {xk} converges in spite of that
fact! Indeed preliminary experiments suggest that the sequence {xk} converges even when the
feasible region is empty. However, the validity of this conjecture remains an open problem.
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The Complexity of Accurate Floating Point Computation

or
Can we do Numerical Linear Algebra in Polynomial Time?

James Demmel
Plamen Koev
Ben Diament

William Kahan

Our goal is accurate and efficient floating point (FP) computation. Accurate means that we
guarantee a relative error less than 1, i.e. that some leading digits are correct, and zero is exact.
Efficient means computable in polynomial time in the size of the input. We use the abbreviation
CAE to mean “compute accurately and efficiently.” More specifically, we would like to answer
the following questions.

• What FP expressions can we CAE?

• Are there FP expressions that we cannot CAE?

• For which structured matrices (matrices with FP expressions as entries) can we perform
matrix computations accurately and efficiently? The matrix computations we consider
include the determinant, inverse, triangular factorization, QR factorization, SVD etc.
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The answers to these questions depends strongly on two decisions: The set of numbers permitted
to appear in the expressions, and the model of floating point arithmetic. The possible sets of
numbers are

• positive real numbers

• all real numbers

• complex numbers

The models of arithmetic are

• The traditional 1 + δ model, but where δ and all numbers are real or complex, as opposed
to discrete values represented by bits.

• The usual bit-model, where FP numbers are presented by a pair of integers (e, f) repre-
senting f · 2e. However, e is limited in size compared to f in a certain way. We call this
the “small exponent” (SE) model.

• The usual bit-model as above, but now the exponent e is allowed to be any integer, not
constrained by the size of f . We call this the “large exponent” (LE) model.

It turns out that the answers to our questions depend very strongly on which choice of numbers
and which choice of arithmetic models one makes. The same problem can change from doable
in polynomial time, to exponential time, to impossible depending on our choices.

Depending on our choices, we classify FP expressions according to their factorizability properties
to decide whether they can be CAE. In the case of matrix computations, the answer depends
on the factorizability properties of minors.

In addition to systematizing the many apparently ad hoc results on high accuracy algorithms
produced by the authors and collaborators over the past years, a number of new classes have
been identified. For example, by exploiting the combinatorial properties of Schur functions
(which appear as the largest irreducible factors of determinants of generalied Vandermonde
matrices) we have new efficient and accurate algorithms for matrix computations on totally
positive generalized Vandermonde matrices. We have also new SVD algorithms for some poly-
nomial Vandermonde matrices.
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Fast Solution Methods and Preconditioners for Symmetric and Nonsymmetric Indefinite
Systems

Eric de Sturler
Jörg Liesen

We discuss fast solvers and preconditioners for problems of the type
[

A BT

C 0

] [
x
y

]
=

[
f
g

]
. (1)
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Systems of this type arise in a large number of applications. Well-studied are the (linearized)
Navier-Stokes equations [1, 2, 4], but these systems also arise in other physical problems with
conservation laws, and in constrained optimization problems. Although this problem has been
studied extensively [4, 2, 7], the attention has focused (mainly) on symmetric problems (B = C)
with positive definite block A. A few results have been given for preconditioners for the general
problem (1) [4]. However, properties of BT and C have not been given much attention.

We propose and analyze a new solution method derived from block diagonal preconditioners as
discussed in [4, 2, 7], and we discuss its use in two applications. One application is a constrained
minimization problem arising in surface parameterization [5, 6, 3], which plays a role in 3D
meshing, texture mapping in graphics, and other applications. In this application the matrix is
symmetric, but the block A is itself indefinite. The other application is metal deformation. This
problem is particularly interesting because it leads to nonsymmetric systems (B 6= C). Our
analysis reveals important issues in choosing the solver/preconditioner and several ’tricks’ that
improve convergence even further. For most of our problems we see extremely fast convergence.

In [4] Murphy e.a. propose the following preconditioner

P ≡
[

A−1 0
0 (CA−1BT )−1

]
. (2)

This preconditioner leads to a system that is diagonalizable and has at most three eigenvalues
in the nonsingular case. Hence, an optimal iterative method will converge in three steps [4]. In
practice, this preconditioner is too expensive, or otherwise direct solution by block elimination
is faster. So, one typically considers approximate preconditioners by replacing A in (2) by an
approximation D. As mentioned previously, in this context, other work has focused mainly on
symmetric problems (B = C) with positive definite A and D. However, since we apply our
method to nonsymmetric problems and symmetric problems with indefinite A, we will study
the implications of properties of C and BT and the choice of D in detail.

We now derive the method we propose for these problems. We use a splitting A = D − E and
use a preconditioner of type (2) where D−1 replaces A−1. We apply the preconditioner from
the left (right preconditioning is also possible); this leads to the following system,

[
I − D−1E D−1BT

(CD−1BT )−1C 0

] [
x
y

]
=

[
f̂
ĝ

]
, (3)

which we can write as [
I − S N
M 0

] [
x
y

]
=

[
f̂
ĝ

]
. (4)

We denote the matrix in (4) by B(S). Notice that that MN = I, NM is an (oblique) projection,
and that systems obtained from the exact preconditioner (2) are of type B(0). Rather than
solving the preconditioned system we proceed to derive a system that is smaller and has even
better clustering of the eigenvalues. If the system (1) and the preconditioner are nonsingular,
B(0) must be nonsingular as well. So, we derive the following fixed point iteration from (4)

[
I N
M 0

] [
xk+1

yk+1

]
=

[
S 0
0 0

] [
xk

yk

]
+

[
f̂
ĝ

]
⇔

[
xk+1

yk+1

]
=

[
(I − NM)Sxk

MSxk

]
+

[
f̃
g̃

]
. (5)

Since both xk+1 and yk+1 depend only on xk the convergence is determined by the iteration

xk+1 = (I − NM)Sxk + f̃ , (6)
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whose fixed point solves the related equation

[I − (I − NM)S] x = f̃ . (7)

Hence, we solve (7) and compute the y-component of the solution from the x-component using
(5). We solve (7) using the fixed point iteration or (e.g.) GMRES for (7).

Now compare the solution of the systems (7) and (4). First, (7) may be significantly smaller in
size, especially if the nonzero part of S is actually smaller than A (as in one of our applications).
Moreover, generally (7) has better clustering of the eigenvalues. B(0) has three eigenvalues,
{1

2(1−
√

5), 1, 1
2(1+

√
5)}. We consider S a perturbation and bound the change in the eigenvalues.

For a good preconditioner the eigenvalues will be clustered around the eigenvalues of B(0), which
leads to fast convergence for a Krylov method.

Theorem 1 Let λS be an eigenvalue of B(S). Then there is an eigenvalue λ of B(0) such that

|λS − λ| ≤ 2
√

3/5
1 + ω1

1 − ω2
1

‖S‖,

where ω1 is the cosine of the smallest angle between the spaces null(NM) ≡ null(C) and
range(NM) ≡ range(D−1BT ).

The next theorem shows that the (bound for the) clustering for (7) is always better than for (4),
and as a function of ω1 it is an order of magnitude better. Furthermore, in (7) the eigenvalues all
cluster around 1 whereas using an approximation to (2) the clustering is around three different
eigenvalues (one of them closer to 0) and the problem remains indefinite.

Theorem 2 Let λ be an eigenvalue of (I−NM)S and let µ be an eigenvalue of (I−(I−NM)S)
then

|λ| ≤ 1

(1 − ω2
1)1/2

‖S‖,

|1 − µ| ≤ 1

(1 − ω2
1)1/2

‖S‖.

The matrices C, BT , and the splitting D determine ω1 and S. Therefore, we analyze choices
for D. Our analysis of properties of (7) also reveals a number of additional ‘tricks’ that improve
convergence significantly. We will illustrate this on our two applications.
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Matrix Problems in Data Mining

Inderjit S. Dhillon

The emerging areas of data mining, and the classical field of statistical pattern recognition, rely
heavily on linear algebra for various end uses, such as, clustering, classification, query retrieval
and visualization. A contemporary challenge is to handle the very large volumes and high
dimensionality of data that needs to be analyzed. In this talk, I will address two applications
in data mining and some recent work that shows an interesting interplay between “clustering”
and the SVD of the data matrix.

Clustering is the grouping together of similar data and helps to find structure in unstructured
data. An important problem in bioinformatics is to cluster genes, using DNA microarray data,
so that similar genes cluster together. This can help biologists in assigning biological functions
to genes, many of which have been sequenced but whose functions are currently unknown. In
the first part of my talk, I will introduce a non-standard “diametrical” clustering formulation
that has biological significance. This leads to the following matrix problem: given the gene-
experiment data matrix A, find the row permutation P such that PA has k row blocks with the
property that the sum of the squares of the leading singular values of the k blocks is maximized.
I will then describe an algorithm to find such a permutation and show experimentally that the
singular vectors lead to a meaningful clustering of the genes.

In text mining, Latent Semantic Indexing (LSI) uses the SVD to alleviate the problems of
synonymy and polysemy. LSI requires the computation of hundreds of singular vectors of a large,
sparse matrix, and is computationally intractable for large document collections. In the second
part of my talk, I will show how clustering of the documents yields a matrix approximation of
the term-document matrix. The clustering algorithm we use exploits the sparsity of the data
and is highly efficient. The matrix approximation is obtained by a least-squares projection
of the data onto the linear subspace spanned by the cluster prototype vectors. Moreover,
these vectors yield a sparse and local basis as opposed to the dense and global singular vectors.
Experimental results show that the approximation obtained by clustering is close to the optimal
approximation obtained using the SVD.
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The bioinformatics work is joint with Edward Marcotte, a biologist, while the work on text
data is joint with Dharmendra Modha, Jacob Kogan and Yuqiang Guan.
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The Use of a Sparse Indefinite Solver in Optimization Packages

Iain S. Duff

We have recently developed a new multifrontal code, called MA57 in HSL1, for the direct solution
of sparse indefinite systems. We will briefly discuss this code but the primary objective of this
talk is to consider its use within optimization packages and to describe some new research
that may help to improve the performance on systems arising from the solution of constrained
optimization problems. The work should also be applicable to other areas, for example when
solving partial differential equations using a mixed finite-element formulation.

In interior point methods for the solution of nonlinear programming problems, a vital subprob-
lem is

min
1

2
xT Hx + gT x, subject to Ax = 0 (1)

for which the coefficient matrix is of the form
(

D + H AT

A 0

)
, (2)

where D is a positive semi-definite matrix used to penalize inequality constraints.

A common solution scheme is to perform conjugate gradient iterations respecting the constraint
Ax = 0 and to use (

B AT

A 0

)
. (3)

as a preconditioner that is factorized by a sparse direct code.

Nick Gould of Rutherford Appleton Laboratory uses this approach and our software in both his
interior point code VE12, and in VE19, an active set code with a Schur complement update, and
both Jorge Nocedal and Steve Wright have used MA57 as a linear solver in their optimization
packages KNITRO and OOQP, respectively.

In the multifrontal scheme, the factorization can be represented by a tree where, at each node,
elimination operations are performed within a dense matrix, termed the frontal matrix

F =

[
F11 F12

F21 F22

]
, (4)

where pivots can be chosen only within F11 and the Schur complement matrix F22−F21F
−1
11 F12

is passed for summation into the frontal matrix of the parent node of the tree. In the symmetric
case, F21 = F T

12

In our multifrontal approach, the tree is generated in an analysis phase that is based purely on
matrix structure. The numerical pivoting takes place entirely within the frontal matrix and uses

1http://www.cse.clrc.ac.uk/activity/HSL
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a modified version of the algorithm by Bunch, Kaufman, and Parlett [2] to effect a stable LDLT

(D block diagonal with blocks of order 1 and 2) decomposition when the matrix is indefinite.
If a 1 × 1 diagonal entry does not satisfy the usual threshold test, we immediately look for a
2 × 2 pivot and require that it satisfies the threshold test

∣∣∣∣∣

(
akk ak k+1

ak+1 k ak+1 k+1

)−1
∣∣∣∣∣

(
max |akj |
max|ak+1 j |

)
≤
(

u−1

u−1

)
(5)

where 0 < u ≤ 0.5 to ensure that a pivot can always be chosen when the matrix is fully summed
(that is, there is no (2,2) block in (4)). Note that this test is less strict than the test for 2 × 2
pivots in MA27, the precursor to MA57, which uses the infinity norm of the potential pivot. Our
new test (5) means that it is more likely that a 2×2 pivot will be chosen by MA57 than by MA27.

If the threshold tests prevent the selection of some pivots from the F11 block, then the factor-
ization can still proceed but the Schur complement matrix passed to the parent node will be
increased in dimension to include the failed candidates for pivot. This will normally increase
both storage and work for the factorization above that required if no pivots are delayed. This
effect can be particularly significant on matrices of the form (3) because of the zero (2,2) block.

We have compared MA57 to its predecessor MA27 on many matrices arising from optimization
problems and have found that it is usually faster in both factorization and solve (forward
and back substitution) by a factor of from two to ten. However, in some runs, notably of
the KNITRO code, the overall time to solve the nonlinear problem was up to twice as fast
when using MA27. Of course, the times for the solution of the nonlinear problem will be affected
strongly by convergence rates and the convergence path taken by the algorithm and even a small
change in the solution provided by the linear solver may influence this. We are investigating this
further with the help of Gould and Richard Waltz and Jorge Nocedal of Northwestern University.
One important issue is that the systems (2) become very ill conditioned, particularly near the
solution point which is exactly when an accurate solution to the linear problem is required.
Additionally, if we look at the results shown in Table 3, we see it is important from an efficiency
point of view to keep the threshold very low but then there is significant risk of obtaining a poor
solution. Because of this risk and because the solution must satisfy the Ax = 0 constraints to
high accuracy, the optimization codes have built in a facility for iterative refinement. Because
of differences in pivoting strategies of MA27 and MA57, on some examples it would appear that
MA57 requires far more iterative refinements causing the overall time for the optimization to
increase.

Threshold Factorization
u Reals Time

Analysis 5273
10−8 44529 7.38
10−9 13620 1.03
10−10 8355 0.26

With scaling
10−8 5915 0.09

Table 3: Effect of changing threshold. Matrix from SAWPATH problem [1]. Times in seconds for
MA57 on a Sun ULTRA 5.

Although the relative performance of the two multifrontal codes is a still an unresolved issue
what is clear is that we should be developing better strategies for avoiding delayed pivots within
the multifrontal scheme. Of course, it can be helpful to scale the matrix prior to numerical
pivoting and we show the effect of using the HSL routine MC30 in Table 3. Although scaling works
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extremely well in this case, Gould (private communication) suggests there are other problems
on which the reverse is true and we await test matrices from him to study this phenomenon
further. We plan to report on our experience with scaling, modifying the numerical pivoting
control, and the controls for iterative refinement at the meeting.

In the case of the factorization of unsymmetric matrices using a multifrontal scheme (HSL code
MA41), we have found that using the HSL code MC64 [3] to preorder the matrix to place large
entries on the diagonal is very successful in reducing the number of delayed pivots. We are
investigating, together with John Gilbert, strategies for extending this approach to 2×2 pivots,
notably looking for orderings where the off-diagonal entries of a 2 × 2 block are far larger than
other entries in the block row of the potential pivot. So far, our experiments are not very
conclusive but this work is still in its infancy and we anticipate having exciting results on this
by next June.
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Matrix Models for Beta Ensembles

Ioana Dumitriu
Alan Edelman

Classic Random Matrix Theory focuses on the random matrix models in the following 3 × 3
table:

Real, β = 1 Complex, β = 2 Quaternion, β = 4

Hermite GOE GUE GSE
Laguerre Real Wishart Complex Wishart (Quaternion Wishart)
Jacobi Real MANOVA Complex MANOVA (Quaternion MANOVA)

The point distribution functions for the eigenvalues of the matrix models above are proportional
to |∆(λ)|β∏n

i=1 V (λi), where V (λ) is as follows:

V (λ)

Hermite e−λ2/2

Laguerre λ
β

2
(n−m+1)−1e−λ/2

Jacobi λ
β

2
(n1−m+1)−1(1 − λ)

β

2
(n2−m+1)−1
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The β-multivariate distributions are defined for any value of β > 0, and have been studied in
their generality as theoretical objects with important applications in quantum mechanics and
lattice-gas theory; however, it has long been implied that no choice of β different from 1, 2, 4
corresponds to a matrix model for either ensemble.

In this paper we prove the existence of two classes of random real tridiagonal matrices whose
joint eigenvalue densities correspond to the general β- Hermite and β-Laguerre p.d.f.s, thus
showing that for every β > 0 there is a matrix model for the Hermite ensembles, and one
matrix model for the Laguerre ensembles. We also conjecture a matrix model for the general
β-Jacobi ensembles.

We derive our results by applying Numerical Linear Algebra algorithms statistically.

It is our belief that the discovery of these new classes of matrices will have many implications in
the study of Random Matrices and the associated fields; we will discuss here only some, which
are related to eigenvalue statistics. We are also conjecturing that applying other Numerical
Linear Algebra algorithms to Random Matrix will yield interesting results.

References

[1] K. Aomoto. Jacobi polynomials associated with Selberg integrals. SIAM J. Math. Anal.,
18:545–549, 1987.

[2] T. Baker and P. Forrester. The Calogero-Sutherland Model and Generalized Classical
Polynomials. Commun.Math.Phys., 188:175–216, 1997.
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The Eigenvalue Problem, Symmetric Spaces, Random Matrices, and Torus Balloons

Alan Edelman

Thanks to recent software efforts such as ARPACK, SCALAPACK, and incorporation into
MATLAB, we have made great strides with our ability to solve the eigenproblem efficiently
and accurately. Also thanks to a number of studies into the geometry of eigensolvers, our
mathematical understanding of the eigenproblem is also much stronger. Nevertheless, there
remain strong gaps in our software between what we can provide and what we do provide.

In this talk we will survey open problems on the software end as well as some of the mathematics
that underlies eigenproblems.

If there is time, we will also mention recent developments in Random Matrix Theory and their
impact on Numerical Linear Algebra.
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Approximation and Compression of Multidimensional Data

Lars Eldén

In several applications data are collected that are naturally organized in multidimensional arrays
(tensors). It has been shown, first in the psychometric literature, see e.g. [3, 4], and later in
the numerical linear algebra literature [1, 2], that our standard matrix factorization, the SVD,
can be generalized to the multidimensional case, the higher order SVD (HOSVD).

We first give a brief introduction to multidimensional factorization. It is known [2] that the
concept of rank is slightly more complicated than in the matrix case: The rank of a tensor is
usually not the same along the different dimensions. Therefore, the HOSVD does not give the
optimal solution to the problem of finding the best rank(r1, r1, . . .) approximation of a tensor.
In [2] an alternating procedure is suggested, where in each step an eigenvalue problem is solved
along one dimension. We discuss efficient implementation of this procedure, based on ideas for
subspace tracking.

Multidimensional least squares problems can be solved using the HOSVD or the QR decompo-
sition of the tensor unfolded along one dimension. Simultaneous approximation problems along
more than one dimension can be solved using an alternating procedure. We discuss the efficient
implementation of such a method.

The concepts and algorithms are illustrated using data from a sensor array for gases (an elec-
tronic nose). It is shown that the HOSVD gives useful information about the properties of the
sensor array, and that it can be used efficiently for data compression.
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Block-Iterative Algorithms with Diagonally Scaled Oblique Projections for the Linear
Feasibility Problem

Tommy Elfving

Let Ax = b be a given set of linear equations and denote by

Hi :=
{

x ∈ Rn | 〈ai,x〉 = bi

}
, (1)

the ith hyperplane. In Cimmino’s simultaneous projections method with equal weights wi =
1/m, the next iterate xk+1 is the average of the projections of xk on the hyperplanes Hi, as
follows:

Cimmino’s method:
Initialization: x0 ∈ Rn is arbitrary.
Iterative Step: Given xk compute

xk+1 = xk +
λk

m

m∑

i=1

(
Pi(x

k) − xk
)

, (2)

where {λk}k≥0 are relaxation parameters.

Here Pi(z) denotes the orthogonal projection onto Hi. Expanding the iterative step of (2)
produces, for every component j = 1, 2, . . . , n,

xk+1
j = xk

j +
λk

m

m∑

i=1

bi − 〈ai, xk〉
‖ai‖2

2

· ai
j . (3)

When the m × n system matrix A = (ai
j) is sparse, only a relatively small number of the

elements {a1
j , a

2
j , . . . , a

m
j } in the j-th column of A are nonzero, but in (3) the sum of their

contributions is divided by the relatively large m. This observation led Censor, Gordon and
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Gordon [3] to consider replacement of the factor 1/m in (3) by a factor that depends only on
the nonzero elements in the set {a1

j , a
2
j , . . . , a

m
j }. For each j = 1, 2, . . . , n, denote by sj the

number of nonzero elements of column j of the matrix A.

Their algorithm takes the following form.

Component Averaging :
Initialization: x0 ∈ Rn is arbitrary.
Iterative Step: Given xk, compute xk+1 by using, for j = 1, 2, . . . , n, the formula:

xk+1
j = xk

j + λk

m∑

i=1

bi − 〈ai, xk〉
n∑

l=1

sl

(
ai

l

)2
· ai

j . (4)

Using this new scaling considerable improvement was observed compared to traditionally scaled
iteration methods. In [3] a proof of convergence was given for unity relaxation only, whereas
no proofs at all were given for the block-iterative case [4].

In a recent joint work with Y. Censor [2] we consider a generalization to linear inequalities (with
linear equations as a special case) of the Censor, Gordon and Gordon schemes and study its
convergence. It is shown, with λk ∈ (0, 2), that for the consistent case the block-iterative scheme
(of which the fully simultaneous method is a special case) converges. For the inconsistent case we
consider only linear equations and show that the simultaneous scheme converges to a weighted
least squares solution. Apart from generalizing the Censor, Gordon and Gordon schemes, our
new methods also include the Simultaneous Algebraic Reconstruction Technique (SART) of
Andersen and Kak [1] and generalizes it to linear inequalities. In this presentation we will also
discuss some recent developments not covered in [2].
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Solution Algorithms for Eigenvalue Problems Arising in
Computational Fluid Dynamics

Howard C. Elman

This work concerns eigenvalue problems associated with stability analysis of the incompressible
steady-state Navier-Stokes equations. The continuous problem is

αut − ν∆u + (u · grad)u + grad p = f , div u = 0 (1)

on Ω ⊂ Rd, d = 2, 3. Here, α = 0 and α = 1 correspond to the steady-state and evolutionary

problems, respectively. A solution
(
u
p

)
to the steady-state problem is said to be stable [2] if

transient solutions of the form (
u
p

)
+ e−λt

(
v
q

)
, (2)

with
∥∥∥
(
v
q

)∥∥∥ small, decay in time. Substitution of (2) into (1), omission of the quadratic term

(v · grad)v, and discretization, leads to a generalized eigenvalue problem of the form

(
F BT

B 0

)(
v
q

)
= λ

(
M 0
0 0

)(
v
q

)
. (3)

The steady solution is stable if all eigenvalues satisfy Re(λ) > 0.

We will describe the performance of solution algorithms for (3), with emphasis on the effects of
using iterative methods to solve subproblems arising in the computation of certain matrix-vector
products (MVPs). Let us use the generic notation Ax = λBx. Since the matrices of (3) are
typically large and sparse, and we are only concerned with extremal eigenvalues, our emphasis
is on Krylov subspace methods for eigenvalue problems, such as versions of the Arnoldi method
[10]. This requires the transformation of (3) into an ordinary eigenvalue problem. Moreover,
since B is singular, λ = ∞ is an eigenvalue and care must be taken for how this is handled. A
variety of transformations have been proposed [1, 8], including

1. Shift and invert. Compute the eigenvalues of (A − αB)−1Bx = µx, where α is a
parameter (possibly zero) and eigenvalues λ and µ are related by

µ =
1

λ − α
, λ =

1

µ
+ α.

In particular, λ = ∞ is mapped to µ = 0.

2. Cayley transform. Compute the eigenvalues µ of (A−α1B)−1(A−α2B), which satisfy

µ =
λ − α2

λ − α1
, λ =

µα1 − α2

µ − 1
.

In this case, λ = ∞ is mapped to µ = 1.

3. Specialized transforms for (3). The generalized problem [1]

(
F − γM δ1B

T

δ1B 0

)(
v
q

)
= µ

(
M δ2B

T

δ2B 0

)(
v
q

)
, (4)

has eigenvalues µ for which finite eigenvalues λ of (3) are mapped to µ = λ − γ, and
infinite λ are mapped to µ = δ1/δ2.
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For each of these choices, the matrix-vector products needed for Krylov subspace iteration
require the solution of systems of equations of saddle point structure. A standard approach is
to use direct methods for these systems, which allows the cost of factorization to be amortized
over multiple Arnoldi iterations. This is not feasible for large systems, however, and our primary
concern is to explore the use of new iterative algorithms [3, 4, 6, 9] as an alternative for this
part of the computation, and to show how the convergence properties of both the eigenvalue
iteration (determined by choices of transformation and parameters) and the inner iteration used
to perform MVPs determine overall costs.

Table 4: Iteration counts for a Cayley transformation and the saddle point transformation of
(4).

Tranform Arnoldi MVPs Inner Avg Inner
Iters Iters Iters

ν = 1/80 Cayley 5 63 1127 18
Saddle 16 204 408 2

ν = 1/160 Cayley 8 114 2349 21
Saddle 27 346 692 2

A critical issue is how the transformations affect properties of the subproblems to be solved. In
particular, the shift-invert and Cayley transforms lead to nonsymmetric systems whereas the
alternative (4) produces a symmetric one. Table 4 gives an idea of what can happen. These
tests are for one example, driven cavity flow using marker-and-cell finite differences [5] on a
32× 32 grid. The parameter choices are α1 = −10, α2 = 0 for the Cayley transform and γ = 0,
δ1 = 1, δ2 = .1 for the transform (4). The eigenvalue computations were performed using the
implicitly restarted Arnoldi method [10] as implemented in ARPACK [7] (here invoked through
the Matlab routine eigs). A simple comparison based on the number of Arnoldi steps would
suggest that the Cayley tranform is superior, although the more rapid convergence of the inner
solves for (4) suggests otherwise. We will describe how such issues as symmetry of the matrix
A and choice of preconditioner for the inner iteration affect these considerations.
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Theory, algorithms and tools for canonical structures of matrix pencils and nearness
problems with applications in control theory

Erik Elmroth
Pedher Johansson
Stefan Johansson

Bo K̊agström

This contribution presents recent results from our ongoing research on theory, algorithms and
software tools for matrix and matrix pencil computations with applications in computer-aided
control system design (CACSD) (e.g., see [5]). We consider descriptor systems of the form

Eẋ(t) = Ax(t) + Bu(t),

y(t) = Cx(t) + Du(t), (1)

with E possibly singular, which represent generalized linear multivariable time-invariant dynam-
ical systems. Such generalized state-space systems arise from modeling interconnected systems
(e.g., electrical circuits) and are very common in modelling mechanical systems (multibody
contact problems). A descriptor system is compactly represented by (E, A, B, C, D) and the
associated system pencil

S(λ) =

[
A − λE B

C D

]
. (2)

Important system characteristics, such as controllability and observability, are most reliably ob-
tained by computing eigenspaces (reducing subspaces) and eigenvalues of (parts of) the system
pencil S(λ).

Computing the fine canonical structure elements of matrices and matrix pencils are ill-posed
problems. Arbitrarily small perturbations in the data may drastically change the canonical
structure, and the perturbations introduced by the finite precision arithmetic are likely to
corrupt the computed canonical forms. However, it is possible to regularize the problem by
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allowing a deflation criterion for range/nullspace separations, and thereby make it possible to
compute the canonical structure of a nearby matrix or pencil (e.g., see [7]).

In order to explain the nature of these problems, we start from a familiar problem. Almost
all n × n matrices have n distinct eigenvalues and can be transferred into diagonal form by
means of similarity transformations. This corresponds to the generic case. Only if the matrix
lies in a particular manifold in the n2-dimensional space of n × n matrices does it have a
more interesting Jordan structure. The manifolds corresponding to all different structures form
a closure hierarchy, i.e., a stratification of this space. The theory describing the complete
stratification of orbits and bundles of matrices and matrix pencils is presented in [2, 1] and a
tool, StratiGraph, for computing and displaying closure hierarchies was recently presented [4].
StratiGraph is an interactive Java-based tool that facilitates the application of the stratification
theories and visualizes the resulting hierarchy as a graph. Vertices in the graph represent orbits
or bundles of matrices or matrix pencils. Edges represent covering relations in the closure
hierarchy.

A stratification provides qualitative information about which structures that are related to each
other, which structures that may be found near a specific matrix or matrix pencil etc. Based on
stratifications, we can provide quantitative results in terms of upper and lower bounds on the
distance to the closest matrix or pencil with a specified structure. These quantitative results
are important in applications, e.g., distance to more degenerate systems (uncontrollability,
observability etc). Our upper bounds are based on staircase regularizing perturbations [3, 7].
Our lower bounds are of Eckart-Young-type and are derived from a matrix representation of
the tangent space of the orbit of a matrix or matrix pencil [3, 1]. We are now integrating
the StratiGraph tool with Matlab routines and thereby make it possible to obtain distance
information for nearby structures as well.

In order to facilitate the study of the descriptor problems (1), we are extending our theory for
matrices and matrix pencils, as well as the Stratigraph tool, to handle pairs [6], triplets and
quadruples of matrices associated with (2).
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Recursive Algorithms for QR Factorization and Least Squares Problems

This is joint work with Fred Gustavson, IBM Yorktown Heights.

Recursive algorithms for dense linear algebra problems provide automatic and variable block-
ing for an arbitrary number of levels in a memory hierarchy. Moreover, one recursive level-3
algorithm can often replace both a level-2 and a level-3 algorithm, leading to faster algorithms
and reduced software complexity.

In our basic recursive algorithm for QR factorization, A is partitioned A = [A1|A2] and the
following three steps are performed: (1) recursive factorization of A1, (2) update of A2 w.r.t.
the previous factorization, and (3) recursive factorization of the lower part of A2. In the basic
algorithm, the recursion stops when A is a single column, and a Householder transformation
is applied to that column. In our implementation, we stop the recursion at n ≤ 4 and factor
these columns using a kernel routine. On IBM Power2 and Power3 processors, this algorithm
outperforms the LAPACK algorithm DGEQRF by at least 20% for square matrices and up to
100% for tall-thin matrices. A parallel version of this algorithm shows parallel speedups up to
3.97 on a 4-processor IBM PowerPC604 system.

Recently, we presented recursive algorithms for the four problems solved by the LAPACK rou-
tine DGELS, namely to compute the least squares or minimum norm solution to min ‖AX−B‖F

and min ‖AT X − B‖F [3]. The new algorithms improve over standard-type block algorithms,
not only by the automatic variable blocking and replacing level-2 algorithms by recursive level-
3 algorithms, but also by avoiding redundant computations, and by avoiding computations on
vectors with large stride. The new algorithms outperforms the LAPACK routine DGELS in all
performance tests presented, and the performance differences are in extreme cases as large as a
factor of five.

For further information about our recursive algorithms and software (now available in the IBM
ESSL library), see [1, 2, 3, 4].
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The analytic hierarchy problem and max-algebra

Ludwig Elsner

There is a surprising connection between the analytic hierarchy problem, i.e. to find a “senseful”
approximation to a positive square matrix (aij) satisfying the reciprocality condition aijaji = 1
for all i, j by a matrix of rank one of the form (ui/uj), and the max-algebra. It turns out that
the max-eigenvector is a good candidate for the u′

is. Max-algebras (or its equivalent structure,
the max-plus-algebras) had up to now mostly applications in discrete event systems.
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Restarted GMRES Dynamics

Mark Embree

GMRES solves linear systems by minimizing the residual norm over Krylov subspaces of in-
creasing degree. Since successive iterations demand a growing amount of time and memory, one
typically restarts GMRES every m iterations, called GMRES(m). As optimality is enforced
locally over degree-m subspaces, one expects larger m to yield quicker convergence, at least
in terms of iteration count. In recent years, however, it has become apparent that sometimes
smaller restarts yield convergence in fewer iterations than larger ones [1, 2, 3]. The question of
how best to choose the restart parameter is of considerable practical significance, and remains
an open question.

In an attempt to understand the mechanism behind restarted GMRES, we focus in this talk on
the smallest possible examples, which are clean enough to allow detailed examination. Intriguing
behavior emerges even in the simplest case: GMRES(1) applied to a 2-by-2 matrix. For example,
consider the matrix and initial residual

A =

(
1 −2
0 1

)
, r0 =

(
α
1

)

for real scalars α. GMRES(1) makes no progress when the initial residual satisfies rT
0 Ar0 = 0;

see, e.g., [4]. For the present example, this requires α = 1. We examine convergence behavior for
residuals near this fixed point, finding that r0 = (1, 1)T is the limit of a sequence of convergent
residuals: When α = (j + 1)/j for any positive integer j, GMRES(1) converges exactly in
j + 1 iterations. Surprisingly, these exactly convergent residuals are interlaced by a sequence of
residuals that apparently stagnate: α = (2j + 1)/(2j − 1) for any positive integer j. This novel
behavior, which cannot occur for the full GMRES algorithm, emphasizes the critical role the
initial residual can play, and the need for its incorporation in a specialized convergence theory
for restarted GMRES.
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More colorful examples follow when we increase the dimension of A. For example, let

A =




1 2 −2
0 2 4
0 0 3


 .

When r0 = (3, 1, 1)T, GMRES(1) converges exactly at the third iteration, while GMRES(2)
apparently stagnates. We analyze this example by considering GMRES(m) as a nonlinear
function of the entries of A and r0, finding fixed points of restarted GMRES and determining
their stability via the Jacobian of a normalized residual. GMRES(2) draws most residuals
towards a stable fixed point, yielding diminishing convergence. GMRES(1) performance is
much more interesting: It is exceptionally sensitive to changes in the starting vector. Phase
portraits over a range of initial residuals show striping characteristic of a fractal boundary
between stagnation and convergence [3].
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Computing matrix-vector products with centrosymmetric and centrohermitian matrices

Heike Faßbender
Khakim Ikramov

An algorithm recently proposed by A. Melman [1] reduces the cost of computing the product
Ax with a symmetric centrosymmetric matrix A as compared to the case of an arbitrary A.
We show that the same result can be achieved by a simpler algorithm, which requires A only
to be centrosymmetric. However, if A is Hermitian or symmetric, this can be exploited to
some extent. Also. we show that similar gains are possible when A is skew-centrosymmetric or
centrohermitian.
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Comparison of LAPACK’s Routines for Solving Rank Deficient Linear Systems

Leslie Foster

LAPACK 3.0 includes two new routines – xGELSD and xGELSY – for solving rank deficient
linear systems. The routine xGELSD is based on the singular value decomposition (SVD) and
is generally considered the most accurate approach when working with rank deficient problems.
The routine xGELSY uses the QR algorithm with pivoting to construct a complete orthogonal
decomposition and is usually faster than xGELSD. We will compare these algorithms in terms of
accuracy and efficiency by focusing on the construction of regularized solutions to ill-conditioned
linear systems

min ‖b − Ax‖ (1)

where A is an m × n matrix with m ≥ n and the norm is the Euclidean norm. We assume
that the system has an underlying true solution x0 with b0 = Ax0 and that b = b0 + δb where
δb is the noise or error in b. We will show that xGELSY is frequently more accurate than
xGELSD and that a straightforward modification of xGELSY can be an order of magnitude
faster than xGELSY and xGELSD for low rank problems. We also discuss, time permitting,
extensions of LAPACK’s xGELSY that are related to an algorithm of Mathias and Stewart [3].
This presentation describes results in the manuscript [2] and extensions of these results.

We need to introduce some notation to describe one of our key results. We will consider the
UTV factorization A = UTV T of A where U and V are orthogonal and T is triangular. The
complete orthogonal factorization of LAPACKS’s xGELSY involves a specific choice of U, T
and V (see [1, p. 34]). It is useful to partition the factorization. Suppose we are interest in a
rank k < n approximation to an m by n matrix A. In this abstract we will assume that T is
lower triangular (T = L) and we partition UTV T as

A = UTV T = ULV T =
(

Û U0

)



L̂ 0
H E
0 0



(

V̂ V0

)T
. (2)

In these equations Û is m × k, U0 is m × (m − k), V̂ is n × k, V0 is n × (n − k), L̂ is k × k,
H is (n − k) × k, and E is (n − k) × (n − k). We will call ÂT = Û L̂V̂ T the corner low-rank
approximation to A and let xT = (ÂT )+b, where the superscript + indicates the psuedoinverse
(of course we do not explicitly calculate (ÂT )+ ). The vector xT is an approximate solution to
(1) calculated from a truncated UTV decomposition.

We will also partition the SVD of A in a similar manner to (2).

A = USDV T
S =

(
ÛS US0

)



D̂ 0
0 D0

0 0



(

V̂S VS0

)T
. (3)

Let ÂS = ÛSD̂V̂ T
S and xS = (ÂS)+b. The vector xS is an approximate solution to (1) calculate

by the truncated SVD.

A key theorem relates ‖xT − x0‖ and ‖xS − x0‖.
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Theorem 3 Define

Ũ = UT US =

(
ÛT ÛS ÛT US0

UT
0 ÛS UT

0 US0

)
=

(
Ũ11 Ũ12

Ũ21 Ũ22

)
, (4)

Ṽ = V T VS =

(
V̂ T V̂S V̂ T VS0

V T
0 V̂S V T

0 VS0

)
=

(
Ṽ11 Ṽ12

Ṽ21 Ṽ22

)
, (5)

M =

(
− D̂−1Ṽ T

21 Ṽ21D̂
−1 ŨT

11 L̂−T L̂−1 Ũ12

ŨT
12 L̂−T L̂−1 Ũ11 ŨT

12 L̂−T L̂−1 Ũ12

)
(6)

and

N =

(
Ṽ T

21 Ṽ21 Ṽ T
21 Ṽ22

Ṽ T
22 Ṽ21 − Ṽ T

12 Ṽ12

)
(7)

Also let δ̃b = UT
S δb and x̃0 = V T

S x0 and let xT be the corner low-rank solution to (1) calculated
from a truncated UTV factorization with T lower triangular. Then

‖xT − x0‖2 = ‖xS − x0‖2 + δ̃b
T
M δ̃b + x̃T

0 N x̃0. (8)

We use the above theorem to prove, under reasonable statistical assumptions about the noise
in b and the nature of the underlying true solution, that as a gap in the singular values gets
large the probability approaches one-half that solutions produced by xGELSY are closer to
x0 than solutions produced by xGELSD. Numerical experiments, including experiments with
practical examples from Hansen’s Regularization Tools, indicate that even when there is no gap
in the singular values, xGELSY still frequently leads to better solutions than those produced
by xGELSD.

To analyze the efficiency of LAPACK’s algorithms we discuss a straightforward modification
of xGELSY. The modification calculates solutions to rank deficient least squares problems an
order of magnitude more quickly than does xGELSY for problems that have low numerical
rank. The modification produces solutions that are numerical identical to those produced by
xGELSY. For problems with high rank our modification takes no more time than xGELSY.
LAPACK [1, p. 69] reports that xGELSY is three to five times faster than xGELSD for a
set of test problems solved on a Compaq Alaha Server computer. Our experiments indicate
that LAPACK’s xGELSY is approximately two times faster that xGELSD on a 700 MHertz
Pentium computer using BLAS routines supplied by Intel. Our modification can be more than
20 than times faster than xGELSD and 10 times faster than xGELSY for low rank problems.
For example when solving a linear system where A is 1500 by 1500 and the calculated numerical
rank is 30 (as determined from the parameter rcond in LAPACK) we obtained the following
times: xGELSD – 63.0 seconds, xGELSY – 27.2 seconds, xGELSY (modified) – 2.1 seconds.

Finally, time permitting, we will discuss an extension of LAPACKS’s xGELSY that is based
on the algorithm of Mathias and Stewart [3]. This algorithm uses a sequence of orthogonal
factorizations. Mathias and Stewart do not consider pivoting in their QR factorizations whereas
we will. If one stops our variation of the algorithm of Mathias Stewart after two orthogonal
factorizations the solution produced is identical to that of LAPACK’s xGELSY. If one continues
the algorithm, the calculated solutions approach the solution produced by the singular value
decomposition. If time permits we will present two interesting results.

• Let A = Q1R1P1 be the initial QR factorization of A. Stewart [4] observes that, at the
next step of the algorithm, if there is a substantial gap in the diagonal entries in R1 “it
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is unlikely that the pivoting process will interchange columns” across the column where
the gap occurs. We prove that Stewart’s observation is true even when the gap in the
diagonal entries is modest and, under mild conditions, that the solution calculated by our
algorithm when pivoting is used at every step is identical to the solution when pivoting
is only used at the first step..

• We show, under reasonable statistical assumptions, that the expected value of ||xT − x0||
approaches the expected value of ‖xS − x0‖ quickly. In particular we prove that the
difference between these expected values converge at a rate that depends on the square
of certain (decreasing) subspace angles. The results in [3] and elsewhere prove that the
convergence rate of ‖xT −xS‖ depends on the first, not the second, power of these subspace
angles. Our bounds are usually significantly smaller. The result partially explains why
the algorithm often produces very good regularized solutions even if it is stopped early,
for example after two orthogonal factorizations, as in the case of LAPACK’s xGELSY.
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A Method for Approximating Eigenpairs of Symmetric Matrices

Wilfried N. Gansterer
Robert C. Ward

We are discussing an efficient method for computing approximate eigenvalues and eigenvectors
of an irreducible symmetric (dense or sparse) matrix A ∈ Rn×n. Given a (variable) tolerance
parameter τ , the method efficiently computes an approximate spectral decomposition

A ≈ V̂ Λ̂V̂ ⊤

with a diagonal matrix Λ̂ such that the residuals are bounded by τ and the matrix V̂ is nu-
merically orthogonal. Obviously, larger tolerance parameters τ lead to a shorter runtime. The
method discussed comprises two major steps: approximation of A by a block-tridiagonal matrix
with off-diagonal blocks whose ranks are as low as possible, and a block-tridiagonal divide-and-
conquer method for computing eigenpairs of this approximation.
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Block-tridiagonal Approximation. Firstly, A is approximated by an irreducible symmetric
block-tridiagonal matrix

Mp :=




B1 S⊤
1

S1 B2 S⊤
2

S2 B3
. . .

. . .
. . . S⊤

p−1

Sp−1 Bp




∈ Rn×n. (1)

The diagonal blocks Bi ∈ Rki×ki (i = 1, 2, . . . , p) are symmetric. Nothing in particular is
assumed about the off-diagonal blocks Si ∈ Rki+1×ki (i = 1, 2, . . . , p − 1). We will discuss
several approaches for finding such an approximation as well as implications of the choice of
the parameters p and {ki}p

i=1 on the arithmetic complexity of the block-tridiagonal divide-and-
conquer method to be applied later.

Rank Approximation. Secondly, Mp is approximated by another block-tridiagonal matrix
M ′

p ∈ Rn×n, whose off-diagonal blocks S′
i are rank-ri approximations of the original Si. We

will discuss how the ranks ri are determined from the tolerance parameter τ as well as some
important implications of this choice on the efficiency of the block divide-and-conquer method.

Block-tridiagonal Divide-and-Conquer. The eigenvalues and eigenvectors of M ′
p are com-

puted using (approximative) block divide-and-conquer methods. It can be shown that M ′
p is

orthogonally similar to the synthesis matrix

S := D +

p−1∑

i=1

YiY
⊤
i , (2)

where D is diagonal and Yi ∈ Rn×ri . Denoting r :=
∑p−1

i=1 ri, the central problem is the
computation of the spectral decomposition of a rank-r modification of a diagonal matrix.

The eigenvalues of S are best computed by representing S as a sequence of rank-one modifi-
cations of D and by solving the secular equation for each rank-one modification problem, for
which efficient algorithms have been developed [9, 4, 5, 11]. Several algorithmic variants have
to be considered for the computation of the eigenvectors of S (and M ′

p), since this tends to
be the most time consuming part of the block-tridiagonal divide-and-conquer method and in
practice the limiting factor in terms of efficiency for high accuracy requirements (τ small).

1. Obviously, the eigenvectors of all the rank-one modifications arising in the eigenvalue
computation can be computed and accumulated. The advantage of this approach is that
this can be done in a numerically stable way, ensuring numerical orthogonality of the
computed eigenvectors [10]. However, accumulating the eigenvector matrices from all
rank-one modification problems becomes prohibitively expensive, in particular if high
rank off-diagonal blocks are required for achieving the desired accuracy.

Relaxing deflation turns out to be a powerful tool for improving efficiency in this context.
So far, the (tridiagonal) divide-and-conquer method has only been used for computing
eigenpairs to full accuracy. In this context, “nearly zero” components of each rank-one
modification vector or “nearly equal” entries of D are deflated. For lower accuracy require-
ments, the deflation tolerance may be increased accordingly. Usually, this significantly
increases the amount of deflation [7] and reduces the computing time for accumulating the
eigenvector matrices of the rank-one modification problems. We have fully implemented
this approach and found it competitive for medium and low accuracy requirements.
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2. It is possible to compute the eigenvectors of rank-s modification problems with 1 < s ≤ r
at once [1, 2]. This technique leads to a reduction of the work required for accumulating
the eigenvector matrices by a factor s, but numerical stability is still an issue.

3. A third possibility is to compute the eigenvectors as bases of the null space of the shifted
matrix M ′

p − λ′
iI. We will discuss an approach based on computing a rank-revealing fac-

torization of this shifted matrix which takes advantage of the block-tridiagonal structure.
This can lead to a very efficient algorithm, in many situations with a significantly re-
duced leading term of the arithmetic complexity [6] (independently of deflation), and a
proportional work reduction if only k < n eigenpairs are to be computed.

A URV-decomposition M ′
p − λ′

iI = URV ⊤, where U and V are orthogonal matrices and
R is upper triangular, can be computed efficiently blockwise. Due to the special block-
tridiagonal structure of the shifted matrix, R has diagonal blocks along the main diagonal
and two block-superdiagonals with (generally) full blocks. If this URV-decomposition is
already rank-revealing, then the main diagonal of R contains as many negligible entries
as the multiplicity of λ′

i. In that case, a basis of the corresponding eigenvector space
can be computed directly by means of back substitution. For the cases where this initial
URV-decomposition is not rank-revealing, other approaches have to be used [3].

Motivation and Applications. We will illustrate some of our experiences when applying the
method we developed to nonlinear eigenvalue problems arising in modern Quantum Chemistry
applications. In particular, we were able to significantly reduce the runtime of self-consistent-
field (SCF ) procedures (for example, for solving the Hartree-Fock equation), which involve the
solution of a sequence of linear eigenvalue problems. In many of these Quantum Chemistry
applications a large part or even the full spectrum has to be computed. The matrices involved
can become very large (depending on the molecule to be modeled, n can be in the order
of thousands and more) and are in general dense. Often they have the property that the
magnitudes of their elements decrease rapidly as they move away from the diagonal, which
makes it easily possible to approximate them well by matrices of the general form (1).
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Spectral Factorization of Laurent Polynomials

L. Gemignani

This talk focuses on fast and effective numerical methods for computing the spectral factoriza-
tion of a real symmetric Laurent polynomial a(z) =

∑m
j=−m ajz

j with aj = a−j , −m ≤ j ≤ m,
i.e., for splitting a(z) with respect to the unit circle in the complex plane. Polynomial spectral
factorization is referred to as the corner stone in problems of optimal and robust control [8].
Various applications to problems arising from signal processing, time series analysis, wavelet
construction and data modeling are reported in [7, 6, 11, 12].

Under the assumption a(eiω) > 0 for all real ω, it can be proved that there exists an unique
polynomial γ(z) =

∑m
j=0 γjz

j , with γ0 > 0, having all its roots outside the unit circle and such
that

γ(z)γ(z−1) = a(z), z ∈ C \ {0}. (1)

This relation can be viewed as a nonlinear quadratic equation into the coefficients of γ(z) and,
for its solution two algorithms have been known for some time, each of them essentially reducing
to numerical linear algebra computations with structured (Toeplitz-like) matrices. The first one
goes back to Bauer [1] who proposed a linearly convergent method based on the computation
of the Cholesky factorization of the bi-infinite positive definite Toeplitz matrix A = (ai−j).
The second algorithm follows from applying Newton’s method for the solution of (1) [12]. It
was shown that the resulting process is globally quadratically convergent, the convergence rate
depending on the isolation ratio of the roots of γ(z) and γ(z−1). Moreover, one iteration step
requires the solution of a Sylvester-type linear system of a Toeplitz-plus-Hankel form (Jury
form) which can be carried out in a fast way at the cost of O(m2) arithmetic operations.

Our main concern is to continue the exploitation of such an interplay between polynomial and
structured matrix computations for solving the spectral factorization problem (1). This research
is partly a joint work with D. A. Bini, G. Fiorentino and B. Meini [4, 5, 9, 3]. As a result of
our analysis, we provide two solution schemes which are asymptotically fast and, at the same
time, quite effective when applied in finite precision arithmetic. Their robustness and efficiency
is confirmed by means of extensive numerical experiments still involving polynomials of very
high degree (up to 106).

Let x ∈ ℓ2(Z) = [. . . , x−1, x0, x1, . . .]
T denote the central column of A−1, i.e., Ax = e, where

e = [. . . , e−1, e0, e1, . . .]
T , e0 = 1 and ej = 0 for all j ∈ Z with j 6= 0. It is easily verified that

the entries of x give the coefficients of the Laurent expansion of x(z) = a(z)−1 in a certain
annulus around the unit circle in the complex plane. A Gohberg-Semencul-like formula for the
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inverse of the q × q, q ≥ m, Toeplitz matrix X = (xi−j) is established which expresses X−1

as a sum of products of triangular Toeplitz matrices generated by the coefficients of γ(z). The
conditioning of X can also be related to the ratio between the maximum and the minimum
value attained by a(z) on the unit circle [2], which is a natural choice for the condition number
of the spectral factorization problem. From this, one has that the solution of (1) is reduced to
determine sufficiently accurate approximations of the first 2q − 1 central entries x1−q . . . xq−1

of x. To perform this task, in view of the equality between the entries of x and the coefficients
of the Laurent series of x(z), we propose to use the classical Graeffe’s process [10] suitably
adjusted to invert Laurent polynomials numerically. The resulting algorithm reaches the best
record complexity estimate for the spectral factorization problem and, although it is not self-
correcting, its performances are quite good in practice.

A fast self-correcting approach follows from applying Newton’s method to the nonlinear equa-
tion (1), where the inner step, that is, the solution of the linear system whose (Jacobian) matrix
is a Jury matrix, is speeded up by using techniques for matrices with a displacement structure.
The Toeplitz matrix X is shown to be the unique solution of a discrete Lyapunov matrix equa-
tion whose coefficients are companion matrices associated with the factors of a(z). Similarly,
we prove that one step of Newton’s method applied to (1) amounts to solve a discrete Lya-
punov matrix equation whose coefficients are companion matrices associated with the available
current approximations of the factors of a(z). We describe a method for solving such a matrix
equation which iteratively finds a sequence {Xk} of approximations quadratically converging
at the desired solution. We prove that all matrices Xk have displacement rank bounded from
above by 2 and, moreover, the computation of Xk+1 given the displacement generators of Xk

can be performed at an almost linear computational cost by means of FFT-based methods.
When a(z) has no roots close to the unit circle, then the overall process results to be quite fast
and practically stable. Moreover, similar techniques can also be employed in the solution of
Sylvester’s resultant linear systems associated with a pair (p(z), q(z)) of polynomials satisfying
the property that p(z) is stable and q(z) is anti-stable.
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Maximum-Weight Matching and Block Pivoting for Symmmetric Indefinite Systems

Iain Duff
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Weighted bipartite matching (as implemented for example in the code MC64 of Duff and Koster)
is a technique for permuting the rows or columns of a nonsymmetric matrix to place “heavy”
elements on the diagonal. Several researchers have shown that such a permutation can be useful
in both direct and iterative methods for solving linear systems.

Here we investigate the use of weighted matching in the solution of symmetric indefinite sys-
tems. In this case, permuting a matching onto the main diagonal would in general destroy the
symmetry of the matrix. Instead, we use symmetric permutations based on a (nonsymmetric)
weighted matching to attempt to improve the quality of the block pivots in a sparse block LDLT

factorization.
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Our preliminary results include a combinatorial characterization of the degree to which the
heavy elements identified by a matching can be used in small block pivots. We are currently
experimenting with a numerical method suggested by this approach.

Summary of results.

A max-weight matching in a matrix is a set of nonzeros that contains exactly one element in
each row and each column, and that has the largest weight among all such sets. Permuting a
matching onto the main diagonal of a (symmetric) matrix will in general destroy its symmetry.
For example, consider the n-by-n cycle matrix Cn, which has ones on the first superdiagonal
and the first subdiagonal and in the upper right and lower left corners, and zeros elsewhere
(including the main diagonal). For example,

C6 =




0 1 0 0 0 1
1 0 1 0 0 0
0 1 0 1 0 0
0 0 1 0 1 0
0 0 0 1 0 1
1 0 0 0 1 0




.

Matrix C6 is symmetric, and it has several max-weight matchings (one is {c12, c23, c34, c45, c56, c61};
another is {c12, c21, c34, c43, c56, c65}). However, permuting any max-weight matching in C6 to
the diagonal yields a nonsymmetric matrix.

Some direct methods for symmetric indefinite systems preserve symmetry by pivoting on small
diagonal blocks, typically of size 2 or sometimes 3, in addition to single diagonal elements.
(The Rutherford/Harwell code MA47 implements such a method, for example.) These methods
produce a factorization A = LDLT , where L is unit lower triangular and D is block diagonal,
with blocks of small size.

To what extent is it possible to use block pivots to preserve symmetry, while using a max-weight
matching to improve stability? We investigate two versions of this question.

1. Under what circumstances can one permute A symmetrically so that PAP T has 1-by-1
and 2-by-2 diagonal blocks that contain all the elements of a max-weight matching?

2. When (1) is impossible, how close can one come to using a max-weight matching while
preserving symmetry?

This work answers question (1) and gives a partial answer to question (2).

We consider the directed graph of A, which has n vertices: vertex i is labelled by aii, and
whenever aij 6= 0 for i 6= j there is a pair of directed edges (i, j) and (j, i), both labelled by
aij = aji. (Matching theory often considers a bipartite graph with 2n vertices, one for each row
and each column, but since our matrices and permutations are symmetric we will not need this
graph.)

A matching in A can be considered to be a set of directed, vertex-disjoint simple cycles in the
graph of A. (We include as simple cycles the 2-cycle (aij , aji) and the 1-cycle (aii).) A cycle of
even length in a max-weight matching can always be converted into a set of symmetric 2-by-2
block pivots, each containing two elements of a (possibly different) max-weight matching. This
answers question (1) above: If there is a max-weight matching that contains no odd cycles of
length 3 or greater, then we can permute A symmetrically to have 1-by-1 and 2-by-2 block
pivots, where the former are elements of a max-weight matching and each of the latter contains
two elements of a max-weight matching.
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If a max-weight matching contains an odd cycle, it may be impossible to collect all the matching
elements in 1-by-1 and 2-by-2 block pivots. One possible way to handle an odd cycle is to break
it into heavy 2-by-2 pivots, plus a single light 1-by-1 pivot to be eliminated later than the 2-by-2
pivots. This gives an approach to answering question (2) above: for example, by using 1-by-1,
2-by-2, and 3-by-3 blocks, we can get a symmetric order with a matching whose weight is at
least 4/5 of maximum.

If we wish, we can follow the matching permutations with further symmetric permutations (e.g.
for sparsity) to reorder the block pivots along the diagonal. We are currently experimenting
with these techniques on symmetric indefinite systems that arise in applications to optimization.
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Multi-level preconditioning techniques for the solution
of large dense linear systems in Electromagnetism

B. Carpentieri
I. S. Duff
L. Giraud

In electromagnetism calculations, finding the scattered wave of a given incident field on a
scattering obstacle requires the solution of a linear system of equations. Such analysis, relying
on Maxwell’s equations, is required in the simulation of many industrial processes coming from
antenna design to absorbing materials, electromagnetic compatibility, and so on. Recently the
Boundary Element Method (BEM) has been successfully employed in the numerical solution
of this class of problems. The discretization by BEM results in linear systems with dense
complex matrices. With the advent of parallel processing, this approach has become viable
for large problems and the typical problem size in the electromagnetics industry is continually
increasing. Nevertheless, nowadays, problems with a few hundred thousand variables can no
longer be solved by parallel out-of-core direct solvers as they require too much memory, CPU
and disk resources and iterative solvers appear as a viable alternative. For that purpose, fast
techniques based on multipole expansion [8, 9] have been developed to perform the matrix-
vector in less than O(n2) floating point operations and without forming all the entries for a
dense matrix of dimension n.

Over the last year or two, we have been developing preconditioners suitable for implementation
in a multipole framework on parallel distributed platforms. The parallelizable preconditioners
that we have studied are approximate inverse techniques based on a Frobenius norm mini-
mization strategy with “a priori” pattern selection strategy. We exploit information from the
underlying physical problem to prescribe in advance the pattern of the approximate inverse pre-
conditioner [1, 5] and consequently reduce the time for computing it. We have shown [5, 6] that
on medium size problems this a priori technique gives rise to an effective preconditioner that
outperforms more classical approaches like incomplete factorizations or other general purpose
approximate inverses like [3, 4, 12].

In this talk, we present the numerical scalability of the studied preconditioner for solving large
problems with up-to more than a million unknowns. We propose two techniques to introduce
multi-level mechanisms for improving its robustness and its scalability. The first approach is
based on inner-outer iterations with variable accuracy in the fast multipole calculation. The
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inner Krylov iterations, preconditioned with the approximate inverse technique, implement a
less accurate but faster multipole approximation and enable some global information about the
overall solution to be recovered in few iterations. This approximate solution is then used to pre-
condition the outer iterations; that is a flexible Krylov solver of the type discussed by [16, 18].
The robustness of the resulting solver is demonstrated on large problems arising both from
academic and from industrial applications such as the ones involved in aircraft design. In par-
ticular, on objects discretized using more than a million of unknowns, this new scheme reduces
by almost one order of magnitude the elapsed time to solve a problem on a sphere, and enables
to compute the solution on an aircraft while classical approaches fail. The second approach is
based on an low-rank update of the preconditioner similar in structure to the one studied in my
earlier work on domain decomposition [7]. Here the idea is to exploit information related to the
smallest eigenvalues to make a low rank update of the preconditioner. This update enables us
to shift close to one the smallest eigenvalues of the original preconditioned system and results
in faster convergence of the Krylov solvers. Exploiting spectral information has already been
investigated in a different spirit in [2, 10, 13, 15] but mainly to speed-up restarted GMRES [17]
as this spectral information is extracted from the GMRES iterations. In our case we consider
a real eigendecomposition using Arpack [14] and compute few eigenvectors. The resulting pre-
conditioner has been successfully applied to significantly speed-up various Krylov solvers. For
solving symmetric non-hermitian systems, as the ones involved in certain BEM formulations in
electromagnetism, we also derive a symmetric version that is particularly efficient on our prob-
lems. Finally, we show that this extra computation for this spectral information can become
quickly unimportant if several linear systems with the same coefficient matrix but different
right-hand sides have to be solved. This is actually the case for our targeted application in
scattering calculations.
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On A New Matrix Lower Bound

Joseph F. Grcar
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A matrix lower bound is defined that generalizes ideas apparently due to S. Banach and J.
von Neumann. The matrix lower bound has a natural interpretation in functional analysis,
and it satisfies many of the properties that von Neumann stated for it in a restricted case.
Applications for the matrix lower bound are demonstrated that yield new results in several
branches of mathematics.

John von Neumann and H. H. Goldstine defined a “lower bound of a matrix” in 1947 and listed
several of its properties that they believed were “too well known to require much discussion.”
The value that they arrived at for a lower bound of a square matrix is not surprising, but its
definition and properties are. They reveal a symmetry with the matrix norm that seems to
have gone unnoticed except by von Neumann and Goldstine.

Similar values for a matrix lower bound appeared after von Neumann and Goldstine’s paper.
D. K. Faddeev and V. N. Faddeeva noted the same value as a lower bound for the same class of
matrices. A. S. Householder defined a lower bound for square matrices that in the spectral case
equals von Neumann and Goldstine’s, and in the most general case is still zero for a singular
matrix. None of these authors cite any literature about matrix lower bounds, but all seem to
be aware of earlier sources. Whatever the origin, evidently the concept is a natural one that
warrants further investigation.

Here, a lower bound is proposed for all nonzero matrices of any shape and with respect to
any vector norms. This new lower bound generalizes the earlier definitions for square matrices,
when they are not zero, but it differs from them because it is never zero. This new matrix
lower bound has four equivalent definitions from the standpoints of matrix analysis, convex
sets, optimization theory, and functional analysis. Moreover, many of the properties that von
Neumann and Goldstine intuited for their special case can be established for the new lower
bound.

Applications of this matrix lower bound are demonstrated in several fields. In linear algebra, the
matrix lower bound of a full rank matrix equals the distance to the set of rank-deficient matrices.
In numerical analysis, the matrix lower bound provides a condition number for all consistent
systems of linear equations. In optimization theory, the matrix lower bound establishes a
duality principle for a class of nonconvex optimization problems. In real analysis, the matrix
lower bound can be used to show that the level sets of continuously differentiable functions lie
asymptotically near those of their tangents.
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Applications of the Polynomial Numerical Hull of Degree k

Anne Greenbaum

The behavior of a normal matrix is governed by its eigenvalues; that is, if A is a normal matrix
and f is any analytic function, then the 2-norm of f(A) is the maximum absolute value of f
on the spectrum of A. The same holds when A is a normal linear operator, except that now
the spectrum may include more than just the eigenvalues. This statement does not hold for
nonnormal matrices and linear operators, and there is considerable interest in identifying sets
in the complex plane that can be associated with nonnormal operators to provide the sort of
information that the spectrum provides in the normal case.
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In this talk we consider one such type of set called the polynomial numerical hull of degree k.
These sets were first considered by Nevanlinna [Convergence of Iterations for Linear Equations,
Birkhäuser, Basel, 1993] and further studied by the author [Generalizations of the field of values
useful in the study of polynomial functions of a matrix, to appear in Lin. Alg. Appl.]. The
polynomial numerical hull of degree k is defined as

Gk(A) = {z ∈ C : ‖p(A)‖ ≥ |p(z)| ∀p ∈ Pk},

where Pk is the set of polynomials of degree k or less. For k = 1, Gk(A) is just the field of values
of A, and for k greater than or equal to the degree of the minimal polynomial of A, Gk(A) is
the spectrum of A. The interesting values of k are those between one and the degree of the
minimal polynomial, and for these values Gk is intermediate between the field of values and the
spectrum.

Knowledge of the polynomial numerical hulls of various degrees enables one to answer a number
of questions that cannot be addressed through eigenvalues alone. Examples include:

• Explaining cutoff phenomena in Markov processes, such as the observation that it takes
seven riffle shuffles to randomize a deck of cards.

• Estimating the convergence rate of the GMRES and restarted GMRES algorithm for
solving linear systems.

These applications will be discussed, along with questions of the geometry of the polynomial
numerical hull of degree k, methods for computing this set, and methods for approximating the
set by using information generated by the Arnoldi or GMRES algorithm. The relation of Gk(A)
to the ǫ-pseudospectrum will be considered as well.
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Solving Linear Programs with Rank-revealing LU Factorizations

Ming Gu
Luiza Miranian

Linear programming (LP) has been a source of interesting matrix problems for a long time. In
this talk, we discuss how rank-revealing LU factorizations (RRLU) might be used to develop
interior-point polynomial time algorithms for the LP. The per iteration cost for such algorithms
is similar to that of simplex type methods, instead of significantly higher costs for standard
interior-point methods.

Given an m-by-n matrix B with n > m, consider column permutations of B of the form

B Π = (B1 B2), (1)

where Π is a permutation matrix and B1 is an m-by-m square matrix. Theorem 4 below is
based on a special case of the RRLU factorization considered in [2].

Theorem 4 For any given matrix B and any f > 1, there exists a permutation Π such that
the partition in (1) satisfies ‖B−1

1 B2‖max ≤ f .
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Theorem 4 is due to the fact that swapping the i-th column of B1 with the j-th column of B2

will result in a new B1 matrix whose determinant in absolute value is increased by a factor of∣∣∣
(
B−1

1 B2

)
i,j

∣∣∣. If we only consider swaps where such factor is at least f , then the determinant

of B1 in absolute value strictly increases for each swap and hence there can be no repeated
swaps. Since there can only be finite number of such swaps in the end we must stop at a
permutation satisfying Theorem 4. In fact, this permutation can be found in at most O(m)
swaps for f = O(

√
m) (see [2]).

The LPand its dual are the following convex optimization problems:

(P)
minx∈Rn cT x
subject to A x = b

x ≥ 0,
and (D)

maxy∈Rm,z∈Rn bT y
subject to z + AT y = c,

z ≥ 0.
where

A is an m-by-n matrix with n > m; and c ∈ Rn and b ∈ Rm are vectors. We will assume that
the LP has a unique optimal solution, which must also be a vertex.

A great number of interior-point methods for LP have been developed in the last two decades,
among which primal-dual methods seem to be most computationally efficient. While the RRLU
factorization can be used in most of these methods to produce simplex-like interior-point meth-
ods, in the following we only discuss one type of such methods, the potential-reduction methods,
which are conceptually the simplest. Similar ideas work for infeasible and path following interior
point methods as well.

The potential-reduction algorithm in [1] uses the primal-dual potential function

Φρ(x, z) = ρ log(xT z) −
n∑

i=1

log(xi zi) ,

where ρ = n+
√

n. This algorithm reduces Φρ(x, z) by at least a fixed amount at every iteration
and converges to the optimal solution by reducing the potential function to −∞.

Assume that the current iterate (xk, zk, yk) is strictly feasible, the search direction for the next
iterate of the above algorithm is defined by

A ∆x = 0

∆z + AT ∆y = 0

Zk ∆x + Xk ∆z = −Xk zk + ηe

where Xk and Zk are diagonal matrices with components of xk and zk on their diagonals,
respectively; η > 0 is a parameter; and e = (1, 1, · · · , 1)T . The next iterate is then defined as

(x′, z′, y′) = (xk, zk, yk) + α(∆x, ∆z, ∆y) for a stepsize α > 0.

The equations the search direction must satisfy can be written in three forms, each of which in
general is very expensive to solve. For example, in the normal equation form, we can write

(
AD2AT

)
∆y = A

(
Zk
)−1

w , ∆z = −AT ∆y and ∆x =
(
Zk
)−1 (

w − Xk ∆z
)

where D =

√
Xk (Zk)

−1
and w = −Xk zk + ηe. The main cost in this form is the factorization

of AD2AT . The matrix A in most large LP applications is very sparse. But the matrix
AD2AT can often be drastically denser, which in term can cause even much more fill-in in the
factorization of AD2AT .
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However, we can completely avoid the formation or factorization of AD2AT with RRLU fac-
torizations. To illustrate, we assume that a strictly feasible solution (xk, zk, yk) has been given
and define Xk, Zk and D as before. Define v =

√
Xk Zk e and V = diag(v1, · · · , vn). Consider

a scaling of quantities

x̂ = D−1x, ŝ = Ds, ĉ = Dc and Â = AD,

then the original LP becomes
minx̂∈Rn ĉT x̂

subject to Â x̂ = b
x̂ ≥ 0.

Its dual can be similarly scaled. In these scaled problems, both vectors xk and zk are mapped
to v. Note that the value of the potential function does not change.

Let (∆x̂, ∆ŝ) be a feasible search direction and consider simultaneous primal and dual steps of
the form:

x̂′ = v − α

γ
∆x̂ and ŝ′ = v − α

γ
∆ŝ ,

where γ =
√
‖V −1∆x̂‖2

2 + ‖V −1∆ŝ‖2
2, and α > 0 is a steplength. With standard techniques

used in analyzing potential reduction methods, it can be shown that the potential reduction
satisfies

Φρ

(
x̂′, ŝ′

)
− Φρ (v, v) ≤ −

√
3 α

2

wT (∆x̂ + ∆ŝ)

‖w‖2 ‖∆x̂ + ∆ŝ‖2
+

α2

2(1 − α)
. (2)

To ensure a fixed amount of reduction in the potential function, partition Â =
(
Â1 Â2

)
with

Â1 ∈ Rm×m. Assume that Â1 is non-singular and define N̂ = Â−1
1 Â2. We choose

∆x̂ =

(
−N̂
I

)
h1, ∆ŝ =

(
I

N̂T

)
h2 so that ∆x̂ + ∆ŝ =

(
−N̂ I

I N̂T

)(
h1

h2

)
def
= N h.

and ı = argmaxi

∣∣(N T w
)
i

∣∣ and h = sign
((
N T w

)
ı

)
eı,

where eı is the vector with 1 in its ı-th component and zero everywhere else. These choices
together with (2) imply

Φρ

(
x̂′, ŝ′

)
− Φρ (v, v) ≤ −

√
3 α

2
√

n ‖N eı‖2
+

α2

2(1 − α)
.

The definition of N implies that ‖N eı‖2 could be arbitrarily large in general, hence the reduc-
tion in the potential function could be arbitrarily small for any α < 1.

However, it turns out that we can always choose the right N by swapping columns of N̂
according to Theorem 4. Specifically, at every iteration, we swap columns of Â to increase
|det(Â1)| according to Theorem 4, and then choose stepsizes to reduce the potential. Theorem 4
guarantees that not too many steps will be needed to ensure a sufficiently large potential
reduction. In fact, it can be shown that this procedure converges in O(mn) iterations. In
practice, only the LU factorization of Â1 is needed, and it can be updated rapidly at every
iteration.

Extensions of the above potential-reduction algorithm to path-following methods, infeasible
interior-point methods, as well as predictor-corrector methods are straightforward and under
active consideration.

81



References

[1] M. Kojima, S. Mizuno, and A. Yoshise. An o(
√

nl) iteration potential reduction algorithm
for linear complementarity problems. Math. Prog., 50:331–342, 1991.

[2] L. Miranian and M. Gu. On Rank-revealing LU Factorizations. Submitted to LAA, 2001.

Chun-Hua Guo
Department of Mathematics and Statistics
University of Regina
Regina, SK S4S 0A2
Canada

chguo@math.uregina.ca

http://www.math.uregina.ca/~chguo/

tel: 306 585 4423 fax: 306 585 4020

Accurate Solution of Nonsymmetric Algebraic Riccati Equations

Chun-Hua Guo

We consider the nonsymmetric algebraic Riccati equation

XCX − XD − AX + B = 0,

where A, B, C, D are real matrices of sizes m × m, m × n, n × m, n × n, respectively, and

K =

(
D −C
−B A

)

is a nonsingular M -matrix or an irreducible singular M -matrix. The equation has applications
in applied probability and transport theory. The solution of practical interest is the minimal
nonnegative solution. Existing algorithms for finding this solution run into difficulties in certain
situations when K is an irreducible singular M -matrix, a case of primary interest in the study
of Wiener–Hopf factorization of Markov chains. In this talk we point out that the minimal
nonnegative solution is positive whenever K is irreducible, and provide a new procedure based
on the Schur method to find the minimal nonnegative solution with high accuracy for these
difficult situations.
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New Generalized Data Structures for Matrices Lead to a Variety of High Performance
Algorithms

Fred G. Gustavson

We describe new data structures for full storage of general matrices that generalize the current
storage layouts of the Fortran and C programming languages. We also describe new data struc-
tures for full and packed storage of dense symmetric/triangular arrays that generalize both full
and packed storage. Using the new data structures, one is led to several new algorithms that
save “half” the storage of full format for symmetric matrices and outperform the current block
based level 3 LAPACK algorithms done on full format symmetric matrices. We concentrate on
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the simplest forms of the new algorithms and show that they are a direct generalization of LIN-
PACK algorithms. This means that level 3 BLAS are not required to obtain level 3 performance.
The replacement for level 3 BLAS are the so-called “kernel routines” and on IBM platforms
they can be generated from simple, textbook-type codes (i.e. “vanilla” codes), by the XLF
Fortran compiler. On the IBM Power3 processor, with a peak performance of 800 MFLOPS,
our implementation of Cholesky factorization reaches over 720 MFLOPS when N ≥ 200 and
then performance climbs to 735 MFLOPS at N = 400. By way of comparison, conventional
full format LAPACK DPOTRF, employing ESSL BLAS, does not achieve 600 MFLOPS before
N = 600 and reaches a peak of only 620 MFLOPS. To obtain this result we used simple,
square blocked, full matrix data formats where the blocks themselves are stored in column-
major (Fortran) order or row-major (C) order. The simple algorithms of LU factorization with
partial pivoting for this new data format are a direct generalization of the LINPACK algorithm,
DGEFA. Again, no conventional level 3 BLAS are required; the replacements are, again, kernel
routines. Programming for square blocked, full matrix format can be accomplished in standard
Fortran, through the use of three- and four-dimensional arrays. Thus, no new compiler support
is necessary. For symmetric indefinite factorization we introduce a novel data format, called
Lower Packed Blocked Overlapped Format. Using it, we describe new algorithms for solving
symmetric indefinite systems of equations. These new algorithms are now part of ESSL. Also,
we mention that other, more complicated, algorithms are possible; e.g., recursive algorithms.
The recursive algorithms are also easily programmed via the use of tables that address where
the blocks are stored in a two-dimensional recursive block array. Finally, we describe block
hybrid formats. These formats allow one to use no additional storage over conventional (full
and packed) matrix storage. This means the new algorithms are completely portable.
Acknowledgment: Some of the work in this talk is joint research with Bo Kagstrom, Erik
Elmroth, and Isak Jonsson at Umea University and Jerzy Wasniewski at Danish Technical
University.
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Speeding up Backfitting of Large Linear Additive Models

Martin H. Gutknecht

We consider the penalized least squares solution

‖Ax − b‖2 + αxTDx = min!

of an overdetermined linear system of size N × m whose matrix is structured into d block
columns (of roughly the same width), which may be imposed by the underlying application or
by the need to distribute the system on a parallel computer:

[
A1 · · · Ad

]
︸ ︷︷ ︸

A




x1
...

xd




︸ ︷︷ ︸
x

= b − r .

D is a positive definite diagonal matrix and α > 0 a regularization parameter. We are in-
terested in applications in data mining where the system is huge and where data access and
communication time limit the choice of algorithms in the necessarily parallel environment.
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In data mining and statistical applications one is particularly interested in the predicted values
y :≡ Ax = b − r, which can be written as

y = f1 + · · · + fd , where fi :≡ Aixi (i = 1, . . . , d).

It is easy to derive a structured linear system for these predicted values. Statisticians often
solve this system with the block Gauss–Seidel algorithm and call this backfitting. We compare
backfitting with a number of other options that offer themselves for the solution of the problem.

This is joint work in progress with Markus Hegland and Stephen Roberts, School of Mathematical
Sciences, Australian National University, Canberra, ACT 0200, Australia.
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Solving the Incompatibility Equation in Dislocation Mechanics Using an Explicit
Null-Space Representation

Michael T. Heath

Understanding the elastic-plastic response of solid, crystalline materials is important for the
design of metallic components over a wide range of length scales, from macroscopic structural
members such as steel girders to thin films and nanodevices. The plastic response of crystalline
materials is known to arise due to the nucleation and motion of lattice defects called dislocations.
Explicit accounting for dislocations is crucial for accurate modeling the response of crystalline
materials at very small length scales (less than a few microns).

Recently, a completely field-theoretic approach to the analysis of elastoplasticity has been de-
veloped by Amit Acharya of Carnegie Mellon University (my collaborator in this work). This
theory is suitable for spatial resolutions from a tenth of a micron down to about ten Angstroms.
A key ingredient in the theory, and a major difference from conventional phenomenological the-
ories of plasticity, is the equation relating the plastic deformation to the dislocation density
distribution, which takes the form

curl U = −α,

where U is the plastic deformation tensor and α is the true dislocation density tensor. This
equation implies that the presence of dislocations in the body causes incompatibility in the
plastic deformation, since it cannot be represented as the gradient of a vector field. Clearly, the
curl operator has a nontrivial null space, since the gradient of any vector field belongs to it. In
this new formulation, the degrees of freedom represented by the null space component of the
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solution are determined by imposing a physically relevant constraint, yielding an augmented
system that is then discretized in a weak form by a finite element method.

The associated discretized problem is well-posed if it is interpreted as a least squares problem,
since the numerically generated right-hand side of the above equation does not necessarily lie
in the range space of the discretized curl operator. In a finite element setting, the solution
of the discretized, augmented system requires efficient methods for sparse discretized elliptic
systems, a sparse representation for the null space, and efficient methods for projecting discrete
functions onto such a null space. Sparsity of the null space representation is crucial because
the size of the null space grows as the mesh size is refined. We are currently investigation both
combinatorial and numerical approaches to this null space problem, and combinations of these,
that take advantage of the special structure of this particular problem.
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The state of algebraic multigrid: where did we come from, where are we now, and
where are we going?

Van Emden Henson

Recently the algebraic multigrid (AMG) method has become a relatively hot area of research
among computational mathematicians. Primarily, this is due to the fact that ever-increasing
computing power, especially the development of massively parallel processors, has enabled sci-
entists to pose problems on extremely large, unstructured grids. As the problem sizes grow
larger, their condition typically degrades; in addition, most methods today are not scalable,
meaning that as the problem size increases, the time–to–solution increases faster. Multigrid
methods are provably scalable for model problems on nice grids, and have been shown to be
scalable in practice for many problems. However, for unstructured grids, there is no easy way
to generate the hierarchy of grids and operators to make an effective multigrid method.

Algebraic multigrid, however, is a family of methods specifically designed to address this diffi-
culty. Beginning with only the entries of the operator matrix, AMG automatically chooses
coarse ”grids,” interpolation and restriction operators, and coarse-grid operators, allowing
multigrid cycling to be applied to unstructured problems.

Early on in AMG research there was ”the AMG method,” introduced by Brandt, McCormick
and Ruge [1] and popularized by Ruge and Stüben [2]. However, as interest in the area has
grown steadily, especially in the past five years or so, the term AMG has come to represent
whole families of methods, loosely related by using primarily algebraic information to construct
multigrid components. But many of these methods are no longer purely algebraic; varying
amounts of geometric or other information may be used in constructing the AMG components.
As a result, the term “AMG” now must be defined rather carefully wherever it is used, and to
the outsider, the field may seem hopelessly jumbled.

In this work we attempt to weave a coherent picture of where AMG research stands today, and
put it into context in terms of where it came from and where it is going. As a unifying theme, we
observe that in geometric multigrid the purpose of the coarse grid is to correct out the smooth
error that remains after relaxation. Many AMG algorithms thus contain, implicitly or explicitly,
some underlying assumption about what constitutes “smooth error.” Indeed, it is possible to
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classify AMG algorithms based largely on the nature of the assumptions they make about
the algebraic nature of smoothness. For example, some AMG algorithms assume that smooth
error is characterized by residuals much smaller than the error, i.e., that ||r|| ≪ ||e|| in an
appropriate norm. Others may view smooth error as being characterized by smallenergy norm,
〈Ae, e〉 ∼ 0, while still others may assume that the smooth error is spanned by the eigenvectors
of the operator associated with the smallest eigenvectors. There are other assumptions made
in other AMG algorithms, as well, such as smoothness as illuminated by compatible relaxation.
In many settings, these assumptions are equivalent, but the fact that one or another is viewed
as primary can sometimes be considered to guide the algorithmic development.

We attempt here to unify these ideas, pointing out the assumptions in some of the major
branches of AMG research, such as the “classical” AMG of Ruge and Stüben, the element-
based AMGe family of algorithms, smoothed aggregation, and Achi Brandt’s Bootstrap AMG
family. We examine the characterizations of smoothness that underly these branches, and point
out how they differ from one another in philosophy, design, and development. We observe that
the choice of characterization is often driven by features of the problem to be solved.

Finally, we note that a major goal of AMG research is to produce an extremely robust algorithm
that has no hidden underlying assumptions about smooth error, and we describe some of the
current research directions that are aimed at achieving this goal.
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Solving the Indefinite Least Squares Problem by Hyperbolic QR Factorization

Adam Bojanczyk
Nicholas J. Higham
Harikrishna Patel

The indefinite least squares (ILS) problem takes the form

ILS : min
x

(b − Ax)T J(b − Ax),

where A ∈ R
m×n, m ≥ n, and b ∈ R

m are given and J is the signature matrix

J =

[
Ip 0
0 −Iq

]
, p + q = m.

For p = 0 or q = 0 we have the standard least squares problem and the quadratic form is
definite, while for pq > 0 the problem is to minimize a genuinely indefinite quadratic form.
We develop perturbation theory for the problem and identify a condition number. We describe
and analyze a method for solving the ILS problem based on hyperbolic QR factorization. This
method has a lower operation count than one recently proposed by Chandrasekaran, Gu and
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Sayed [2] that employs both QR and Cholesky factorizations. We give a rounding error analysis
of the new method and use the perturbation theory to show that under a reasonable assumption
the method is forward stable. Our analysis is quite general and sheds some light on the stability
properties of hyperbolic transformations. In our numerical experiments the new method is just
as accurate as the method of Chandrasekaran, Gu and Sayed.
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Harmonic Singular Values

Michiel E. Hochstenbach

The computation (or approximation) of the smallest singular value of a large sparse matrix
is a big challenge, having many important applications, for example the computation of pseu-
dospectra.

Harmonic singular values are an attempt to approximate the smallest singular value from search
spaces. The word “harmonic” expresses that this is done by approximating the largest singular
value of the inverse of the matrix. We give a definition, some properties, and show how harmonic
singular values can be incorporated in subspace methods. Their use is illustrated by some
applications.
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A Calculus Approach to the Convergence of Jacobi and QR-type Algorithms

Knut Hüper

Higher order local convergence properties of iterative matrix algorithms are in many instances
proven by means of tricky estimates. E.g., the Jacobi method, essentially, is an optimization
procedure. The idea behind the proof of local quadratic convergence for the cyclic Jacobi
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method applied to a Hermitian matrix lies in the fact that one can estimate the amount of
descent per sweep, see Henrici (1958) [7]. Later on, by several authors these ideas where
transferred to similar problems and even refined, e.g., Jacobi for the symmetric eigenvalue
problem, Kogbetliantz (Jacobi) for SVD, skew-symmetric Jacobi, etc..

The situation seems to be similar for QR-type algorithms. Looking first at Rayleigh quotient
iteration, neither Ostrowsky (1958/59) [12] nor Parlett [13] used Calculus to prove local cubic
convergence.

About ten years ago there appeared a series of papers where the authors studied the global
convergence properties of QR and RQI by means of dynamical systems methods, see Batterson
and Smillie [2, 3, 4], Batterson [1], and Shub and Vasquez [14]. To our knowledge these papers
where the only ones where Global Analysis was applied to QR-type algorithms.

The objective of this talk is twofold.

At first we present a Calculus approach to the local convergence analysis of the Jacobi algorithm
as well as to QR-type algorithms. Considering these algorithms as selfmaps on a manifold
(i.e., projective space, isospectral or flag manifold, etc.) it turns out, that under the usual
assumptions on the spectrum, they are differentiable maps around certain fixed points. For a
wide class of Jacobi-type algorithms this is true due to an application of the Implicit Function
Theorem, see [5, 6, 8, 9, 10, 11]. For symmetric QR-type algorithms including those with
nonconstant shifts the verification is more subtle. By a standard Taylor expansion argument
one then proves local quadratic or even cubic convergence.

At second, we will present a new shifted QR-type algorithm, which is somehow the true gener-
alization of the RQI to a full symmetric matrix, in the sense, that not only one column (row) of
the matrix converges cubically in norm, but the off-diagonal part as a whole. Rather than being
a scalar, our shift is matrix valued. We strive to show by this example how fruitful the Calculus
approach can be and give an outlook including algorithms for the nonsymmetric eigenvalue
problem.
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Extending Iterative Methods to Nonnormal Problems

Marko Huhtanen

Extending iterative methods, optimal in some sense, beyond Hermitian matrices is a challenging
problem; see, e.g., [4, Chapter 6] for an informative discussion. Recently there has been progress
in this regard as two different optimal methods have been discovered for normal matrices. One
relies on a 3-term recurrence [5, 7] and the other on a recurrence with a slowly growing length
[3, 8, 9]. In light of these algorithms it seems that the main task at the moment is to find ways
to extend these methods to nonnormal problems. This is bound to happen, most likely, in a
different way compared with how algorithms for Hermitian matrices were modified for dealing
with general problems during the last 30 years or so. To give an example on solving linear
systems, one might try splitting the coefficient matrix into a sum of a normal matrix and a
small rank matrix and then inner-outer iterate by using optimal methods with the normal part
[10, 6]. In this talk we introduce other unconventional ways to extend optimal methods to
solving nonnormal linear systems and eigenvalue problems. To this end we consider the set
of binormal matrices [2] as well as its unitary orbit. These two families of matrices are then
associated with polynomially normal matrices of low degree.
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Binormal matrices possess a 2-by-2 block structure with commuting normal matrices as blocks.
These matrices are typically far from being normal with respect to the classical measures of
nonnormality. However, there are ways to relate these matrices to normal matrices. For this
purpose we introduce decompositions yielding any invertible binormal matrix as product of a
normal matrix and one or two nontrivial involutions. Obtained via a modification of the Schur
complement, there is nothing particularly deep in these decompositions. What interests us more
is the fact that all the factors can be regarded as being polynomially normal matrices of low
degree. This yields a more fruitful link to the set of normal matrices.

Polynomial normality is originally an infinite dimensional operator theoretic concept; see [12]
and references therein. To adapt this to finite matrices, we define A ∈ Cn×n to be polynomially
normal of degree d if there exists a monic polynomial p of degree d such that p(A) is normal and
q(A) is not normal for any monic q with deg(q) < d. Modulo a constant term, p is unique. In
particular, involutions are polynomially normal matrices of degree 2. The degree is very critical
for our purposes, motivated by computations, as otherwise, by employing the characteristic
polynomial, the concept is vacuous for matrices. Again the set of binormal matrices provides
us an interesting example since its elements are polynomially normal of degree at most half of
the dimension of the underlying space.

Since polynomial normality of particular degree remains invariant in unitary conjugations, it
is natural to consider the unitary orbit of the set of binormal matrices denoted by BN . This
gives rise to a very interesting family of matrices originally considered in a completely different
context [15]. Moreover, elements of BN seem to have appeared also in analyzing and illustrating
various aspects of iterative methods [14]. They also can be naturally linked with [16].

Aside from being an interesting concept from the point of view of matrix analysis, polynomial
normality yields a way to solve iteratively linear systems with optimal methods for normal
matrices. Namely, a polynomially normal matrix A ∈ Cn×n of degree d can readily be factored
as A = Ns(A)−1, for a normal matrix N and a polynomial s of degree d − 1. In practice the
computation of the inverse is never realized since solving a linear system Ax = b, with a vector
b ∈ Cn×n, can be converted into solving

Nx = s(A)b. (1)

Thus, algorithms for normal matrices can be employd with this system obtained. Stated in the
context of polynomial preconditioning, we are concerned with finding a polynomial with the
aim at obtaining a normal matrix when evaluated at A.

For recent attempts to extend “commutative spectral theory” of normal matrices to nonnormal
matrices, see [1, 13, 11] and references therein. In our approach having p(A) normal for a monic
polynomial p implies that with p(A) we can employ methods for normal matrices for locating
eigenvalues. Consequently, sparse matrix algorithms relying on real analytic techniques recently
introduced in [9] become available. It remains to convert the information computed to concern
A. This is readily achieved with two simple applications of the spectral mapping theorem.

Considering iterative methods in a larger context, it seems to be a somewhat narrow point of
view to measure nonnormality of A exclusively. Since any application of an iterative method
involves polynomials in A, it is more natural to inspect the least nonnormality of the family

{p(A)}p monic, deg(p)≤k (2)

for some fixed k ≪ n. If A is not normal but some p(A) is, then we can associate a canonical
Schur decomposition with A as well as give a qualitative description of the related matrix Krylov
subspace. If there are no normal matrices among (2), then we ask how far is this family from
the set of normal matrices. This is also a more realistic approach in practice since it is not
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reasonable to expect a given nonnormal matrix to be polynomially normal of low degree. Then
one can hope to get normal matrices with polynomials in A by simultaneously employing small
rank perturbations.
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The Quasi-Sparse Eigenvector Method

Ilse Ipsen

This talk concerns eigenvalue problems and computations that occur in chemistry and physics
at the quantum mechanical level.

At low temperatures the behaviour of quantum systems is determined by properties of the
low energy eigenstates. One is interested in the separation between the low energy levels
and subsequent higher levels. For manageable finite-dimensional systems one finds a basis
representation, computes the entries of the Hamiltonian matrix, and uses standard sparse matrix
software to find the (algebraically) smallest eigenvalues and eigenvectors. This is practically
feasible for extremely sparse matrices of order up to 107.

However it is not sufficient for realistic models of most physical systems in 2 or more dimensions:
A small two-dimensional square consisting of a grid of 10×10 sites, each with an up or down spin,
generates a Hilbert space with 2100 ≈ 1030 dimensions. In many practical problems the Hilbert
spaces are much larger and the Hamiltonian matrices must be regarded as infinite-dimensional.

The QSE Method. We consider a recently introduced method [LSL01, Sal01, LSW00] based
on a hybrid diagonalization/Monte Carlo approach. We focus on the ‘diagonalization’ part
which is implemented via the so-called quasi-sparse eigenvector (QSE) method, which is de-
signed to approximate low energy eigenvalues and eigenvectors of a large, possibly infinite
quantum Hamiltonian matrix H.

The QSE method finds an (algebraically) smallest eigenvalue and an associated eigenvector as
follows [LSL01, Sal01]. Pick a finite set of basis vectors {bi}n

i=1, and let S be the space spanned
by this basis.

1. Let HS be the restriction of H to S. Determine a smallest eigenvalue λS and an associated
(normalized) eigenvector vS =

∑n
i=1 cibi of HS .

2. Discard those components cj of vS that are sufficiently small in magnitude.

3. Replace a basis vector bj corresponding to a discarded cj by a new basis vector bk such
that b∗kHbj 6= 0.

4. Let S be the subspace spanned by the new and retained basis vectors and goto Step 1.

Analysis. If the basis {bi}n
i=1 is orthonormal then Step 1 of the QSE amounts to a Raleigh

Ritz method. In the special case of canonical vectors, HS is simply a principal submatrix of H.
The idea of picking out submatrices corresponding to large eigenvector components has been
considered by Parlett [Par96] and even Wilkinson [Wil65, §5.59] for computing eigenvectors
corresponding to clustered eigenvalues of real, symmetric tridiagonal matrices.

It is not surprising that the QSE method determines good eigenvalue and eigenvector approxi-
mations. It is unclear, though, why the QSE method tends to find approximations to a smallest
eigenvalue and corresponding eigenvector for quantum Hamiltonian matrices. We will discuss
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the structure of these matrices and the properties responsible for pushing the smallest eigenvalue
to the top.

The desired eigenvalue accuracy is an error at the 5-10 percent level, in the following sense.
Since the most important observable quantity here is the separation of a smallest eigenvalue
from a next smallest one, a 5% error means that the separation of the computed eigenvalues
should not differ by more than 5% from the separation of the true eigenvalues. Number the
eigenvalues of H in order of increasing real parts, λ1 ≤ λ2 ≤ . . ., as well as the computed
eigenvalues, λ̂1 ≤ λ̂2 ≤ . . .. Then one wants

|(λ̂2 − λ̂1) − (λ2 − λ1)|
|λ2 − λ1|

< .05,
|(λ̂3 − λ̂1) − (λ3 − λ1)|

|λ3 − λ1|
< .05, . . . .

This means we have to compute the separation of the smallest eigenvalue from all others to a
specified relative accuracy. We will discuss several approaches to achieve this.

Numerical experiments show that the QSE method is effective if the (normalized) eigenvectors
v1 =

∑
j cjbj corresponding to a smallest eigenvalue λ1 of H are quasi-sparse, that is, most

components cj are small in magnitude. In the context of clustered eigenvalues, quasi-sparsity of
a subspace appears to be related to the concept of envelope [Par96], defined for real symmetric
tridiagonal matrices. We will discuss how well the QSE vectors approximate the true eigenvec-
tors. In test problems involving finite Hermitian matrices, the cosine between true eigenvectors
and QSE approximations tends to exceed .9 after 15 iterations. We are working on bounding
the angle between exact eigenvectors and QSE vectors, guided by previous results on absolute
and relative sin θ theorems [Ips00a, Ips00b, Ips].

The quasi-sparsity of the eigenvectors of H is important for the efficiency of the QSE method
and the overall accuracy of the computed eigenvectors. If the eigenvectors are quasi-sparse the
QSE method is efficient and delivers sufficiently accurate eigenvalues and eigenvectors. If the
eigenvectors are not quasi-sparse, the QSE method is slow, does not deliver the desired accuracy
and a subsequent Monte Carlo method has to take over part of the work.

Numerical experiments show that eigenvectors corresponding to small eigenvalues tend to be
quasi-sparse if the spacing between neighboring energy levels is sufficiently large. We will quan-
tify what ‘large’ means in this context for Hermitian matrices H. In particular, we will con-
sider existing results on the size of eigenvector components, for Hermitian tridiagonal matrices
[Par80, PW84], scaled diagonally dominant matrices [BD90], and Hermitian positive-definite
matrices [Mat97]. One approach is to shift H, once the appropriate eigenvalues have been
determined, so that H + σI is positive-definite, and then to apply results similar to those in
[Mat97] to analyze quasi-sparsity of the eigenvector components.

This is joint work with Dean Lee and Nathan Salwen, Physics, NCState.
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Solution of Symmetric Word Equations

Charles R. Johnson

A “word” is a finite sequence of juxtaposed letters (repetitions allowed) from a given alphabet.
For example, ABAABB is a word of length 6 in two letters. Here the letters will be square
matrices and a word will be interpretted as a product. The question of the possible eigenvalues of
a given word in two positive definite letters (in particular whether they are necessarily positive)
arises in quantum physics. In our study of the problem, ”symmetric words” play a key role. A
word is called symmetric (or a palindrome) if it reads the same left-to-right as right-to-left. A
symmetric word in positive definite letters is necessarily positive definite. By a ”symmetric word
equation” we mean one of the form S(A,B) = P, in which S is a symmetric word in the two letters
A and B and P is a fixed positive definite matrix. The particular situation that is important to
us is the one in which B and P are given independent positive definite matrices, and we wish
to solve for a positive definite A. (This may also be viewed as a noncommutative generalization
of the classical, degenerate case in which S(A,B) = Ak and A is the positive definite k-th root
of P.) Solution of such equations is, by no means, easy, at either a theoretical or practical
level. We first show that a solution necessarily exists (a key and nontrivial issue), regardless

94



of B and P and then give a convergent algorithm, suggested by semidefinite programming, to
calculate A. All of this hinges upon the analytic solution of the first nontrivial symmetric word
equation: ABA = P, which is unique. However, it appears that few symmetric word equations
have ”closed form” solutions. Computational experience suggests that, in general, a solution is
unique. Other applications include the algebraic Riccati equation, and further open questions,
including ones about generalization of the symmetric word equation, will be mentioned. This
is joint work with C. Hillar (Berkeley).

Perturbation Theory for Matrix Congruential Forms

Two n-by-n matrices A and B are said to be congruent if there is an invertible matrix C such that
B = C∗AC. Congruence is an equivalence relation on n-by-n matrices that arises in a variety
of ways (eg study of the algebraic Riccati equation and indefinite scalar products, as well as the
classical change of variables in mechanics). A matrix A is called unitoid if it is congruent to a
diagonal matrix. A calculation shows that A is unitoid if and only if the two arbitrary Hermitian
matrices: A+A∗ and i(A−A∗) happen to be simultaneously diagonalizable by congruence. It is
not difficult to see that for some pairs of Hermitian matrices, simultaneous diagonalizability (by
congruence) is lost under small independent Hermitian perturbations, while for other pairs, it is
retained. Though there are some obvious sufficient conditions for retention, it has been difficult
to distinguish these two possibilities theoretically, and more difficult still to quantify retentive
perturbations numerically. Our purpose here is to describe a perturbation theory for the special
forms of general matrices under congruence, which, in particular, addresses the above question,
among others. This is joint work with S. Furtado (Porto).
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Parallel and Blocked Algorithms for Reduction of a Regular
Matrix Pair to Hessenberg-Triangular and Generalized Schur Forms

Björn Adlerborn
Krister Dackland

Bo K̊agström

We present blocked as well as parallel variants of standard algorithms for solving the generalized
nonsymmetric eigenvalue problem (GNEP) Ax = λBx, where A and B are real n×n matrices.
The methods considered transform (A, B) to more condensed forms using orthogonal equivalence
transformations.

In [6], we introduced a three-stage method for reduction of a regular matrix pair (A, B) to
generalized Schur form (S, T ), where S is upper quasi-triangular and T is upper triangular.
The first two stages define a blocked algorithm for reduction of (A, B) to upper Hessenberg-
triangular form (H, T ). In stage one, (A, B) is reduced to block upper Hessenberg-triangular
form (Hr, T ) using mainly level 3 (matrix-matrix) operations that permit data reuse in the
higher levels of a memory hierarchy. In the second stage, all but one of the r subdiagonals
of Hr are set to zero using Givens rotations. The algorithm proceeds in a sequence of super-
sweeps, each reducing m columns. The updates with respect to row and column rotations are
organized to reference consecutive columns of A and B. To further improve the data locality,
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all rotations produced in a super-sweep are stored to enable a left looking reference pattern,
i.e., all updates are delayed until they are required for the continuation of the super-sweep.
The third stage is a blocked variant of the single-/double-shift QZ method [14] for computing
the generalized Schur form of (A, B) in upper Hessenberg-triangular form. The blocking for
improved data locality is done similarly, now by restructuring the reference pattern of the
updates associated with the bulge chasing in the QZ iteration. We present timing results
showing that our blocked variants outperform the current LAPACK routines, including drivers
for the generalized eigenvalue problem, by a factor 2–5 for sufficiently large problems.

We will also discuss parallel ScaLAPACK[3]-style algorithms of the two-stage reduction to
Hessenberg-triangular form [5, 1] as well as parallel versions of our blocked QZ-based algorithms
for computing the generalized Schur form of (A, B) [6] (on-going work). This work is essential
since the reduction to generalized Schur form is a fundamental operation in large-scale control
applications [16]. We also derive hierarchical performance models used for algorithm analysis
and selection of near-to-optimal blocking parameters and grid sizes [4].

Our software will be designed for integration in state-of-the-art software libraries such as LA-
PACK [2], ScaLAPACK [3] and SLICOT [16]. Related earlier contributions include theory,
algorithms and software for the generalized eigenvalue problem Ax = λBx, including reordering
of eigenvalues in the generalized Schur form, the computation of eigenspaces with specified spec-
trum, and condition estimation of eigenvalues, eigenvectors etc which results in error bounds
for computed quantities [13, 12]. The reordering of specified eigenvalues is performed with a
direct orthogonal transformation method with guaranteed numerical stability [9]. A fundamen-
tal tool in these results are robust and efficient algorithms for solving the generalized (coupled)
Sylvester equation [13, 10, 11, 15]. The software described above is included in LAPACK Re-
lease 3.0 [2]. Our very recent recursive blocked algorithms for solving triangular Sylverster-type
matrix equations [7, 8] will appear in a future release of SLICOT [16].
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I would also like to make pointers to our research on

• Theory, algorithms and software tools for matrix pencil computations with applications in
computer-aided control system design (CACSD) (see abstract by Erik Elmroth for more
information and some references).

The people involved in our research at Ume̊a University include Erik Elmroth, Pedher
Johansson, Stefan Johansson and Bo K̊agström.

• Recursive blocked algorithms and hybrid data structures for dense matrix computations
(see abstracts by Fred Gustavson and Isak Jonsson for more information and some refer-
ences).

The people involved in our research include Erik Elmroth, Isak Jonsson and Bo K̊agström
at Ume̊a University, and Fred Gustavson at IBM T.J. Watson Research Center.
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Cutoff In Markov Chains and the Small-World Problem

Philip Knight

The small-world phenomenon [6] formalises the idea that by linking circles of acquaintances, we
can form a remarkably short connection between any two people on the planet—the so-called
“six degrees of separation” [3]. Similar small-world networks have since emerged in a variety of
disciplines, and recently it was shown to arise in the context of Markov chains [4]. This can be
achieved by adding an appropriate small perturbation to a stochastic matrix. A comparison of
mean-hitting times in the undisturbed and perturbed chains can indicate the appearance of a
small-world network.

In this work we look at a number of Markov chains, some of which exhibit a cutoff phe-
nomenon [1]. Here, convergence to the steady state occurs all of a sudden after an initial phase
where little seems to be happening. By applying appropriate perturbations to our matrices we
can introduce or change the nature of a cutoff. If we keep the structure of perturbations simple
(for example, if they are rank-1) we can give a rigorous analysis to support our observations.

Amongst the examples we look at are the random walk on a hypercube, the coupon-collector’s
problem, and a model used in [2] to illustrate the effects of a matrix’s spectrum on cutoff.

For a random walk on a hypercube we look at the time it takes to move between vertices at
maximum distance from each other. In the undisturbed model, no cutoff occurs. By lump-
ing [5, Chap. 6] the relevant stochastic matrix and adding a uniform perturbation, a cutoff is
introduced.

In the coupon collector’s problem there are n different coupons to collect. These are obtained
one at a time at random. The probability that a collector with N coupons has a complete set
exhibits a cutoff at N = n log n. We give a physically meaningful perturbation to our problem.
This brings the cutoff forward so that it occurs for N = O(n). Unlike the original matrix, the
perturbed matrix has a spectral gap. We comment on the significance of this observation in
relation to the results in [2].
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Toward the Optimal Preconditioned Eigensolver:
Locally Optimal Block Preconditioned Conjugate Gradient Method

Andrew Knyazev

Numerical solution of extremely large and ill conditioned eigenvalue problems is attracting a
growing attention recently as such problems are of major importance in applications. They
arise typically as discretization of continuous models described by systems of partial differential
equations (PDE’s). For such problems, preconditioned matrix-free eigensolvers are especially
effective as the stiffness and the mass matrices do not need to be assembled, but instead can
be only accessed through functions of the corresponding vector-matrix products.

It is well recognized that traditional approaches are inefficient for very large eigenproblems.
Preconditioning is the key for significant improvement of the performance as it allows one to
find a path between Scylla of expensive factorizations and Charybdis of slow convergence. The
study of preconditioned linear solvers has become a major focus of numerical analysts and
engineers. For eigenvalue computations, preconditioning is much more difficult; and presently
there are more questions than answers, even in the symmetric case.

While the mainstream research in the area introduces preconditioning in eigenvalue solvers using
preconditioned inner iterations for solving linear systems with shift-and-invert matrices, our
approach is to incorporate preconditioning directly into Krylov-based iterations. This results in
simple, robust, and efficient algorithms, in many preliminary numerical comparisons superior to
inner-outer schemes commonly used at present, e.g., to the celebrated inexact Jacobi-Davidson
methods. For symmetric eigenproblems, the suggested Locally Optimal Block Preconditioned
Conjugate Gradient (LOBPCG) method not only outperforms the inexact Jacobi-Davidson
methods in many cases, but even exhibits properties of the optimal algorithm on the whole
class of the preconditioned eigensolvers, which includes most presently known methods; e.g.,
the generalized Davidson, trace minimization and inexact continuation methods.

To be more specific, let us consider a generalized eigenvalue problem (A − λB)x = 0 with
real symmetric positive definite matrices A and B, where we are interested in computing p
smallest eigenvalues and corresponding eigenvectors. An important class of eigenproblems is
that of mesh eigenproblems, arising from discretizations of PDEs, e.g., in structural mechanics,
where it is usual to call A the stiffness matrix, and B the mass matrix. To accelerate the
convergence, we introduce a preconditioner T . In many engineering applications, preconditioned
iterative solvers for linear systems Ax = b are already available, and efficient, e.g., multilevel
or incomplete factorization based, preconditioners T ≈ A−1 are constructed. The peculiarity of
the preconditioning we recommend is that no eigenproblem specific preconditioners are used.
Instead, we propose the same T be used to solve the eigenvalue problem. We assume that the
preconditioner T is symmetric positive definite.

We define [2-4] a preconditioned single-vector, for p = 1, eigensolver for the pencil A− λB as a
generalized polynomial method: x(k) = Pk(TA, TB)x(0), where Pk is a polynomial of the k-th
degree of two independent variables, x(0) is an initial guess, and T is a fixed preconditioner.
Thus, the approximation x(k) belongs to the generalized Krylov subspace Kk

(
TA, TB, x(0)

)
.
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It is important to realize that this definition is very broad, e.g., it is general enough to embrace
most known preconditioned iterative methods for computing the extreme eigenpair, using a fixed
preconditioner, no matter what the origin of a particular solver is. Now, one can immediately
understand the difficulties, which are emanated from the fact that the Krylov subspace is
constructed using polynomials of two noncommuting matrix variables. The majority of known
tools developed for the Lanczos and PCG methods, most importantly, the theory of orthogonal
polynomials, fails us in this case. A novel ground-breaking theory is apparently needed here.

Having our definition of the class of preconditioned eigensolvers, we can introduce the global
optimization method for computing the first eigenpair by minimizing the Rayleigh quotient
λ(x) on the generalized Krylov subspace. While this method provides optimal accuracy on the
generalized Krylov subspace, it is also exceedingly expensive as the dimension of the subspace
grows exponentially and no short-term recurrence to find the optimum is known (and, perhaps,
is even possible). For block methods, when p > 1, we introduce the generalized block Krylov
subspace. The block global optimization GLOBAL method computes approximate eigenvectors
as corresponding Ritz vectors on this subspace and is used for accuracy benchmarks.

To introduce another benchmark, let us suppose that the minimal eigenvalue λ1 is already
known, and we just need to compute the corresponding eigenvector x1, an element of the
null–space of the homogeneous system of linear equations (A − λ1B)x1 = 0. What would
be an ideal preconditioned method of computing x1 under the assumption that λ1 is known?
As such, we choose the standard PCG method. It is well known that the PCG method can
be used to compute a nonzero element of the null–space of a homogeneous system of linear
equations with symmetric and nonnegative definite matrix if a nonzero initial guess is used
and the preconditioner is symmetric positive definite. This Ideal method is suggested [4] for
benchmarking of the accuracy and costs of practical eigenvalue solvers, when p = 1.

We now introduce [1-4] single-vector, p = 1, LOPCG method for the pencil A − λB:

x(i+1) = w(i) + τ (i)x(i) + γ(i)x(i−1), w(i) = T (Ax(i) − λ(i)Bx(i)), λ(i) = λ(x(i)), γ(0) = 0, (1)

with scalar iteration parameters τ (i) and γ(i) chosen using an idea of local optimality, namely,
select τ (i) and γ(i) that minimize the Rayleigh quotient λ(x(i+1)) by using the Rayleigh–Ritz
(RR) method. Dropping the vector x(i−1) from (1) turns it into the steepest descent and dra-
matically slows it down, according to our numerical tests [2,3,6]. However, adding more vectors
x(i−2), etc. to the scheme (1) does not increase the speed as shown in numerical simulations
[6] for a FEM approximation of the Laplacian preconditioned with a V (2, 2) multigrid. More-
over, in a different set of numerical tests [4] the LOPCG converges with the same speed and is
practically as efficient as the Ideal method. There is no explanation for these observations yet.

The LOBPCG is simply a block, for p > 1, version of (1), where all 3p vectors span the
RR trial subspace. The LOBPCG, numerically compared with the GLOBAL method for a
model problem with p = 3, mysteriously is able to reproduce essentially the same optimal
approximation quality of the GLOBAL, even though dimensions of the block generalized Krylov
subspace in GLOBAL are: 9, 21, 45, 93, 189, 381, 765, while the LOBPCG method uses local
optimization only on 9-dimensional subspace on every step. A rigorous theoretical explanation of
excellent convergence of the LOBPCG remains challenging and needs innovative mathematical
ideas. The best presently known theoretical convergence rate estimate is proved in 2001 in
an extensive four-parts paper, see [5] and references there, but it still does not capture some
important convergence properties of the LOBPCG.

We also provide results of numerical comparison of the LOBPCG with inexact JacobiDavid-
son, Generalized Davidson, Preconditioned Lanczos and inexact Rayleigh Quotient Iterations,
suggesting that LOBPCG is practically one of the top preconditioned eigensolvers.
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A MATLAB code of the LOBPCG method and the Preconditioned Eigensolvers Benchmarking
are available at http://www-math.cudenver.edu/̃ aknyazev/software/CG/ . Parallel versions
using PETSc and Hypre are in progress; preliminary numerical results are provided.
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Accurate and Efficient Matrix Computations with Totally Positive Generalized
Vandermonde Matrices Using Schur Functions

James Demmel
Plamen Koev

Totally positive Vandermonde and Cauchy linear systems can be solved very accurately, regard-
less of condition number, using Björck-Pereyra-type methods. We explain this phenomenon by
the following facts. First the Björck-Pereyra methods, written in matrix form, are nothing
else but an accurate and efficient bidiagonal decomposition of the inverse of the matrix, as
is obtained by Neville Elimination with no pivoting. Second, each nontrivial entry of this
bidiagonal decomposition is a product of two quotients of (initial) minors. We conclude that
Björck-Pereyra-type methods exist for every totally positive matrix whose (initial) minors are
computable accurately and efficiently.
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We apply this theory to Totally Positive generalized Vandermonde matrices:

G =




xa1

1 xa2

1 . . . xan

1

xa1

2 xa2

2 . . . xan

2
. . .

xa1
n xa2

n . . . xan
n


 ,

where 0 ≤ a1 < a2 < . . . < an are integers and 0 < x1 < x2 < . . . < xn.

The clue to the accurate and efficient computation of minors of those matrices is the accurate
and efficient computation of the Schur function sλ(x1, . . . , xn), because of the relationship

det G = det V · sλ(x1, . . . , xn),

where V =
[
xj−1

i

]n
i,j=1

is the ordinary Vandermonde matrix. We exploit the combinatorial

properties of the Schur function to derive a recursive algorithm for its computation, resulting
in Björck-Pereyra-type algorithms for this class of matrices.

Time permitting, we will also present a new O(n3) algorithm for computing the SVD of Vander-
monde and Chebyshev-Vandermonde matrices to high relative accuracy regardless of condition
number.
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Analytic Perturbation Theory with Applications to Vibrations and Gyroscopic Systems

Peter Lancaster

A unifying treatment is made of scattered results in analytic perturbation theory due to Rellich,
Lidskii, Langer and Najman, the author with R.O. Hryniv, and others. Vibrating (and gyro-
scopic) systems frequently have transfer functions of the form L(λ, α) = λ2A(α)+λB(α)+C(α).
For example, linear undamped gyroscopic systems frequently take the form

L(λ, α) = λ2I + λiαG − (W − α2K).

Perturbation theory is conveniently formulated for more general functions L(λ, α) which are
analytic in λ and α. Eigenvalue functions, λ(α) and eigenvector functions x(α) then satisfy

L(λ(α), α)x(α) = 0.

A review is presented of classical and recent results concerning the perturbation of multiple
eigenvalues of L(λ, α0) for a fixed α0, together with some extensions. Applications are made to
vibrating systems and, especially, gyroscopic systems.

In many important situations stability of the system depends on the way in which a multiple
eigenvalue behaves under perturbations of the parameter α. Without loss of generality, it is
assumed that the unperturbed value of α is α0 = 0.

Five special cases are formulated and, although their analysis originates in scattered sources,
they are presented and described in a unifying framework. As far as possible, results are
formulated in terms of just three (constant) matrices. Namely, L0 := L(λ0, 0),

Lα,0 :=

[
∂L

∂α

]

λ0,0

Lλ,0 :=

[
∂L

∂λ

]

λ0,0

.
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The nullspace, or kernel of the matrix L0 plays an important role and is denoted by K = Ker L0.
The five cases are as follows:

CASE 1: If λ0 is a simple eigenvalue of L0 then, in some neighbourhood of α = 0, there is
an analytic eigenvalue function λ(α) such that limα→α0

λ(α) → λ0, and an associated analytic
eigenvector function x(α).

(When the unperturbed eigenvalue is multiple, the notions of “semisimple”, “definite” and
“α-definite” eigenvalues are introduced and play important roles.)

CASE 2: Let L(λ, α) be hermitian and λ0 be a real eigenvalue of L(λ, 0) of definite type with
algebraic multiplicity m. Then there is a neighbourhood L of λ0 and a neighbourhood A of
α = 0 such that L(λ, α) has real eigenvalues λ1(α), λ2(α), . . . , λm(α) in L as long as α ∈ A.
These eigenvalues and corresponding orthonormal eigenvectors x1(α), x2(α), . . . , xm(α) can be
chosen analytic functions of α in A.

CASE 3: Let L(λ, α) be hermitian and λ0 be a semisimple real eigenvalue of α-definite type
and multiplicity m. Then there is a neighbourhood L of λ0 and a neighbourhood A of α = 0
such that L(λ, α) has real eigenvalues λ1(α), λ2(α), . . . , λm(α) in L which converge to λ0 as
α → 0. These eigenvalues and corresponding orthonormal eigenvectors x1(α), x2(α), . . . , xm(α)
can be chosen analytic functions of α in A.

CASE 4: Let L(λ, α) be hermitian and λ0 be a real eigenvalue of L(λ, 0) with α-definite type.
If λ0 is NOT semisimple, then continuous eigenvalue functions λ(α) for which limα→0 λ(α) = λ0

cannot all be analytic functions at λ0.

CASE 5 Let λ0 be a semisimple eigenvalue of L(λ, 0). If [Lα,0]K is nonsingular, and the
eigenvalue problem for the linear pencil

[Lα,0]K + µ[Lλ,0]K (1)

has g distinct eigenvalues, then there is a neighbourhood L of λ0 and a neighbourhood A of
α = 0 such that L(λ, α) has eigenvalues λ1(α), λ2(α), . . . , λg(α) in L as long as α ∈ A and, for
each j, λj(α) → λ0 as α → 0. These eigenvalues satisfy asymptotic relations of the form

λj(α) = λ0 + µjα + o(|α|)

as α → 0. Furthermore, for j = 1, 2, . . . , g, µj =
dλj

dα are the eigenvalues of (1) suitably ordered.

(Here, g is the dimension of K.)

These cases appear in discussions of the following problem areas:

• Strong stability for damped vibrations and gyroscopic systems.

• Divergence in damped vibrating systems.

• Divergence in gyroscopic systems.

• Flutter instability in gyroscopic systems.
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Bypassing the Ill-Conditioning when Computing Radial Basis Function Approximations

Bengt Fornberg
Grady Wright

Elisabeth Larsson

Radial basis functions (RBFs) are of interest because, given multivariate scattered data, they
can provide very accurate interpolants and derivative approximations. Let the data, fj , be
given at the points xj ∈ Rd, j = 1, . . . , N . Starting with almost any scalar function φ(r), we
can form an approximation, s(x), to the true function, f(x), by expanding in translates of the
RBF in the following way:

s(x) =
N∑

j=1

λjφ(‖x − xj‖). (1)

Note that each translate is centered at one of the data locations. Collocation with the data
leads to a symmetric linear system of equations,

Aλ = f, (2)

for the expansion coefficients λ = (λ1, . . . , λN )T . The accuracy usually becomes spectral, mean-
ing that the error depends on N as c1e

−c2N , for a smooth function f(x), and for φ(r) a sym-
metric function that is analytic in some neighbourhood of r = 0. Well known RBFs of this type
include multiquadrics, φ(r) =

√
1 + (εr)2, inverse quadratics, φ(r) = 1

1+(εr)2
, and Gaussians

φ(r) = e−(εr)2 . Here, we have also included a shape parameter ε, in such a way that the RBFs
become increasingly flat as ε → 0.

Because of the spectral accuracy, the error decreases rapidly with increasing N . However, direct
numerical computation of the interpolant s(x) by means of (1) and (2) only works up to the
point where the severe ill-conditioning of A prevents further gain. For most smooth functions,
there is also another way of improving the accuracy. By decreasing the shape parameter ε for a
fixed N , we may get a very significant reduction of the error. Unfortunately, decreasing ε also
has an adverse effect on the conditioning of A. Without going into details, we give the following
formula for the condition number:

κ2(A) = CNeαNε−2K ,

where K ≈ d
√

d!N , recall that d was the number of space dimensions, and α and C are positive
constants.

Different ways of dealing with the ill-conditioning for large N are, e.g., preconditioning and/or
domain decomposition methods [1, 2]. We are proposing a method that bypasses the ill-
conditioning with respect to ε by using methods from complex analysis.

First of all, note that we are not particularly interested in finding the expansion coefficients λ,
which will approach infinity as ε → 0. What we are looking for is the value of the interpolant in
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a number of evaluation points. Although the matrix A becomes highly singular as ε → 0 (e.g.,
for N = 50 and d = 2, det(A) = O(ε570)), the interpolant is in most cases nevertheless perfectly
well behaved for all ε on the real axis and, surprisingly, has only a removable singularity at
ε = 0. It is only the intermediate step of computing λ that is unstable. In fact, if we extend
s(x, ε), for a fixed x, to the complex ε-plane, there is a region surrounding ε = 0, where the
function is well behaved and where the only possible singularities are poles.

Exploiting this fact, we can use a Cauchy integral technique to evaluate the interpolant for small
values of ε [3]. Very briefly, the algorithm is as follows: Compute s(x, ε) in a number of points
on a circle in the complex plane. This circle should be chosen as small as possible, but large
enough that the condition number of A is reasonable, and direct computation is feasible. Then
we take the inverse Fourier transform of the computed values. Assuming that s(x, ε) does not
have any poles inside the circle, this results in a Taylor expansion s(x, ε) = s0 +ε2s1 +ε4s2 + · · ·.
Using this expansion, s(x, ε) can be evaluated for any ε inside the circle. If there are poles, the
expansion also contains negative powers of ε. This part of the expansion is then transferred to
Padé form and incorporated in the results.

Results for interpolation can be found in [3] and results for elliptic PDEs in [4]. Below is
an example, where we are interpolating two smooth functions with multiquadric RBFs on the
unit disc. The table shows the smallest max norm error that could be achieved using (i)
MATLABs griddata function for our scattered points, (ii) straightforward solution of (2), and
(iii) the Cauchy algorithm. For the RBF methods, the ε-value for which the best accuracy
was achieved is also shown. RBF interpolation is in these cases significantly more accurate
than the low order methods that are available in MATLAB. Furthermore, with the Cauchy al-
gorithm, we are able to compute in regions where the standard RBF method breaks down.

N f(x, y) = exp
`

−(x − 0.1)2 − 0.5y2
´

f(x, y) = 25/
`

25 + (x − 0.2)2 + 2y2
´

MATLAB Standard RBF Cauchy RBF MATLAB Standard RBF Cauchy RBF

50 3e-3 1e-6 ε = 0.36 1e-6 ε = 0.36 2e-3 1e-9 ε = 0.23 1e-9 ε = 0.23
75 2e-3 7e-8 ε = 0.35 3e-8 ε = 0.31 1e-3 7e-9 ε = 0.35 2e-10 ε = 0.29

100 2e-3 5e-8 ε = 0.45 1e-9 ε = 0.30 7e-4 8e-9 ε = 0.45 8e-11 ε = 0.25

We

believe that this technique, alone or combined with other enhancements, increases the range
of problems that can be solved by RBF approximation. It has also given us new insights,
theoretical and practical, into what actually happens with the approximation as ε → 0.

From a more general perspective, the present Cauchy method is of interest in that it illustrates
how a numerical “excursion” into the complex plane overcomes what was previously seen as a
(perhaps even insurmountable) linear algebra ill-conditioning problem.
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An Automated Multilevel Substructuring Method for Eigenspace Computation in
Linear Elastodynamics

R. B. Lehoucq
Jeff Bennighof (Dept. of Aerospace Eng. & Eng. Mechanics, Univ. of Texas at Austin)

Dynamic analysis of a structure is typically modelled by the hyperbolic PDE

ρutt − div σ(u) = f(t) in Ω (1)

with appropriate boundary conditions and initial conditions on some simply connected domain
Ω. Here σ(u) is the linearized stress tensor associated with the displacement u, ρ is the mass
density and f is some load function of interest. If we take the Fourier transform of this PDE,
then the time derivative is eliminated and the equation

−ω2ρu − div σ(u) = f(ω)

results. The standard solution approach is to project this PDE onto the modal subspace given
by the eigenvalues and eigenvectors of the vibrational problem

−div σ(u) = λρu in Ω (2)

with the same boundary conditions as (1) where λ is the square of the natural frequency ω. The
numerical solution of this eigenvalue problem is the subject of our presentation and research
effort.

A finite element discretization of the vibrational problem (2) leads to the generalized eigenvalue
problem

Kφφ = Mφφλh (3)

where K and M are the stiffness and mass matrices of order n respectively that represent the
elastic and inertial properties of the PDE. Assuming appropriate boundary conditions, both
matrices are symmetric and positive definite. Three dimensional and complex two dimensional
structures frequently involves finite element discretizations with over with well over one million
unknowns and so a computationally intensive linear algebra problem ensues.
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Computing anything but a small subset of the eigenvalues and eigenvectors of (3) is prohibitive.
Instead, (3) is reduced in size resulting in a computationally tractable problem. The standard
reduction approach is modal truncation where only the smallest eigenvalues and associated
eigenvectors are computed. Typically, only 100—1000 modes are needed and the state-of-the-
art solution is to run a shift-invert block Lanczos algorithm [3]. Because sparse direct methods
are used for resulting linear solves, the size of the eigenvalue problems that can be solved are
limited to roughly a 2-3 million degrees of freedom. Moreover, this problem must be solved on
a large machine with a considerable amount of memory and state of the art data transfer rates.

We remark that there are approaches that either replace the sparse direct method or Lanczos
but there is, we believe, an inherent limitation. This limitations is the repeated use of the
stiffness and mass matrices and perhaps preconditioning of the large-scale algebraic problem.

An alternative to this approach is the Automated Multilevel Substructuring (AMLS) method,
in which the structure is recursively divided into thousands of subdomains and associated in-
terfaces. Eigenvectors approximations constructed from these subdomains are used rather than
the traditional global eigenvectors computed via Lanczos (or some other large-scale eigenvalue
algorithm).

Our research [1] examines the mathematical basis for AMLS in the continuous variational set-
ting and the resulting algebraic formulation. At the continuous level, differential eigenvalue
problems are defined on a nested sequence of subdomains and on the interfaces between subdo-
mains. For the interface eigenvalue problems, a new operator is defined that acts on interface
trace functions and consistently represents mass associated with extensions of these trace func-
tions. All of these differential eigenvalue problems are then shown to be projections of the global
eigenvalue problem onto a hierarchy of orthogonal subspaces. The eigenfunctions of these prob-
lems generate a basis for the vibrational eigenvalue problem on the global domain. Moreover,
there is a beautiful mechanical interpretation motivating the projection process.

At the algebraic level, AMLS is a generalization of classical component mode synthesis (CMS)
techniques [4, 2] long prevalent in aerospace engineering and structural mechanics (see [5] for
a recent review of component mode synthesis methods). CMS techniques divide a structure
into a number of substructures, determines component modes (or eigenvectors) for each of the
substructures and then synthesizes the component modes into modes for the entire structure.

AMLS extends CMS to a multilevel formulation where the structure is recursively subdivided
into a number of structures across many levels. The automation results because the mass and
stiffness matrices for the structure are reordered using nested dissection. The reordering results
in a sequence fixed interface and coupling mode eigenvalue problems. These two eigenvalue
problems represent the discrete orthogonal projection of the vibrational eigenvalue problem to
subdomains and the interfaces separating the subdomains of Ω, respectively.

The focus of our presentation for the Householder symposium will be to review CMS and
AMLS techniques from a numerical linear algebra perspective. In particular, we will show that
these techniques define a sequence of elementary congruence transformations that orthogonally
project the pencil (K,M) into one of substantially smaller size. Numerical results will demon-
strate that AMLS can efficiently solve large-scale eigenvalue problems arising in structural
analysis.

The reduction is similar to a traditional divide and conquer approach for the symmetric eigen-
value problem with two differences. AMLS does not perform a congruence transformation to
eliminate the mass matrix and second, low rank corrections are not used for dividing the mass
and stiffness matrices.
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Finally, because AMLS has a variational interpretation, there is a mesh independent rate of
convergence as the underlying finite element discretization is refined. The immediate implication
is that unlike the traditional shift-invert Lanczos approach, AMLS scales to increasing matrix
sizes. The is a crucial point because our long term goal is to efficiently solve eigenvalue problems
of order ten million and above. As we will endeavor to demonstrate, AMLS and CMS are an
important class of techniques that should receive more attention from the numerical linear
algebra community.
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Orderings for KKT-like Systems

John Haws
John Lewis

Sparse linear systems of the form

(
A11 AT

21

A21 0

)
arise in a number of applications. Although

these systems are symmetric, the zero diagonal block causes these systems to be indefinite. A
common practice in solving such systems by direct factorization methods has been to choose
some reordering based on the sparsity structure and then to obtain a stable factorization, which
usually requires pivoting to guarantee stability. Multifrontal LDLT factorization algorithms,
based on variants of the Duff and Reid 2 × 2 block pivoting algorithm, are well-established for
such problems.

The primary issue is choosing a reordering so that the resulting factors, including the additional
interchanges for stability, remain sparse. Graph-based reordering heuristics, such as minimum
degree and nested dissection, that ignore the known zero diagonal entries often fare poorly on
these block structured systems. Saunders, Duff and Reid have developed graph-based methods
that try to find 2×2 blocks that capture the structure of the KKT system; these methods have
had some limited success.
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We will report results of experiments with reorderings that look for more general fine-scale
block structures that arise naturally in particular applications. We will present application-
specific methods from two structural engineering applications: fluid-structure interaction and
imposition of general multipoint constraints.
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Approximation of the Logarithmic Derivative of half-order Hankel Functions

Jing-Rebecca Li

In [1] accurate low order rational approximations to the logarithmic derivative of whole and
half-order Hankel functions were found by solving a non-linear least squares problem. These
low order rational approximations allow for the rapid evaluation of convolution integrals in the
non-reflecting boundary conditions for the wave equation in two and three dimensions.

For the half-order Hankel functions, which have a finite number of poles, this problem reduces
to the approximation of a high order rational function by a low order one. Such a problem
can also be approached from the point of view of the model reduction of large linear systems,
which is a very mature field with a large body of literature [2, 4, 3]. The transfer function
of a large linear system is a high order rational function. Model reduction seeks to produce a
smaller linear system whose transfer function approximates that of the original. In particular,
Balanced Truncation [4] is a method which produces low order linear systems whose transfer
function has several good properties. One is that there is a L∞ bound on the transfer function
error. Another is that if the poles of the original transfer functions are all in the left half plane,
so will the poles of the transfer function of the reduced system. This stability preservation
property is also desirable for the non-reflecting boundary kernel problem[1].

We implemented Balanced Truncation for the approximation of the logarithmic derivative of
half-order Hankel functions. We obtained the exact zeros of half-order Hankel functions by a
Newton method. Then we set up a linear system whose transfer function is the logarithmic
derivative and performed Balanced Truncation on the linear system. We obtained results which
were comparable in accuracy to the optimization approach in [1] for a given order of rational
approximation. The advantage of the Balanced Truncation approach is that we are able to
produce higher order, and hence, more accurate approximations even when the optimization
approach has failed due to ill conditioning. In addition, Balanced Truncation guarantees stable
poles whereas the optimization approach does not.
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Krylov Subspace Methods for Low Rank Quadratic Eigenvalue Problems

Leonard Hoffnung
Ren-Cang Li

Qiang Ye

Introduction

Large scale quadratic eigenvalue problems (QEP) L(λ)x = (Aλ2 + Bλ + C)x = 0 arise in many
engineering problems. A common method used nowadays is to first “linearize” the problem by
transforming it into a standard linear eigenvalue problem and then apply to it well-established
methods such as the Arnoldi or the Lanczos algorithm. However, the linearization doubles
the size of the problem, i.e., the dimension of the space that the linearized matrix polynomial
operates on is twice of the original one, which, for large scale problems, significantly increases
the computational work and memory requirement. Furthermore, for the Arnoldi or the Lanczos
algorithm, the reduced linear eigenvalue problem that is used to approximate the original one
is usually not a linearization of any QEP and thus loses its intrinsic physical connection; one
example of such problems arises in the reduced order modelling, in which the reduced model
from the Arnoldi or the Lanczos process applied to the large linearization problem cannot be
synthesized with a physical model of QEP.

It is therefore desirable to approximate a large scale QEP by a smaller problem of the same type
(namely QEP) rather than by a smaller linear eigenvalue problem. We have recently proposed a
new Krylov type subspace method for a quadratic matrix polynomial. The method produces a
reduced QEP by simultaneously reducing the matrices involved to the ones with certain banded
structures (see [3]). Unless in some special cases, however, this structure is much denser than
tridiagonals (or Hessenberg) and the convergence is much slower. In this talk, we shall consider
QEPs with one of the matrices having low rank and discuss possible extensions.

Low Rank Quadratic Matrix Polynomials

We call a QEP L(λ)x = 0 low rank if one of the three coefficient matrices has low rank. For the
clarity of presentation, we shall discuss the case when B = uvT is of rank one, and comment on
some extensions later. Suppose that λ̂ is an approximate eigenvalue. We aim at finding those
eigenvalues of L(λ) close to λ̂. A standard technique is the shift-and-invert transformation,
which transforms L(λ) to an equivalent quadratic eigenvalue problem. However, the low rank
property of B will be lost if a direct shift-and-invert is used. Here we present a technique that
implicitly carries out a similar shift-and-invert transformation while taking advantage of the
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structure of the problem. It can be seen that

det L(λ) = det(Aλ2 + C + uvT λ)

= (1 + λvT (Aλ2 + C)−1u) det(Aλ2 + C).

Then, the eigenvalues of L(λ), except those that are also the eigenvalues of Aλ2 + C, are
determined by a secular-type equation

f(λ) ≡ 1 + λvT (Aλ2 + C)−1u = 0. (1)

Note that the rational function

h(λ) ≡ vT (Aλ2 + C)−1u (2)

is in the form of transfer functions of linear input-output systems. Therefore, for λ near λ̂, a
high order approximation of h(λ) and hence of f(λ) can be obtained by a few iterations of the
Lanczos or Arnoldi algorithm. Such approximations of the transfer functions are known as the
PVL method [2]. We write

h(λ) = vT
[
A(λ2 − λ̂2) + (Aλ̂2 + C)

]−1
u

= vT
[
I + (Aλ̂2 + C)−1A(λ2 − λ̂2)

]−1
(Aλ̂2 + C)−1u

= vT (I + σG)−1ũ

where ũ = (Aλ̂2 + C)−1u,

G = (Aλ̂2 + C)−1A, and σ = λ2 − λ̂2.

Now, applying k steps of the (nonsymmetric) Lanczos algorithm to the matrix G with the
initial vectors q1 = ũ and p1 = v/vT ũ, we obtain n × k matrices Pk = [ p1, p2, . . . , pk ], Qk =
[ q1, q2, . . . , qk ] and a k × k tridiagonal matrix Tk such that P T

k Qk = I and

P T
k G = TkP

T
k + ekp̂

T
k+1, (3)

GQk = QkTk + q̂k+1e
T
k . (4)

(ek denotes the k-th coordinate vector.) Then, the PVL method approximates h(λ) as

h(λ) ≈ hk(λ) ≡ vT ũeT
1 (I + σTk)−1e1.

Indeed, using the error bound in [1], we have for |σ| < 1/‖G‖,

|h(λ) − hk(λ)| ≤ |σ|2|vT ũ| |eT
1 (I − σTk)−1ek| |eT

k (I − σTk)−1e1|
‖p̂k+1‖ ‖q̂k+1‖

1 − σ‖G‖
= O(σ2k).

Correspondingly, we approximate f(λ) by fk(λ) ≡ 1 + λhk(λ). Now, we approximate the
eigenvalues (see (1)) by the roots of

fk(λ) = 1 + λ(vT ũ)eT
1

[
I + (λ2 − λ̂2)Tk

]−1
e1

= 1 + λ(vT ũ)eT
1

[
Tkλ

2 + I − λ̂2Tk

]−1
e1.

By virtue of the relation leading to the secular equation (1), the roots of fk(λ) are the eigenvalues
of

Lk(λ) ≡ Tkλ
2 + (vT ũ)eT

1 e1λ + I − λ̂2Tk. (5)

Some bounds on mini |µ − λi| over the eigenvalues of the QEP can be derived.
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Extensions

The above process can be based on other methods for approximating h(λ). For example, we
can also use the Arnoldi algorithm to generate an orthonormal basis Qk (with q1 = ũ/‖ũ‖) and
an upper Hessenberg matrix Hk, and then use

f(λ) ≈ 1 + λ‖ũ‖vT Qk(I + σHk)−1e1.

However, it can be proved that this approximation will be of order k in σ compared with 2k for
the Lanczos algorithm.

It is natural to extended the above process to QEPs with one of the matrices having low rank p.
Then the block Lanczos or Arnoldi method takes the place of the classical Lanczos or Arnoldi
method.

We may think of Lk in (5) as obtained from a process of a simultaneous subspace reduction of A,
B, and C to the tridiagonal form (or more generally to a banded form with narrow bandwidth).
In this talk, we will also discuss these QEPs for which one of the matrix differs from a linear
combination (or more generally a polynomial) of the other two by a low rank matrix (e.g., in a
constrained least squares problems [4]).
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When Can We Compute an Orthogonal Basis of a Krylov Subspace
With a Short-Term Recurrence?

Jörg Liesen
Paul E. Saylor

Krylov subspaces generated by an N × N -matrix A and an N -vector v1,

Ki+1(A, v1) ≡ span {v1, Av1, . . . , A
iv1}, i = 0, 1, . . . , (1)

are basic ingredients in a large variety of numerical linear algebra algorithms. In such algorithms
it is often desirable to compute orthogonal bases of these spaces for reasons of numerical stability.
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In addition, for reasons of computational efficiency it is desirable to compute these bases by a
short-term recurrence. In this talk we address the fundamental question of finding necessary
and sufficient conditions on A under which (in exact arithmetic) orthogonal bases of Krylov
subspaces can be computed with a short-term recurrence.

For example, three-term recurrences appear in the conjugate gradient method for hermitian
positive definite (HPD) linear systems [2] as well as the Lanczos method for hermitian eigen-
value problems [3]. The three-term recurrence in both these methods generate basis vectors
v1, v2, . . . , vi+1, i = 0, 1, . . ., of the spaces (1) that are orthogonal with respect to a B-inner
product, 〈vk, vl〉B ≡ v∗l Bvk = 0 for k 6= l, where B is HPD (B = A for CG, B = I for
Lanczos). The fact that A is hermitian is sufficient for the existence of such recurrences for
each initial vector v1. But is it necessary as well?
A complete answer to this question was found by Faber and Manteuffel who gave a characteri-
zation of necessary and sufficient conditions for the existence of conjugate gradient type meth-
ods [1]. A similar characterization was derived independently by Voevodin and Tyrtyshnikov [5]
(also see [4]). The landmark result of these authors (commonly known as the Faber-Manteuffel
theorem) is a general statement about the existence of short-term recurrences for computing
B-orthogonal bases of Krylov subspaces. One formulation of this result is the following:
For a given matrix A there exists an s-term recurrence for computing B-orthogonal bases of the
spaces (1) for every initial vector v1, if and only if the HPD matrix B satisfies B−1A∗B = p(A)
for a polynomial p of degree at most s − 2, i.e. A is B-normal with degree s − 2.

The proofs in [1] and [5] are based on highly non-trivial algebraic and analytic constructions,
which provide little intuition about the necessity of the conditions for the existence of a short-
term recurrence. To gain more insight we will study the class of B-normal matrices A, analyze
the structure of the B-adjoint, B−1A∗B, and derive a complete parameterization of the HPD
matrices B with respect to which a given A is B-normal. These results will be used to give a
proof of the necessary and sufficient conditions on A such that for each v1 a decomposition of
the form AV = V H exists, where the columns of V are a B-orthogonal basis of KN (A, v1) and
H is an upper Hessenberg matrix having no nonzero entries above the (s − 2)–superdiagonal.
If A is hermitian the existence of this decomposition is well known as it is computed by the
Lanczos method [3], V ∗V = I and H is tridiagonal. While this result can be interpreted as a
weakened version of the Faber-Manteuffel theorem, the value of our approach lies in the fact
that we only use elementary means to prove it. Using the elementary insight that B-normality
is equivalent to diagonalizability we will focus on why this decomposition, as well as a conjugate
gradient type method, generally does not exist when A is not diagonalizable.
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Analysis of Block Preconditioners for Saddle-Point Problems

D. Loghin
A. J. Wathen

In this work we present an analysis of block preconditioning techniques for the iterative solution
of large sparse linear systems of equations of the form

Ku =

(
F Bt

B 0

)(
u1

u2

)
=

(
f1
f2

)
(1)

which arise frequently in the mixed finite-element discretization of partial differential equations.

We make the following assumptions on K:
(i) K ∈ R

n×n, F ∈ R
n1×n1 , B ∈ R

n2×n1 , with n2 ≤ n1 and n = n1 + n2.
(ii) There exist symmetric and positive definite matrices Hi ∈ R

ni×ni , i = 1, 2 associated with
the natural norms of the finite element formulation. We also define ‖ · ‖H : R

n via

‖x‖2
H = ‖x1‖2

H1
+ ‖x2‖2

H2
,

where xt = (xt
1 xt

2), xi ∈ R
ni , i = 1, 2.

(iii) The following bounds hold for all v,w ∈ R
n with constants independent of n.

wtKv ≤ C1‖v‖H‖w‖H , (2a)

sup
w∈Rn\{0}

wtKv

‖w‖H
≥ C2‖v‖H . (2b)

We note here that (2) are the discrete version of the stability conditions of Babuška [3] and
Brezzi [4] which ensure the well-posedness of the original finite element formulation.

The preconditioners considered are based on the structure of K:

PC =

(
P1 0
0 P2

)
, PL =

(
P1 0
B −ρ−1P2

)
, PR =

(
P1 Bt

0 −ρ−1P2

)
, (3)

where ρ > 0. The aim of this work is to characterise the optimality of the above preconditioners
for (1) in the sense that suitable preconditioned iterative methods converge in a number of steps
independent of the size n of the problem.

It is well-known that a preconditioner is effective if it is equivalent in some sense to the system
matrix. We will be concerned with the following two types of equivalence.

Definition 1 H-norm equivalence Non-singular matrices A, B ∈ R
n×n are said to be H-

norm equivalent (we write A ∼H B) if there exist constants γ, Γ independent of n such that for
all x ∈ R

n \ {0}
γ ≤ ‖Ax‖H

‖Bx‖H
≤ Γ.
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Definition 2 Field-of-values (FOV -) equivalence Non-singular matrices A, B ∈ R
n×n are

said to be FOV -equivalent (we write A ≈H B) if there exist constants γ, Γ independent of n
such that for all x ∈ R

n \ {0}

γ ≤
〈
x, AB−1x

〉
H

〈x,x〉H
,

‖AB−1x‖H

‖x‖H
≤ Γ.

Both equivalences can be shown to be descriptive with respect to the convergence behaviour of
iterative methods with preconditioning.

Our aim is to provide necessary and sufficient conditions for these preconditioners to lead
to solution algorithms with convergence independent of n. More precisely, we would like to
characterise norm- and FOV -equivalence of our preconditioners with respect to some suitable
norm.

The result concerning norm-equivalence is given below.

Theorem 5 Let (2) hold and let P ∈ {PC , PL, PR} (cf. (3)). Then for all ρ > 0, P ∼H−1 K if
and only if

P1 ∼H−1

1

H1 and P2 ∼H−1

2

H2

and P−1 ∼H K−1 if and only if

P−1
1 ∼H1

H−1
1 and P−1

2 ∼H2
H−1

2 .

The result which establishes FOV -equivalence requires the following additional condition on F

xtFx ≥ C3‖x‖2
H1

∀ x ∈ ker B (4)

which is generally satisfied in practice.

Theorem 6 Let (2), (4) hold. Let PR be defined as in (3) and let Ŝ = BP−1
1 Bt. Let

F ≈H−1

1

P1, Ŝ ≈H−1

2

P2.

Then there exists some ρ such that
K ≈H−1 PR

provided ‖I − FP−1
1 ‖H−1

1

≤ 1/ρ.

In the case P1 = F , PR is FOV -equivalent to K provided we have a good (FOV -equivalent)
preconditioner for the Schur complement BF−1Bt of F in K.

One can also show that P−1
L ≈H K−1 under similar assumptions on P1, P2.

The above results establish a general framework for the analysis of block-preconditioning tech-
niques for problems of type (1). In particular, they provide sufficient conditions for the analysis
of non-symmetric indefinite block preconditioners for non-symmetric indefinite problems. For
more details, see [5]. They also highlight the issue concerning the ‘right’ or ‘natural’ norm for
convergence of iterative solvers, which is considered in a separate presentation [1] (see also [2]).

In our conference presentation we will also include a variety of numerical examples arising from
flow modelling, elasticity and magnetostatics.
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n-dimensional Givens Transformations

D. Steven Mackey
Niloufer Mackey

Embedded as principal submatrices of an n×n identity matrix, 2×2 rotations are a well-known
and much-used tool in numerical linear algebra. Their primary use is to introduce zeroes into
specified entries of a given matrix. When this goal is achieved by premultiplication, the rotations
are customarily referred to as Givens rotations [7]. On the other hand, when used to produce
zeroes via similarity transformations, these rotations are sometimes called Jacobi rotations [7],
in honor of C. G. J. Jacobi who first used them in this manner in 1846 [9].

As we are primarily concerned with the use of such transformations to produce zeroes by
premultiplication alone, we will follow the tradition of referring to them as Givens rotations.
We may summarize the essential properties of 2 × 2 Givens transformations G2 as follows:

1. G2 is a 2 × 2 rotation.

2. G2 is chosen so as to rotate a given nonzero vector p ∈ IR2 into alignment with e1 =
[ 1 0 ]T . In other words, G2 p = ‖p‖e1 = [ ‖p‖ 0 ]T .

3. G2 can be simply computed from the vector p in a uniform manner for all nonzero p ∈ IR2.
Indeed, if p = [ p1 p2 ]T , then

G2 =
1

‖p‖

[
p1 p2

−p2 p1

]
. (1)

Embedding G2 as a principal submatrix into rows (and columns) r and s of the n × n identity
always gives an n × n orthogonal matrix G2(r, s, n); this matrix will also be symplectic if we
have n = 2m and s = r + m. In this case, G2(r, s, n) is sometimes referred to as a symplectic
Givens [3, 12].
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Our aim is to consider the possibility of the existence of n×n rotations that play the same role
for vectors p ∈ IRn that the usual Givens rotations do for vectors in IR2. Such an “n×n Givens
rotation” Gn should be simply and uniformly computable for all nonzero p ∈ IRn; each entry of
Gn should preferably be a simple linear combination of the coordinates of p as in Eqn(1), with
Gn p = ‖p‖e1.

We can use the convenient quaternion representation of 4 × 4 rotations to find two types of
“4× 4 Givens” rotations. After working through the quaternion algebra developed in [6, 8, 11],
one obtains

G4 =
1

‖p‖




p1 p2 p3 p4

−p2 p1 p4 −p3

−p3 −p4 p1 p2

−p4 p3 −p2 p1


 and G̃4 =

1

‖p‖




p1 p2 p3 p4

−p2 p1 −p4 p3

−p3 p4 p1 −p2

−p4 −p3 p2 p1


 . (2)

Note that formulas like these have appeared previously (see [4, 8]), but with somewhat different
purposes in mind. It is clear that G4 and G̃4 are no harder to compute than ordinary 2 × 2
Givens rotations, their rows being (up to a scaling) just signed permutations of the coordinates
of p. Since all three “Givens properties” hold for G4 and G̃4, we might reasonably refer to them
as 4 × 4 Givens rotations.

It is interesting to note that G4, but not G̃4, is also a symplectic matrix. In fact G4 is the
4 × 4 symplectic Givens used to reduce 8 × 8 skew-symmetric skew-Hamiltonian matrices to
block-diagonal form in a structure-preserving algorithm introduced in [6]. This then forms the
basis for a structure-preserving Jacobi-like algorithm for the skew-symmetric skew-Hamiltonian
eigenproblem. (It is worth pointing out that in this case, Jacobi-like algorithms based on solving
smaller subproblems are not possible if the double structure of the matrix is to be preserved.)

Other applications for these higher dimensional Givens transformations may well be possible.
And, having seen that there are simple 4 × 4 analogues of the classical Givens rotations, it is
natural to ask whether n × n analogues exist for any other n. There do exist such analogues;
here is an example for n = 8, adapted from the discussion in [4].

G8 =
1

‖p‖




p1 p2 p3 p4 p5 p6 p7 p8

−p2 p1 p4 −p3 p6 −p5 −p8 p7

−p3 −p4 p1 p2 p7 p8 −p5 −p6

−p4 p3 −p2 p1 p8 −p7 p6 −p5

−p5 −p6 −p7 −p8 p1 p2 p3 p4

−p6 p5 −p8 p7 −p2 p1 −p4 p3

−p7 p8 p5 −p6 −p3 p4 p1 −p2

−p8 −p7 p6 p5 −p4 −p3 p2 p1




Note that G8 is orthogonal but not symplectic; we do not know if there are any symplectic 8×8
Givens rotations.

We do know, however, that this is the end of the line; only for n = 2, 4, and 8 do there exist
matrices that can reasonably be called n × n Givens rotations. The reason is essentially topo-
logical, and is connected with the classical question of the existence of vector fields on spheres
[1, 2, 5, 10].
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A New Perturbation Theory for the Definite Generalized Eigenvalue Problem

Roy Mathias
Chi-Kwong Li

1. Motivation: I am interested in developing high relative accuracy algorithms for the definite
generalized eigenvalue problem. An important first step is having a good perturbation theory.
In reading Stewart and Sun’s treatment in [1, Ch. 6], I realized that there were several open
problems – in regard to both specific error bounds, and also the right way to approach the
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whole problem. This was our motivation for completely reworking the perturbation theory in
a way that “respects the scale of eigenvalues”.

2. Methods: Let (A, B) be a pair of n × n Hermitian matrices. We say that it is a definite
pair if |x∗Ax| + |x∗Bx| 6= 0 for all non-zero vectors x ∈ Cn. We say that (α, β) is a generalized
eigenvalue of (A, B) with eigenvector x 6= 0 in Cn if βAx = αBx. For a definite pair (A, B),
there exists an invertible matrix X such that

X∗(A + iB)X = diag(α1 + iβ1, . . . , αn + iβn)

where (αj , βj) are the generalized eigenvalues of (A, B) and the jth column xj of X is the
corresponding eigenvector satisfying βjAxj = αjBxj .

Clearly, if (αj , βj) is a generalized eigenvalue for the pair (A, B), then (dαj , dβj) is also a gener-
alized eigenvalue for any nonzero d. There are at least three ways to normalize the eigenvalues.
The perturbation bounds are highly dependent on the normalization. Stewart observed this as
early as 1972 [2, pp. 681-2], but did not pursue it; later authors have not noticed the importance
of the choice normalization.

One normalization is
α2

j + β2
j = 1. (1)

In this case we get αj + iβj = eiθj , where θj is the argument of αj + iβj and we call θj an
eigenangle. A second normalization, in the case that B is positive definite, is

βj = 1. (2)

In this case the resulting αj is the cotangent of the eigenangle and it is a generalized eigenvalue
of Ax = λBx. We propose a third normalization – choose (αj , βj) so that the columns of X, the
diagonalizing matrix, have unit length. We call the resulting pairs unit generalized eigenvalues
of (A, B).2 An important quantity in our discussion is

dj ≡ |αj + iβj |.

This new normalization is the first key idea in our approach.

The Crawford number of (A, B):

c(A, B) ≡ min{|x∗(A + iB)x| : x ∈ Cn, x∗x = 1} (3)

is just the distance from the numerical range of A + iB to the origin. A Hermitian pair (A, B)
is definite if and only if c(A, B) is positive. Thus one may view c(A, B) as a measure of how
definite (A, B) is, and hence, it seems natural that it should appear in perturbation bounds.
However, our bounds are entirely in terms of the unit generalized eigenvalues, and are stronger
than those in terms of the Crawford number, by a factor that can be arbitrarily large.

The second key idea is that since the columns of X are now required to be unit we can re-
duce almost all perturbation problems to the case of perturbing diagonal pairs, at the cost of
introducing a function of ‖X‖ ≤ √

n into the bounds. The condition number of X, that is,
‖X‖‖X−1‖, which can be very large does not enter our bounds. This diagonalization approach
simplifies the analysis, and allows us to replace the Crawford number in bounds by the larger
number

dmin ≡ min{dj : j = 1, . . . , n} = min{|αj + iβj | : j = 1, . . . , n}. (4)

2This is perhaps a poor choice of name since one may view the normalization α2
j + β2

j = 1 as yielding “unit
generalized eigenvalues”. Fortunately, we will not use the term often, rather, the idea will be a guiding principle.
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To see that dmin can be arbitrarily larger than the Crawford number take ǫ > 0 and let

A =

(
1 0
0 −1

)
, B =

(
ǫ 0
0 ǫ

)
.

Then c(A, B) = ǫ while dmin =
√

1 + ǫ2 > 1.

Since we are working in terms of the unit generalized eigenvalues we need a notion of the
separation between unit generalized eigenvalues. We define the separation of zj = αj + iβj =
dje

iθj from zk = αk + iβk = dke
iθk to be |δj(θk)| where

δj(θ) ≡ dj sin(θ − θj). (5)

Notice that |δj(θk)| is not symmetric in zj and zk. It is the distance from the point zj in the
complex plane to the line through ±zk.

The usual approach to measuring the separation of zj from zk in this context would be to use
something like

min{dj , dk} | sin(θj − θk)| or c(A, B)| sin(θj − θk)|. (6)

which are smaller that |δj(θk)|. This is the main difference between our eigenvector perturbation
bounds and those in the literature, and is the reason that our bounds are stronger. It appears
that the asymmetric quantity |δj(θk)| has not been considered before.

3. Results: Our approach results in close to optimal perturbation bounds for both eigenangles
and eigenvectors. Because c(A, B) << dmin is possible, it is possible for our bounds to be
stronger than the existing bounds by an arbitrarily large factor. If our bounds are weaker, it is
by a factor of at most n or

√
n. The germ of our methods for eigenangles was already present

in Stewart’s 1972 paper, but was not devloped by him, nor even observed by later authors. It
appears that our bounds for the perturbation of eigenvectors and eigenspaces are completely
new. In addition to our stronger bounds we answer two open questions from [1, Chapter 6].

Here is a list of the key results. They all depend on the use of unit geneneralized eigenvalues
to preserve the “scale of the eigenvalue”.

1. The condition number of a simple eigenangle θj is d−1
j . Furthermore, d−1

j bounds not
only the local sensitivity of θj but also the sensitivity to perturbations, of size less than a
rj > 0. (rj which is an easily computable quantity.)

2. We can use dmin, or a related quantity involving the dj ’s, to replace c(A, B). In fact,
c(A, B) does not appear in any of our perturbation bounds!

3. An ill-conditioned eigenangle, one with a small di, can cause a nearby eigenangle to be
sensitive small perturbations. Stewart observed this and called it ill-disposition [2, pp.
685-6]. We explain that the problem is real but not as serious as one might fear.

4. A k-fold eigenangle can be viewed as k individual eigenangles each with their own, possibly
very different, condition number. Stewart observed this, we explain it.

5. The separation of unit generalized eigenvalue dje
iθj from dke

iθk is

|δk(θj)| = dj | sin(θj − θk)|

not the smaller quantities in (6), even though these latter quantities are symmetric in j
and k.
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6. In the diagonal case, the condition number of the jth eigenvector is exactly ∆−1 where

∆ = min{dl| sin(θj − θl)| : l 6= j}

and in the general case it is at most n∆−1.

7. The asymmetry of δk(θj) means that the condition number of two complementary eigenspaces
can be very different. This is possible even in the case n = 2 with two one dimensional
eigenspaces.

Examples and graphics greatly help the communication of these ideas. I will present these in
my talk, and they are contained in a preprint (www.math.wm.edu/ ˜ mathias/gev.ps).
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Krylov methods, software, and applications for the solution of large linear systems with
a quadratic parameter.

Karl Meerbergen

The frequency analysis of acoustic cavities and structures often requires the solution of a large
number of linear systems with a quadratic parameter:

(K + ωC + ω2M)x(ω) = f (1)

with ω = ωj for j = 1, . . . , m. The matrices, K, C, and M are n×n sparse with large n, usually
complex and often non-symmetric. The aim of this talk is to review Krylov methods for solving
this problem efficiently, and pose remaining open questions. We also introduce a new Arnoldi
algorithm and present numerical examples from applications that show the behaviour of the
various techniques. This work adds to the work by Simoncini et al. [2, 4, 5, 6] on the solution
of (1).

The traditional approach is to solve the m linear systems (1) separately by a direct or iterative
linear system solver. A more efficient solution is often possible by employing Krylov methods
on a ‘linearization’. In this talk we use

[
K + ωC ωM
−ωN N

](
x
ωx

)
=

(
f
0

)
, (2)

where N can be any non-singular matrix. The system (2) can also be denoted as

(A − ωB)y = b . (3)
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The choice of preconditioner for (3) is very important. The idea is to use the shift-invariance
property of Krylov subspaces. For example, A−1(A − ωB) = I − ωA−1B produces the same
Krylov subspace as A−1B (provided ω 6= 0). So, the same Krylov subspace can serve for many
values of ω. Moreover, the matrix N drops out of the equations in the preconditioned Krylov
methods. In practical computations, we use the preconditioner (A − σB)−1 for (3). This is
suitable for computing x(ω) for ω near σ. The preconditioner is applied using a direct linear
solver.

The major disadvantage when Arnoldi’s method (or GMRES) is used, is that the size of the
linearized system (2) is twice that of the original problem. In this talk, we propose an algorithm
that reduces the storage of k iteration vectors of length 2n to 2 + k vectors of length n by
exploiting the structure in the Arnoldi recurrence relation for A−1B. We also show that the
Arnoldi recurrence relation remains accurate.

It is also important to compare Arnoldi’s method with the Lanczos method. It is known that
the Lanczos method produces a Padé approximation of cT x(ω) where c is the dual starting
vector of the Lanczos method [1]. For the Arnoldi method there is also a c so that the Padé
approximation of cT x(ω) is produced but c cannot be chosen freely. We show that both Arnoldi
and Lanczos produce a vector-Padé approximation with the Ritz values as poles. These are
extremely important for the accurate approximation of x(ω), especially when the eigenvalues of

(K + ωC + ω2M)u = 0

have small real parts. Therefore both methods are strongly connected to the numerical solution
of the algebraic eigenvalue problem.

We have also compared the GMRES and QMR methods. These have similar convergence be-
haviour than Arnoldi and Lanczos respectively, but although they (quasi) minimize the residual
norm they do not necessarily produce more accurate results. Especially, when ω approaches an
eigenvalue the Arnoldi method performs better than GMRES [3]. This is related to the fact
that it is harder to identify eigenvalues near zero with harmonic Ritz values.

The solution of (3) contains two components, y1 and y2 both of which are parallel to the
solution x(ω). Both components are good candidates for an approximate solution to (1). Let
the preconditioned residual be r = A−1(b − (A − ωB))y and the corresponding error e =
(A − ωB)−1Ar. Decompose eT = (eT

1 , eT
2 ), then, usually, ‖e2‖ ≃ |ω|‖e1‖, which implies that

‖e1‖/‖y1‖ ≃ ‖e2‖/‖y2‖. Also define the residuals

s1 = K−1(f − (K + ωC + ω2M)y1)

s2 = K−1(f − (K + ωC + ω2M)y2/ω) .

Depending on the situation, experiments showed that ‖s1‖ was larger or smaller then ‖s2‖ but
in all situations ‖e1‖/‖y1‖ ≃ ‖e2‖/‖y2‖. So, this suggests that the choice of component does
not matter very much.

Examples from vibro-acoustics illustrate that the Arnoldi method is usually more efficient than
the Lanczos method.
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A Jacobi-like algorithm for the indefinite generalized Hermitian eigenvalue problem

Christian Mehl

In this talk, a Jacobi-like algorithm for the solution of the indefinite generalized Hermitian
eigenvalue problem is proposed. This algorithm is a generalization of the Jacobi-like algorithm
for Hamiltonian matrices developed by Bunse-Gerstner/Faßbender [1].

Generalized Hermitian eigenvalue problems arise in many applications, for example in the linear
quadratic optimal control problem, i.e., the problem of minimizing the cost functional

1

2

∫ ∞

t0

(
x(t)∗Qx(t) + u(t)∗Ru(t) + u(t)∗S∗x(t) + x(t)∗Su(t)

)
dt

subject to the dynamics

Eẋ(t) = Ax(t) + Bu(t), t0 < t (1)

x(t0) = x0, (2)

where A, E, Q ∈ Cn×n, B, S ∈ Cn×m, R ∈ Cm×m, Q, R Hermitian, x0, x(t), u(t) ∈ Cn, and
t0, t ∈ R. It is well known that solutions of this problem can be obtained via the computation
of deflating subspaces of the matrix pencil

λG −H = λ




0 −E∗ 0
E 0 0
0 0 0


−




Q A∗ S
A 0 B
S∗ B∗ R


 . (3)

123



It is easy to check that the equivalent pencil λiG − H is an indefinite Hermitian pencil, i.e.,
both iG and H are Hermitian and indefinite. Given a Hermitian pencil λM − N , it is well
known that the classical Jacobi algorithm can be generalized to simultaneously diagonalize M
and N , if M is positive definite. In the case of indefinite Hermitian pencils this approach fails,
because the pencil may have nonreal eigenvalues and thus, M and N need not be simultaneously
diagonalizable.

Instead, we note that the indefinite Hermitian eigenvalue problem is related to the standard
eigenvalue problem for matrices that are structured with respect to an indefinite inner product,
and thus, it makes sense to analyze numerical methods for such matrices to see if a generalization
to the case of indefinite Hermitian pencils is possible. In this talk, we consider the Jacobi-
like algorithm for Hamiltonian matrices by Bunse-Gerstner/Faßbender [1] and show that this
method can be generalized to obtain an algorithm that tries to reduce a regular Hermitian pencil
(i.e., a Hermitian pencil with determinant not identically zero) via a sequence of simultaneous
unitary similarity transformations to a pencil in anti-triangular form, i.e., to a pencil with the
pattern [

�
�

�
]

.

Such a reduction is possible if the Hermitian pencil has no eigenvalues on the real axis or, equiv-
alently, if the pencil (3) has no eigenvalues on the imaginary axis. It is shown that in this case
convergence of the Jacobi-like algorithm towards anti-triangular form can be observed. More-
over, convergence towards an “almost” anti-triangular form can be observed if the Hermitian
pencil only has a small number of real eigenvalues.
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Numerical solution of large scale quadratic eigenvalue problems

Volker Mehrmann

Large scale quadratic (or polynomial) eigenvalue problems arise in many different applications.
See for example the recent survey article. We are concerned with special classes of polynomials,
where the coefficients essentially (except for small perturbations) alternate between symmet-
ric and skew symmetric matrices. These problems arise in several classes of applications, e.g.
the computation of 3D vertex singularities of anisotropic elastic fields [1], the solution of opti-
mal control problems for second or higher order ordinary differential equations, problems from
damped gyroscopic systems [2] as well as Maxwell eigenvalue problems for Optical Waveguide
Design [4].
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We discuss a shift-and-invert, Lanczos as well as implicitely restarted Arnoldi methods that are
specifically adapted to the symmetry structure of the polynomials. The new approaches extend
recent work of [3] for quadratic eigenvalue with Hamiltonian eigensymmetry.

This is partly joint work with Thomas Apel and David Watkins.
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Design of a Course on MATLAB Math

Cleve Moler

Stanford’s CS138, MATLAB and Maple for Science and Engeering Applications, is a course
in numerical methods and technical computing intended primarily for students who are not
majoring in these subjects. George Forsythe initiated such a course at Stanford in the late
1960’s. The textbook by Forsythe, Malcolm and Moler that evolved from that course was based
on a library of Fortran subroutines for basic matrix computation, zero finding, interpolation,
quadrature, ordinary differential equations and random number generation.

I am working on a new textbook for such courses that is based on MATLAB and its Symbolic
Toolbox connection to Maple. This new course covers essentially the same topics, but makes
extensive use of computer graphics, including interactive expositions of numerical algorithms.
I expect to have enough of the book ready to use it in CS138 Winter quarter at Stanford.
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Algebraic Theory of Multiplicative and Additive Schwarz Methods in Domain
Decomposition Methods

Michele Benzi
Andreas Frommer
Reinhard Nabben
Daniel B. Szyld

Domain decomposition methods are widly used for solving partial differential equations. They
decompose the domain on which a problem is posed into subdomains. An iteration - the mul-
tiplicative or additive Schwarz iterartion - which uses only subdomain informations then leads
to the solution of the original problem. The principal advantages of the domain decomposition
methods include enhancement of parallelism and a localized treatment. But these advantages
can also be used to solve other problems which yield linear systems of equations Ax = b.

While several convergence results on Schwarz methods exist when the matrix A corresponds to
the discretization of a differential equation (see, e.g., [7], [17], [18], and the extensive bibliogra-
phy therein), there is a need to analyze these methods in a purely algebraic setting. There are
many applications, such as electrical power networks and Leontief models in economics, where
the matrix A does not come from a differential equation; see, respectively, [8] and [1]. Another
case of interest is when the problem arises from the discretization of a differential equation but
no geometric information about the underlying mesh is available to the solver. Additionally, an
algebraic approach is useful for the case of unstructured meshes [6].

There are several papers with detailed abstract analysis (i.e., independent of the particular
differential equations in question) of Schwarz methods, including those of Xu [20] and Griebel
and Oswald [12], where A-norm bounds are obtained for the symmetric positive definite case.
In other cases, e.g., in [13], the maximum principle is used to show convergence.

Here we present an algebraic theory which gives a number of new convergence results; (see
[10], [2]). As we show, there are instances where the tools developed here provide convergence
analysis not available with the usual Sobolev space theory.

We analyze two cases: the case where the coefficient matrix A is a (nonsymmetric) nonsingular
M -matrix, and when A is symmetric positive definite. In the symmetric positive definite case
we are able to prove convergence without the usual assumptions. In the nonsymmetric case,
we can prove convergence without any condition on the coarse grid correction, and in fact
convergence is shown without the need for a coarse grid correction.

Moreover we give convergence results for the so-called ’restricted’ Schwarz methods; (see [5],
[11], [15], [9]). These methods are widely used in practice and are the default preconditioner in
the PETSc software package.

It has been observed in many examples that the multiplicative Schwarz method yields a better
preconditioner than the additive one (see e.g. [18]). However, no general result comparing the
additive with the multiplicative Schwarz method is known so far. For two subdomains and
symmetric positive definite problems this observation was proved by Bjørstad [3] and Bjørstad
and Mandel [4]. In Griebel and Oswald [12] bounds for the asymptotic rate of convergence are
compared for symmetric positive definite matrices.

Here [14] we present a comparison of the asymptotic rate of convergence of the the additive and
multiplicative Schwarz method directly. We also compare the multiplicative Schwarz method
with the weighted restricted additive Schwarz method introduced in [5]. We prove that the
multiplicative Schwarz method is the fastest method among these three.
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This comparison can be done in the cases of exact and inexact subspaces solves. Moreover, we
analyse two ways of adding a coarse grid correction: multiplicatively or additively. We show
that the multiplicative coarse grid correction leads to better assymptotic rate of convergence.

Moreover, the effect on the convergence of the additive and multiplicative Schwarz iteration of
algorithmic parameters such as the number of subdomains, the amount of overlap, the result
of inexact local solves and of coarse grid corrections (global coarse solves) is analyzed in an
algebraic setting.

Our algebraic theory explains and uses the relation of Schwarz methods with well-known matrix
splittings (see [19]) and multisplittings (see [16]).
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An Object Oriented Approach to Image Restoration in Matlab

James G. Nagy
Per Christian Hansen

Image restoration is an example of a linear ill-posed problem, which is often modeled as:

b = Ax + n .

Here, b is a vector representing a blurred image, A is a (large) matrix that models the blurring
operation, and n a vector that models additive noise. The aim is to compute an approximation
of the vector x, which represents the image of the original scene. In most cases the blur is
generally much more significant than the noise, and thus the emphasis is on “deblurring”.

Depending on your perspective, several questions about this problem might arise:

• An application scientist may want more information about the blurring operator, which is
usually referred to as the “point spread function” (PSF). For example, is the PSF spatially
invariant or spatially variant? What are the assumptions about the image outside the
viewable image area (i.e., what are the boundary conditions)? The application scientist
may want to experiment with these, and other parameters and algorithms to see how they
affect the computed solution. In general, their focus is on the end result, and they are
not likely to be concerned with the implementation details of algorithms.
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• A computational scientist, on the other hand, will likely be more interested in the imple-
mentation details and behavior of algorithms. In particular, they might have questions
about the matrix A. For example, given a PSF, how is A constructed? Is it feasible to
compute a matrix factorization, such as a singular value decomposition (SVD), of A? If
iterative methods are to be used, then are there efficient methods for doing matrix-vector
multiplications? What about preconditioning? Is it difficult to implement these things
for use in other algorithms? In general, these details can make it difficult to use image
restoration as an example for testing new algorithms for ill-posed problems.

• Finally, a student is likely to ask more basic questions. For example, how does changing
the PSF affect the blurred image? How does regularization work? In particular, how does
the computed solution change if different regularization parameters and/or regularization
methods are used? How are the regularization parameters chosen? It is not necessary
for students to have full knowledge of the underlying implementation details in order to
understand the general behavior of the methods, and thus the answers to these questions.

One common issue in each of these situations is the need to have efficient, easy to use software
that hides complicated implementation details, but yet has the flexibility to allow for prototyp-
ing and testing of new algorithms. Moreover, this software should be developed in a computing
environment that has tools for visualizing and doing basic manipulation of image data. Because
of its excellent scientific computing and graphics capabilities, Matlab is an obvious choice for
developing such a set of software tools. What makes Matlab a superior choice, however, is that
these capabilities are combined with a language that can exploit the power of object oriented
programming.

For example, it is known that in image restoration, matrix vector multiplications with A can
be done very efficiently using FFT-based methods. In addition, storage requirements can be
kept low by using special data structures, and by using overlap-add and overlap-save convolu-
tion techniques. Implementations depend on the type of blur (spatially invariant or spatially
variant) as well as on the type of boundary conditions being used. With an object oriented
implementation, and by using the power of operator overloading, we can use simple statements
like

>> y = A * x;

to form a matrix vector multiplication, and thus be free of complicated function calls with
various input and output parameters required by procedural implementations.

In this talk we present such a set of Matlab tools for image restoration. Specifically, we briefly
describe the objects psfMatrix and psfPreconditioner that are central to the development
of iterative algorithms. We also describe how the operators * and \, as well as the function svd

have been overloaded. We illustrate how these tools make it easy to experiment with different
data sets, as well as with different image restoration and regularization algorithms. Finally we
show that by using our basic objects and operators, new algorithms can be trivially implemented
and incorporated into the package.
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An Implicit Algorithm for Solving a Sparse Linear System

Esmond G. Ng

Direct methods for solving a sparse linear system are based on triangular factorizations of the
coefficient matrix. Some of the zero entries in the coefficient matrix will become nonzero during
the factorization process. Thus, the amount of storage required for the triangular factors is
often more than that for the coefficient matrix. The phenomenon will be more pronounced
when the coefficient matrix is large. As a result, iterative methods are often used for solving
very large sparse linear systems, but their success depends on the spectral property of the
coefficient matrix. On the other hand, if storage is not an issue, then direct methods provide
the most robust approach for computing the solution of a sparse linear system.

In [1], Eisenstat, Schultz, and Sherman proposed a scheme for solving a sparse symmetric
positive definite linear system, in which only a small portion of the Cholesky factor is kept in
core. The rest of the Cholesky factor is computed but discarded. In such an approach, the
portion that is discarded must be recomputed whenever it is needed. This leads to a solution
scheme that requires just a small amount of storage at the expense of a longer solution time.
We will refer to the Eisenstat-Schultz-Sherman scheme as a fully implicit scheme. The idea of
implicit solution also appeared in [2].

In this talk, we propose a generalization to the approach in [1]. In our scheme, certain diagonal
blocks of the Cholesky factor are computed and stored in core, while the nonzero entries of the
off-diagonal blocks are computed but discarded. As in [1], if the discarded nonzero entries are
needed, they will have to be recomputed. Thus, our scheme will require more storage (since
more nonzero entries are generally stored) but less solution time (since fewer nonzero entries
have to be recomputed) than the fully implicit scheme. Our scheme is a compromise between
the explicit scheme (in which all the nonzero entries of the Cholesky factor are stored) and the
fully implicit scheme, both in terms of storage requirement and execution time.

The diagonal blocks that are stored in core in our partially implicit scheme are derived from
the supernodal structure of the Cholesky factor of the coefficient matrix [6]. In fact, the scheme
can exploit many of the tools that have been developed for the explicit scheme.

Our partially implicit scheme is very similar to the approach described in [3,4,7] and Chapter 6
of [5]. The major difference is that our scheme can work with any ordering of the matrix, but
the approaches in [3,4,7] and Chapter 6 of [5] work only for certain orderings.

In this talk, we will provide analyzes and numerical experiments to demonstrate the performance
of our scheme, and to show that the partially implicit scheme is a reasonable alternative for
solving large sparse linear systems in a robust manner.

This is joint work with Alan George at the University of Waterloo.
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Title: Inverse Quadratic Eigenvalue Problems in Control Theory

Nancy K. Nichols

Feedback design for a second-order control system leads to an eigenstructure assignment prob-
lem for a quadratic matrix polynomial. It is desirable that the feedback controller not only
assigns specified eigenvalues to the second-order closed loop system, but also that the system
is ’robust,’ or insensitive to perturbations. We derive new ’relative’ sensitivity measures for
eigenvalues of a quadratic matrix polynomial and define a measure of the robustness of the
corresponding system. Efficient and numerically reliable methods for solving the robust eigen-
sturcture assignment design problem are presented. Extensions to singular systems will also be
discussed.
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Optimization and Pseudospectra

James V. Burke
Adrian S. Lewis

Michael L. Overton

Pseudospectral max functions (such as the pseudospectral abscissa and the pseudospectral
radius) are defined as the maximum of a real-valued convex function (such as the real part or the
complex modulus) over the pseudospectrum of a matrix. Such functions are non-smooth and
non-convex, and the spectral functions that are their limits (as the pseudospectral parameter ǫ
decreases to zero) are non-Lipschitz. We briefly describe a globally and quadratically convergent
algorithm for computing the pseudospectral abscissa, closely related to algorithms of Byers and
Boyd-Balakrishnan for computing the distance to instability, or equivalently, the H∞ norm, of
a matrix. The basic tool is the computation of eigenvalues of Hamiltonian matrices, using Van
Loan’s algorithm implemented in software by Benner and his coauthors. A well known example
of Demmel provides a nice illustration of the algorithm.

Matrices are not set in stone, and often arise as parametrized families (for example, the affine
family A + BKC, where A, B and C are fixed and K is free: the classic static output feedback
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model in control). A natural goal in many applications is to minimize a pseudospectral max
function over the free parameters. Standard optimization tools are not applicable because of the
nonsmoothness of the objective function. We briefly describe a novel gradient bundle method
that is very effective for minimizing spectral and pseudospectral max functions, and present
some examples arising in engineering applications.
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Bidiagonalization, and Approximate Linear Systems

Chris Paige
Zdeněk Strakoš

Golub and Kahan [4] suggested the wonderfully elegant and useful orthogonal bidiagonalization
of any matrix A ∈ Rm×n

UT AV = B, U , V orthogonal, upper bidiagonal B ∈ Rm×n. (1)

They considered both direct (e.g. by Householder transformations) and “iterative” (by two
2-term recurrences, useful for large sparse A) computations of this. This bidiagonalization has
some important theoretical properties, but their use was a practical one: providing a simple
form from which the Singular Value Decomposition (SVD) of A could easily be found. It is
now the first step in the most widely used approach to finding the SVD, see [5] for the original
method, and for example [3, §5.4] for more recent improvements.

Now consider the linear problem (perhaps compatible, perhaps not):

For given A ∈ Rm×n and b ∈ Rm find x ∈ Rn such that Ax ≈ b. (2)

Paige and Saunders [9] used the bidiagonalization with orthogonal P and Q:

P T [b, AQ] = [e1β1, J ], lower bidiagonal J ∈ Rm×n, (3)

to solve such problems with large sparse A. Of course (3) can be obtained by either direct
or iterative computations. It also provides an orthogonal bidiagonalization of A, with similar
interesting properties and practical uses to (1), but the presence of b has several important
further consequences that we were not then aware of. It is the purpose of this talk to present
and discuss some of these.

The original purpose of (3) was to solve (2) for the compatible and least squares (LS) formu-
lations, but Björck [1] pointed out that it can also be used for solving the Total Least Squares
(TLS) formulation of Golub and Van Loan [6] (see also the book by Van Huffel and Vandewalle
[8]). The smallest singular value and its vectors of the m × (n + 1) bidiagonal in (3) can be
computed quickly, so the TLS formulation of (2) can be solved this way for small or for large
sparse matrices.

Paige and Strakoš [10] then showed the importance of (3) for the “Scaled Total Least Squares”
(Scaled TLS) and Data Least Squares (DLS) formulations of (2). DLS (see [7]) seeks the
minimum Frobenius norm change in A so that (2) becomes compatible, and a particularly
elegant new solution for this can be found from (3), see [10, §9], [11, §3]. Scaled TLS is a
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reformulation of the Weighted TLS of B. D. Rao [12]. For any positive scaling factor γ, it
is essentially equivalent to applying TLS to the data [bγ, A], and is related to these other
formulations as follows. Scaled TLS becomes TLS when γ = 1, and in the limit corresponds to
LS when γ → 0, and DLS when γ → ∞. A careful study of all these formulations is given in
[10]. For more on Weighted TLS and DLS see also Cirrincione’s PhD Thesis [2].

Underlying all these practical uses of the special bidiagonalization (3) is an important theoretical
property: in theory it will “split” the problem (2) (if this is possible), giving

P T
[

b AQ
]

=

[
e1β1 A11 0

0 0 A22

]
, (4)

where here A22 has as large dimensions as possible under such orthogonal transformations. Then
we can decompose the problem (2) into a core problem A11x1 ≈ e1β1 whose solution leads to the
unique solution of (2) for any of the above formulations, and a remaining problem A22x2 ≈ 0
(which may be nonexistent) with a trivial solution. Essentially the remaining problem contains
all those SVD components of A which have no effect on the optimal solution x (for example the
A22 part contains all repeated singular values of A and all those singular values of A for which
b is orthogonal to the corresponding left singular vector subspaces).

This splitting found by the bidiagonalization (3) has both theoretical and practical importance.
The TLS (and Scaled TLS and DLS) formulations are not necessarily meaningful for general
A ∈ Rm×n and b ∈ Rm, see for example [10, §7], and this has led to many complicated aspects
of TLS theory and computations, such as the concept of the “generic TLS problem” in [8].

Fortunately it was shown in [10] that the core problem always has a unique meaningful solution
for any of these formulations, as well as how to simplify the TLS theory and eliminate all these
complications. In practice this leads to a simple three step process for solution:

• For the given A and b use the bidiagonalization (3) to find the core data Ã and b̃.

• Solve the formulation of interest for the core problem Ãx̃ ≈ b̃.

• Construct the solution x of the original problem from the solution x̃ of the core problem.

The bidiagonalization (3) not only carries out the first step, it also puts the core data in a
simple form for solving the second step quickly and accurately, and provides the matrix needed
in the third step to multiply the core solution x̃ to give the original problem solution x.

A thorough treatment of these topics is given in [10], and a more simple overview is given in
[11]. It appears that the bidiagonalization (3) is a far more important tool than we originally
thought, both for theory and for computations — for compact as well as large sparse matrix
problems.
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Approximation of Exponentials and Logarithms of Block Triangular Matrices

Alessandra Papini

Many algorithms to approximate a function F (A) of an n-by-n matrix A are based on a block
Schur decomposition A = QTQ∗, such that T is in block triangular form [1], [2]. Then, by the
equality F (A) = QF (T )Q∗, the computation of F (A) can be reduced to the computation of
the function F (T ) of a block triangular matrix T . Furthermore, block triangular matrices –
and the need to compute exponentials and logarithms of such matrices – arises naturally also
in engeneering applications.

Our interest is in the approximation of exponential and logarithm functions of a 2-by-2 block
triangular T :

T =

[
T11 T12

0 T22

]
.
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We give block error estimates for diagonal Padè approximants, and as a result of improved
error estimates we revisit the standard scaling techniques to approximate eT and ln(T ). The
resulting scaling strategies avoid common overscaling pitfalls [3]-[5]. Stability and conditioning
issues are discussed, as well as possible extensions.
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A Jacobi-Davidson Type Method for a Right Definite Two-Parameter Eigenvalue
Problem

Michiel E. Hochstenbach
Bor Plestenjak

We are interested in computing one or more eigenpairs of a right definite two-parameter eigen-
value problem

A1x = λB1x + µC1x,
(1)

A2y = λB2y + µC2y,

where Ai, Bi, Ci are given real symmetric ni × ni matrices, x ∈ Rn1 , y ∈ Rn2 , and λ, µ ∈ R.
The condition for right definiteness is that

(xT B1x)(yT C2y) − (xT C1x)(yT B2y) > 0
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for x, y 6= 0. A pair (λ, µ) that satisfies (1) for nonzero vectors x, y is called an eigenvalue and
the tensor product x⊗y is the corresponding eigenvector. There exist n1n2 linearly independent
eigenvectors for problem (1).

Multiparameter eigenvalue problems of this kind arise in a variety of applications, for example
in mathematical physics when the method of separation of variables is used to solve boundary
value problems and in coupled Sturm-Liouville differential equations.

We present a Jacobi–Davidson type method for computing selected eigenpairs of (1). The
method has several advantages over the existing methods. It can compute selected eigenpairs
and it does not require good initial approximations. In addition it can tackle very large two-
parameter problems, especially if the matrices Ai, Bi, and Ci are sparse.

In each step of the method we first compute Ritz pairs of the projected smaller problem. Here
we use the fact that (1) can be expressed as two coupled generalized eigenvalue problems. If
we define matrices

∆0 = B1 ⊗ C2 − C1 ⊗ B2,

∆1 = A1 ⊗ C2 − C1 ⊗ A2, (2)

∆2 = B1 ⊗ A2 − A1 ⊗ B2.

on the tensor product space S := Rn1 ⊗ Rn2 of the dimension N := n1n2 then the right
definiteness of (1) is equivalent to the condition that ∆0 is positive definite. Matrices ∆−1

0 ∆1

and ∆−1
0 ∆2 commute and the problem (1) is equivalent to the associated coupled problem

∆1z = λ∆0z,
(3)

∆2z = µ∆0z,

for decomposable tensors z ∈ S, z = x ⊗ y.

We expand the search space using approximate solutions of appropriate correction equations.
We present two alternatives for the correction equations using orthogonal and oblique pro-
jections, respectively. It is also possible to compute more than one eigenpair using a selection
technique. At the end some numerical results for exterior and interior eigenvalues are presented.
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Optimal Preconditioning for Raviart-Thomas Mixed Formulations of Second-Order
Elliptic Problems

Catherine Elizabeth Powell
David J. Silvester

We evaluate two preconditioning strategies for the indefinite linear system obtained from Raviart-
Thomas mixed finite element formulation of a second-order elliptic problem with variable co-
efficients. Our emphasis is on linear algebra; optimality of the preconditioning is established
using basic properties of the finite element matrices.

The underlying saddle-point problem is well-posed in two function spaces, H(div) × L2 and
L2 × H1, leading to the possibility of two distinct types of preconditioner. For homogeneous
Dirichlet boundary conditions, the discrete problems are identical. This motivates the use of
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Raviart-Thomas approximation in both frameworks yielding a non-conforming method in the
second case.

We consider two block-diagonal preconditioners and establish a new uniform eigenvalue bound.
Trials of preconditioned MINRES illustrate that both preconditioners are robust with respect
to the mesh parameter. The impact of jumps and anisotropies in the diffusion coefficients on
convergence is also discussed.

Key words: second-order elliptic problems, saddle-point problems, variable coefficients, mixed
finite elements, Raviart-Thomas, MINRES, preconditioning, H(div).
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Oscillations in Discrete Solutions of the Convection-Diffusion Equation

Howard Elman
Alison Ramage

It is well known that discrete solutions to the convection-diffusion equation

−ǫ∇2u(x, y) + w · ∇u(x, y) = f(x, y) in Ω (1)

u(x, y) = g(x, y) on δΩ,

(where the small parameter ǫ and divergence-free convective velocity field w = (w1, w2) are
given) contain nonphysical oscillations when boundary layers are present but not resolved by
the discretisation. For the Galerkin finite element method with linear elements on a uniform
1D grid, a precise statement as to exactly when such oscillations occur can be made, namely,
that for a problem with mesh size h, constant advective velocity w and different values at the
left and right boundaries, oscillations will occur if the mesh Péclet number Pe = h|w|/(2ǫ) is
greater than one. In 2D, however, the situation is not so well understood.

In this talk, we present a mechanism for deriving useful, closed-form 2D solutions of linear
systems arising from discretisations of (1), which can be used to characterise the behaviour of
oscillations in the direction of the flow with respect to variations in mesh Péclet number. For
the case where w = (0, 1) in (1) and the underlying finite element grid is uniform, we use Fourier
analysis to construct an analytic formula for the discrete solution. Specifically, we use a Fourier
decomposition of the coefficient matrix for the full 2D discretisation to reduce the problem to
one of solving several tridiagonal linear systems with the character of 1D convection-diffusion
problems. This idea is the basis of some fast direct solvers for linear systems of this type: here,
however, we take advantage of the fact that as these tridiagonal systems are of Toeplitz form,
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they can be solved analytically via a set of three-term recurrence relations. The result of this
process is an exact analytic expression for the entries of the discrete solution vector of the full
2D problem. This analysis is not specific to the finite element method but in fact applies to
any discretisation method whose matrix entries fall within a certain nine-point stencil.

Applying the above analysis to a model problem using the Galerkin finite element method en-
ables us to clarify precisely when oscillations occur, and what can be done to prevent them. We
prove the somewhat surprising result that there are oscillations in the 2D problem even when
Pe < 1, and show that there are distinct effects arising from the presence of exponential and
characteristic boundary layers. We also characterise the effects of various streamline upwind-
ing strategies on solution quality, which provides a basis for obtaining accurate solutions for
problems with non-grid-aligned and variable speed flows.

Lothar Reichel
Department of Mathematical Sciences
Kent State University
Kent, OH 44242, USA

reichel@mcs.kent.edu

tel: +1-330-672-9114 fax: +1-330-672-7824

Iterative Methods for Large-Scale Ill-Posed Problems

Daniela Calvetti
Lothar Reichel

The numerical solution of large-scale ill-posed problems is an important and difficult task that
arises in many applications, including medical imaging and astronomy. Ill-posed problems
are characterized by extreme sensitivity to perturbations in the data. In ill-posed problems
that arise in science and engineering, the data is typically contaminated by measurement or
transmission errors. We will refer to these errors as noise. In order to be able to determine
meaningful approximate solutions of ill-posed problems with contaminated data, the ill-posed
problem is replaced by a nearby problem that is less sensitive to perturbations. This is referred
to as regularization. The amount by which the given ill-posed problem is changed is usually
determined by a parameter, the so-called the regularization parameter.

Many discretized large-scale ill-posed problems yield matrices that are nonsymmetric and pos-
sibly nonsquare. Traditionally, the solution methods of choice for such problems have been
iterative methods applied to the normal equations or a modification of the normal equations
obtained by Tikhonov regularization; the problems solved numerically are large linear systems
of equations with a symmetric matrix.

We have found that by respecting the nonsymmetry of the problem, i.e., by instead of solving the
normal equations applying iterative methods, such as the GMRES, BiCG or QMR methods,
to the nonsymmetric linear system one may obtain faster convergence and an approximate
solution of higher quality than when solving the normal equations by the CG method. In fact,
in applications to image restoration the new approach can be competitive with TV-norm based
methods.

This talk presents a theoretical justification for applying iterative methods for nonsymmetric
problems to the solution of ill-posed problems. Computed examples illustrate the theory will
be presented.
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On the Stability of Automatic Differentiation

John Reid

Automatic differentiation is a means of computing the derivatives of a function specified by
a computer code for a given set of values of the independent variables. If the independent
variables are x1, x2, . . . , xn, we may write the calculation as the sequence of operations

xi = fi(x1, x2, . . . , xl(i)), l(i) = min(i − 1, m − k), i = n+1, n+2, . . . , m, (1)

where the output variables are fi = xm−k+i, i = 1, 2, . . . , k.

By differentiating equation (1), we find that the derivatives are related thus

∂xi

∂xj
=

l(i)∑

k=1

∂fi

∂xk

∂xk

∂xj
, j = 1, 2, . . . , n. (2)

If we suppose that the intermediate variables are yi = xn+i, i = 1, 2, . . . , m − k − n, we can
rewrite equation (2) as




−I
F L
G H −I






∇x
∇y
∇f


 =




−I
0
0


 (3)

where L is lower triangular with diagonal entries −1 and the elements of F , G, H, and the
lower triangle of L are the ‘local derivatives’ ∂fi

∂xk
of equation (2).

If Gaussian elimination is applied to equation (3), pivoting only on the diagonal entries of L,
we find the equation




−I
F ′ L′

J 0 −I






∇x
∇y
∇f


 =




−I
0
0


 (4)

and we see that the Jacobian J has been calculated. Note that each pivotal operation preserves
the form, that is, the matrix remains lower triangular with all diagonal entries of value −1. All
the pivots are −1, regardless of the pivot order.

The forward method corresponds to the forward order n + i, i = 1, 2, . . . , m − k − n and the
backward method corresponds to the backward order n+i, i = m−k−n, m−k−n−1, . . . , 1. In
practice, most of the local derivatives are zero, so the matrices are very sparse. It is therefore not
obvious whether the forward or backward method is more economical; in general, the forward
method is better when n is small and the backward method is better when k is small. Other
pivotal orders, sometimes called ‘cross-country’ ordering, may be better than either.

As far as I know, the numerical stability of these processes has not be analyzed. Conven-
tional Wilkinson-style analysis can be applied to the forward and backward methods since these
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amount to solving triangular sets of equations. However, I am not sure about cross-country
elimination. By the time of the meeting, I hope to have proved stability or found an example
of instability. Failing either, I will present this to the audience as an unsolved problem.
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Riccati’s Equation and Computation of Invariant Subspace of Large Matrices

Mickaël Robbé

Many applications require the computation of invariant subspaces associated with a group of
eigenvalues of a large sparse complex N ×N matrix A where A can be defective. Block methods
are attractive by their numerical stability in the case of clusters of eigenvalues and their efficient
implementations [2].

The aim of this talk is to introduce a method based on the Algebraic Riccati Equation [1, 3],
that can be seen as the block analogue of the Jacobi-Davidson method [5].

More precisely, if X ∈ CN×m a matrix with orthonormal columns that approximately the
desired invariant subspace, then there exists a matrix U ∈ CN×m with U∗X = 0 such that
Range(X + U) is an invariant subspace of A, and U is the solution of the Riccati equation [4]:

(I − XX∗)(AU − UL) − UX∗AX = −R (1)

with L = X∗AX and R = AX − XL.

Unfortunately, equation (1) is nonlinear and contains large matrices, so it is difficult and very
expensive to solve: only an approximation of U denoted by Ũ can be computed. We take X + Ũ
as the new basis of the desired invariant subspace and the process can be repeated.

One of the main problem is the choice of the accuracy for solving (1) with respect to the speed of
convergence and the computational cost. The study of the convergence behavior of the method
gives some important information. We show that if Ũ is the solution of the following Sylvester
equation (it is the first step of the Newton method applied to (1))

(I − XX∗)(AU − UL) = −R, (2)

then the method converges with a quasi-quadratic rate. The case where Ũ is only an approxi-
mate solution of (2) is also studied.

To ensure the stability of the method and to decrease the computational cost, a deflation
technique is usually employed in block methods. When the Sylvester equation (2) is solved by
a Krylov method, no deflation is need and this increases the robustness of the method.

The theoretical study shows that this method has Newton type-method behavior hence it is
sensitive to the starting subspace. Using the Rayleigh-Ritz or the harmonic Rayleigh-Ritz

approximations on the subspace
{

X, Ũ
}

, we reduce the dependency on the starting subspace.

The different approximations are compared on numerical examples arising from acoustic prob-
lems. The applications of multi-grid techniques are also discussed and illustrated on elliptic
examples.
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Large-Scale Nonnegative Regularization

Marielba Rojas
Trond Steihaug

Introduction

We consider large-scale discrete forms of ill-posed problems whose solutions must have non-
negative components. Those problems arise for example, in inverse problems in imaging, such
as image restoration problems, where we seek to recover an image from a blurred and noisy
version of it. The discretized problems are usually large-scale linear systems with a highly
ill-conditioned coefficient matrix and a right-hand side contaminated by noise. As with other
discrete forms of ill-posed problems, standard methods such as the ones in [2] and [5] produce
meaningless solutions with very large norm, and regularization techniques are needed to con-
trol the effect of the data noise on the computed solution. In addition, in image restoration
problems, the images are represented as pixel arrays, where each component represents the
light-intensity value or the color value of a pixel, and therefore must be nonnegative.

Most methods in image restoration compute a regularized solution and then set its negative
components to zero. This strategy yields acceptable solutions in most cases, however, there are
applications such as astronomical imaging where most of the pixel values in the desired solution
are actually zero and therefore, setting negative values to zero might introduce considerable
errors in the restored image (cf. [6], [7]). Thus, methods that take into account the nonnegativity
constraints are highly desirable.

Some of the methods that enforce nonnegativity in the solution are [3], [4], [6], [7], of which
only [6] and [7] target large-scale problems. The methods in [6] and [7] rely on the availability
of efficient preconditioners. The methods in [7] are iterative methods for linear systems subject
to nonnegativity constraints. The methods achieve regularization by early termination of the
iteration, which is based on the heuristic that initial iterates will not be contaminated by the
noise in the data, and which requires a procedure for determining when to stop the iteration
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We have recently developed a new method for large-scale nonnegative regularization [11].
Our method is not based on a heuristic and does not depend on the availability of a precondi-
tioner. The method is matrix-free in the sense that it relies only upon matrix-vector products
with the coefficient matrix and its transpose.

The Problem

We pose the regularization problem with nonnegativity constraints as

min 1

2
‖Ax − b‖2 (1)

s.t. ‖x‖2 ≤ ∆

x ≥ 0

where A ∈ IRm×n, m ≥ n, b ∈ IRm, and ∆ > 0. In image restoration problems, the matrix A is
a discretized version of the blurring operator, b is a vector representation of the data image, and
∆ is an estimate of the energy in the target image [1]. Problem (1) without the nonnegativity
constraints is also a regularization approach, sometimes called the trust-region regularization
approach that has been successfully used in seismic inversion and related problems [8], [10].

The Method

In order to solve problem (1), we first eliminate the nonnegativity constraints by including
them in a modified objective function. In our case the function shall be the logarithmic barrier
function. This strategy yields the new problem

min 1

2
‖Ax − b‖2

2
− µ

n∑

i=1

log ξi (2)

s.t. ‖x‖2 ≤ ∆

for x = (ξ1, ξ2, . . . , ξn)T and µ > 0. Observe that by using (2) we have restricted the solution to
have positive components only.

We solve the nonlinear barrier problem (2) by solving a sequence of quadratically con-
strained quadratic problems, or trust-region subproblems, where the objective function is a
quadratic approximation to the logarithmic barrier function, and where the trust-region radius
∆ remains fixed. We solve the subproblems by means of recent techniques for the large-scale
trust-region subproblem [9], that can also handle the singularities associated with ill-posed
problems. The technique in [9] requires the solution of large-scale eigenvalue problems.

Our method for problem (1) consists then of solving a sequence of large-scale trust-region
subproblems while driving the barrier parameter µ to zero and safeguarding the iterates to
preserve positivity.

Summary

We will describe our interior-point trust-region-based method for large-scale nonnegative reg-
ularization and discuss some of its properties. We will present numerical results to illustrate
those properties and to show the performance of the method on image restoration problems.
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Conjugate gradient method with indefinite preconditioning for saddle–point problems

Miro Rozložńık
Valeria Simoncini

We consider the solution of symmetric indefinite linear systems of the form

[
A B
BT 0

] [
x
y

]
=

[
f
g

]
, (1)

where A is a symmetric positive definite matrix and B has full column rank. Saddle–point
problems of this type arise in many application areas such as computational fluid dynamics,
electromagnetism, optimization and nonlinear programming. Particular attention has been
paid to the iterative solution of these systems and to preconditioning techniques. Several
structure–dependent schemes have been proposed and analyzed. Indeed, the block pattern of
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(1) enables to take into account not only simple preconditioning strategies and scalings, but
also preconditioners with a particular block structure. It is well-known that the application
of positive definite block-diagonal preconditioners still leads to preconditioned systems with
symmetric structure similar to (1); see [3], [7] and their references. On the other hand, the
application of symmetric indefinite and nonsymmetric block-triangular preconditioners leads to
nonsymmetric triangular preconditioned systems; see e.g. [8],[4],[11].

Numerical experiments with matrices stemming from different application areas, such as those
discussed in [12], [10],[9] and [5], have recently proved the efficiency of the constraint (or null-
space projection) preconditioner, which leads to a preconditioned system with the block trian-
gular matrix

[
A B
BT 0

] [
I B

BT 0

]−1

=

[
I + (A − I)(I − B(BT B)−1BT ) (A − I)B(BT B)−1

0 I

]
. (2)

The constraint preconditioner was also successfully used in a multigrid framework, as an efficient
smoother in Uzawa–type schemes for the numerical solution of the Stokes problem [1].

In this contribution we analyze several theoretical issues and practical aspects related to the ap-
plication of the constraint preconditioner in Krylov subspace methods (see also [13]). Although
the original system (1) and the preconditioner itself are symmetric, the preconditioned matrix
(2) is nonsymmetric, therefore general nonsymmetric iterative solvers should be considered. It
can be shown from particular structure of (2) that its eigenvalues are all real and positive [9]
(see also [11] [6]). A careful analysis shows that in general the preconditioned system is not
diagonalizable since there are 2 × 2 nontrivial blocks in the Jordan decomposition of (2). On
the other hand, experiments indicate that Krylov subspace methods perform surprisingly well
on practical problems.

Recent research has focused on the use of the conjugate gradient method (PCG), even in case of
the indefinite constraint preconditioner. The convergence of PCG for a typical choice of right-
hand side, i.e. g = 0, has been analyzed in [13] and it was shown that solving the preconditioned
system with matrix (2) by means of PCG is mathematically equivalent to using the CG method
applied to the projected system (I − Π)A(I − Π)x = (I − Π)f , where Π = B(BT B)−1BT is
the orthogonal projector onto R(B). Indeed, the indefinite preconditioner projects the original
problem (1) onto the kernel of the constraint operator [9], [12]. Consequently, the primary
variables in the PCG approximate solution xk always converge to the solution x, while the
dual variables yk may not converge or they can even diverge. The (non)convergence of the dual
variables is then reflected onto the (non)convergence of the residual vector. These considerations
naturally lead to the development of safeguard strategies and stopping criteria to avoid possible
misconvergence of dual variables. It can be often observed that even simple scaling of the block
A by diagonal entries may easily recover the convergence of the iterates yk in practical problems.
Moreover, one can also apply a cheap correction step at the end of the process and obtain the
solution y [13]. An alternative strategy consists in changing the conjugate gradient direction
vector when computing the dual iterates yk into a minimum residual direction vector [5], [2].

The necessity of scaling the system is even more profound if the method is applied in finite
precision arithmetic. It can be shown that rounding errors may considerably influence the
numerical behavior of the scheme. More precisely, bad scaling, and thus nonconvergence of
iterates yk, affects significantly the maximum attainable accuracy of the computed primary
iterates xk. Therefore, applying a safeguard or pre–scaling technique, not only ensures the
convergence of the method, but it also leads to a high maximum attainable accuracy of (all)
iterates computed in finite precision arithmetic [13].
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For large–scale problems, the application of indefinite preconditioner (2) may be computa-
tionally expensive. In practical situations, only approximations to the inverse (BT B)−1 are
considered, giving rise to inexact versions of the preconditioner. The inexactly preconditioned
matrix can be seen as an perturbation of the matrix (2). Therefore, a perturbation analysis
based on the Jordan decomposition of (2) can be performed, in which the spectral perturba-
tion can be explicitly related to the inexact application of (BT B)−1. The convergence analysis
of iterative methods applied to the inexactly preconditioned systems is a subject of current
investigation.
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[13] M. Rozložńık and V. Simoncini, Krylov subspace methods for saddle point problems
with indefinite preconditioning, Technical report 1181, IAN CNR, Pavia, revised version 2001,
submitted to SIAM J. Matrix. Anal. Appl.

145



Michael Saunders
Systems Optimization Laboratory
Dept of Management Science and Engineering
Stanford University
Stanford, CA 94305-4026, USA

saunders@stanford.edu

http://www.stanford.edu/group/SOL/

tel: 650-723-1875 fax: 650-723-4107

A Sparse Rank-Revealing LU Factorization

Michael O’Sullivan
Michael Saunders

Sparse LU factorizations are the engines that drive many numerical algorithms. Stability and
accurate rank-detection are key requirements, especially for constrained optimization. Rook
pivoting and complete pivoting methods are both likely to reveal rank reliably, but they are
difficult to implement in the sparse case.

We focus on the LUSOL package used within the optimization codes MINOS and SNOPT. A
new threshold complete pivoting option (TCP) has proved valuable for finding well-conditioned
basis matrices. The challenge is to make it efficient on very large systems.
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The debt linear algebra owes Helmut Wielandt

Hans Schneider

Examining a small part of Wielandt’s unpublished mathematical diaries, I became aware that
he played an important role in the survival of linear algebra through a bleak period.
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A parallel direct solver for large sparse unsymmetric linear systems

Iain S. Duff
Jennifer A. Scott

Large-scale simulations in many areas of science and engineering involve the repeated solution
of large sparse linear systems of equations

Ax = b.

Solving these systems is generally the most computationally expensive step in the simulation.
As time-dependent three-dimensional simulations are now commonplace, there is a need to
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develop algorithms and software that can be used to efficiently solve such problems on parallel
supercomputers. In this talk, we report on the design and development of a new parallel
unsymmetric solver, HSL MP48, that has at its heart the well-known software package MA48 from
the mathematical software library HSL (www.cse.clrc.ac.uk/Activity/HSL).

MA48 is a serial code that was developed in the early 1990s by Duff and Reid [2]. It implements
a sparse variant of Gaussian elimination, using conventional sparse data structures and incor-
porating threshold pivoting for numerical stability. To maintain sparsity, the pivot ordering is
based on a modification of the Markowitz criterion. During the last decade MA48 and, before
that, its predecessor MA28 [1], were very widely used. MA48 has proved particularly successful
when used for solving problems where the system matrix A is very sparse and highly unsym-
metric. It is also very efficient when there is a need to solve repeatedly for different right-hand
sides.

The size of problem that can be solved using MA48 is limited by the computer memory available.
To solve larger problems, as well as to solve problems more quickly, our aim was to develop
a parallel version of MA48. Without complete rewriting, there is limited scope for parallelism
within MA48, beyond that which is available through its use of BLAS kernels. The idea behind
our parallel approach was thus to subdivide the problem into a (small) number of loosely
connected subproblems and to apply a modified version of MA48 to each of the subproblems in
parallel. A similar approach has been successfully used by Scott [5] to develop a parallel frontal
solver. The results reported by Scott demonstrate that, for problems arising from chemical
process engineering, the parallel frontal solver is significantly faster than the serial frontal code
MA42 [3], with speedups in the range of 3 to 8 being achieved on 8 processors of an Origin 2000.

For our parallel approach, the matrix A must first be preordered to singly bordered block
diagonal form




A11 C1

A22 C2

... .
ANN CN


 ,

where the rectangular diagonal blocks All are ml × nl matrices with ml ≥ nl, and the border
blocks Cl are ml × k with k ≪ nl. A partial LU decomposition is then performed on each of
the submatrices

(
All Cl

)

using a modified version of MA48. Modifications are needed because, while variables correspond-
ing to the columns of All are candidates for elimination, those corresponding to the kl columns
of Cl may not be eliminated since these columns have entries in at least one other border block
Cj (j 6= l). Once all possible eliminations on the submatrices have been performed, for each
submatrix there will remain a Schur complement matrix Âll of order pl × kl, where pl is at
least ml − nl (pl exceeds ml − nl if stability considerations do not allow all the columns of All

to be eliminated). The extended sum Â of the Schur complements may be factorized using a
sparse direct method. In particular, MA48 may be used to solve the interface problem. Forward
eliminations and back-substitutions can be then be performed on the submatrices in parallel to
complete the solution.

This approach to parallelising MA48 is suitable for a relatively small number N of submatrices
and for use with no more than N processes. In our experiments, up to 16 processes have
been used. This restriction is necessary because the size of the interface problem grows as
the number of submatrices increases. The cost of solving the interface problem thus rises and
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becomes a more significant part of the total computational cost. Because our parallel approach
currently solves the interface problem using a single process, to achieve good speedups for the
overall solution time, it is crucial that the matrix A is preordered to singly bordered block
diagonal with a narrow border. Furthermore, if the submatrices are of a similar size, with a
similar number of variables in the border, good load balance can be achieved. For problems
arising from chemical process engineering, the preordering may be performed using the MONET
algorithm of Hu, Maguire, and Blake [4] (available in the HSL library as routine HSL MC66).

Our aim was to design and develop a general parallel sparse direct solver that is portable and
straightforward to use, while being both flexible and efficient. In this talk we address how
each of these goals was achieved using Fortran 90 with MPI for message passing. Key features
include a number of different options for supplying the matrix data to take advantage of the
computer architecture being used, optionally holding the partial LU factors in sequential access
files to enable larger problems to be solved, and a fast factorization for factorizing a matrix
where only the numerical values have changed. We present numerical results for a range of
practical applications and compare the performance of our new code HSL MP48 with the serial
code MA48.
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Fast black-box preconditioners for self-adjoint elliptic PDE problems

David J. Silvester

Discretization of self-adjoint PDEs using mixed approximation leads to symmetric indefinite
linear system of equations. Preconditioners based on the positive definite symmetric Schur
complement are common in the literature since they open up the possibility of using Precon-
ditioned Conjugate Gradients as solver. Such methods have an inherent deficiency which is
avoided in our alternative approach. We outline a generic block preconditioning technique for
such systems with the property that the eigenvalues of the preconditioned matrices are either
contained in intervals that are bounded independently of the mesh size, or else have a small
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number of outlying eigenvalues that are inversely proportional to the mesh size. The attractive
feature of our technique is that the basis of the preconditioning is a readily available building
block; namely, a fast Laplacian solve based on a single multigrid V-cycle. In the talk, we review
the theoretical foundation for our approach. We also present numerical results showing it’s
effectiveness in the context of three model problems; anisotropic diffusion equations arising in
ground-water flow, the biharmonic equation arising in plate modelling, and the Stokes equations
that arise in incompressible flow modelling.
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The Nullspace–free eigenvalue problem and
the inexact Shift–and–invert Lanczos method

Valeria Simoncini

Given the large generalized symmetric eigenvalue problem

Ax = λMx, (1)

with A semidefinite and M definite, we are interested in the approximation of the smallest
nonzero eigenpairs, assuming that a sparse basis C for the null space of A is available, as is
the case in several applications, see e.g. [5, 3]. A relevant feature of the considered setting is
that the dimension nc of the null space is very high, possibly reaching one third of the entire
problem dimension. Each exact eigenvector x associated with an eigenvalue λ 6= 0 automatically
satisfies the orthogonality condition CT Mx = 0. On the other hand, the approximation space
in which the approximate eigenvector is computed can be highly polluted by components onto
the large null space, unless explicit orthogonalization with respect to the unwanted eigenspace
is performed.

In this contribution we analyze several algebraic formulations investigated in recent years (see
e.g. [2, 3]) that enforce the orthogonality condition at different levels of the approximation.
Typical approaches include the following strategies:

1. The left–hand side matrix in (1) is modified so that the new problem reads ([4]):

Given an nc × nc symmetric nonsingular matrix H find the smallest positive eigenvalues
in the problem

(A + (MC)H−1(MC)T )x = ηMx. (2)

2. The original eigenvalue equation is augmented by the constraint equation, leading to the
2 × 2 block eigenvalue problem ([7])

(
A MC

(MC)T 0

)(
x
y

)
= λ

(
M 0
0 0

)(
x
y

)
(3)

3. The constraint is enforced during the spectral approximation of (1), as done e.g. in [3].
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To obtain approximate eigenvectors when A and B have large dimensions, we consider the
inexact version of the Shift–and–invert Lanczos method, and we show that apparently different
algebraic formulations in the classes above, provide the same approximation iterates, under
some standard hypotheses [8]. Our results suggest that alternative strategies need be explored
to derive algebraic formulations that really take advantage of the special problem setting, as
more recently explored in [1, 6].
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Analysis of Smith-Type Methods for Lyapunov Equations and Balanced Model
Reduction

Danny C. Sorensen

Low rank Smith methods and variants have emerged as very competitive numerical schemes for
the approximate solution of large scale Lyapunov equations.

AP + PA
T

+ BB
T

= 0.
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Approximate solutions to Lyapunov equations are obtained in low rank factored form. These
may then be used to construct approximate balanced reduction of linear time invariant control
(LTI) systems.

In this talk, we introduce a new formulation of the residual

APk + PkA
T

+ BB
T

corresponding to a Smith-type approximate solution Pk. This formulation facilitates the analysis
of a number of variants of Smith’s method. In particular, convergence of multi-shift and cyclic
low rank Smith methods are straightforward to analyze with this approach.

We then utilize this analysis to design a method for obtaining an approximate balancing trans-
formation by maintaining and updating an SVD of the product of square root factors of Pk and
Qk which are the k-th approximates to the controllability and observability Grammians of the
LTI system. The above analysis will provide a means for assuring that the reduced order model
is indeed balanced and stable if the original system is stable.
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On the Powers of a Matrix with Perturbations

G. W. Stewart

Let A be a matrix of order n. The properties of the powers Ak of A have been extensively
studied in the literature. This paper concerns the perturbed powers

Pk = (A + Ek)(A + Ek−1) · · · (A + E1),

where the Ek are perturbation matrices. We will treat three problems concerning the asymptotic
behavior of the perturbed powers. First, determine conditions under which Pk → 0. Second,
determine the limiting structure of Pk. Third, investigate the convergence of the power method
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with error: that is, given u1, determine the behavior of uk = νkPku1, where νk is a suitable
scaling factor.
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Approximation Problems in GMRES

Jörg Liesen
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In this talk we reexamine the role of the eigenvalue-eigenvector structure and the influence of
the right hand side on the convergence of GMRES.

Consider solving a linear algebraic system Ax = b, where A is a nonsingular and possibly
nonnormal N -by-N matrix, with GMRES [9]. Starting from an initial guess x0, this method
computes the initial residual r0 = b−Ax0 and a sequence of iterates x1, x2, . . ., so that the nth
residual rn ≡ b − Axn satisfies

‖rn‖ = ‖pn(A)r0‖ = min
p∈πn

‖p(A)r0‖, (1)

where πn denotes the set of polynomials of degree at most n with value one at the origin.
Convergence analysis of GMRES has been an active area of research since the introduction of
the algorithm. Considerable effort has been spent on bounding the GMRES residual norms
by quantities depending on the matrix A only. We shall call convergence bounds of this type
operator-based bounds.

The operator-based approach to analyzing GMRES convergence uses the submultiplicative prop-
erty of the Euclidean matrix norm to separate r0 from the matrix polynomial p(A),

‖rn‖ ≤ ‖r0‖ min
p∈πn

‖p(A)‖. (2)

Hence the polynomial minimizing (1) is replaced by the polynomial minimizing minp∈πn ‖p(A)‖.
If A is diagonalizable, A = Y DY −1, where D = diag(λi), then the GMRES residuals further
satisfy

‖rn‖
‖r0‖

≤ κ(Y ) min
p∈πn

max
λ∈Λ(A)

|p(λ)|. (3)

This bound (in the context of the GCR method) was first developed by Elman [3, Theorem 5.4],
for recent discussion and refinement see [4]. Apart from the factor κ(Y ) the bound (3) represents
a polynomial approximation problem on the spectrum of A.

If A is normal, κ(Y ) = 1 and the bound (3) is sharp in the sense that for each A and n there
exists an r0 so that equality holds. Furthermore, unless there is a very special distribution
of the components in the vector Y −1r0 = Y ∗r0, the bound in practice typically gives a good
description of the GMRES convergence behavior. This follows from the simple but essential
fact that the eigenvectors of a normal matrix can be chosen orthonormal which gives

‖Y −1r0‖ = ‖Y ∗r0‖ = ‖r0‖. (4)

Hence the convergence behavior of GMRES is considered to be understood in case of a normal
matrix A.
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The nonnormal case stands in a sharp contrast to the normal one. The standard operator-based
bound (3) is commonly dismissed as ”useless” whenever A’s eigenvectors are ill-conditioned (or
the matrix A is defective). To understand how nonnormality affects the convergence of GMRES,
a variety of other operator-based convergence bounds have been introduced, for example bounds
based on the field of values [2, 10] and on pseudospectra [8], see [6] for recent related results.
However, since all of these are based on upper bounds for the ”ideal GMRES” approximation
problem minp∈πn ‖p(A)‖ only, they cannot capture the dependence of the GMRES convergence
behavior on the initial residual (or the right hand side b), see also [7].

In our presentation we reexamine the standard convergence bound (3) and we generalize it for
a general nonsingular matrix A. We explain why in case of a nonnormal matrix A this bound
represents an approximation problem which can be substantially different from the one that
GMRES applied to Ax = b with a given r0 solves.

For example, considering a non-normal diagonalizable A, A = Y DY −1 with D = diag (λi) and
Y non-unitary but invertible we get

‖rn‖ = ‖pn(A)r0‖ = min
p∈πn

‖p(A)r0‖ (5)

= min
p∈πn

‖Y [p(D)Y −1r0]‖ (6)

≤ ‖Y ‖ min
p∈πn

‖p(D)Y −1r0‖ (7)

= ‖Y ‖ min
p∈πn

{
N∑

i=1

|[Y −1r0]i|2 |p(λi)|2
}1/2

(8)

≤ ‖Y ‖ ‖Y −1r0‖ min
p∈πn

max
λ∈Λ(A)

|p(λ)| (9)

≤ ‖r0‖κ(Y ) min
p∈πn

max
λ∈Λ(A)

|p(λ)| . (10)

Lacking in space, we focus in this abstract on the step from (6) to (7). Using a naive argument,
one may say that we can always consider normalized right eigenvectors. Then ‖Y ‖ ≤

√
N , and

there seems to be no qualitative difference between (7) and the normal case (where ‖Y ‖ = 1
and (4) holds). The difference can, however, be drastical. Assume ‖yi‖ = 1 for all i. Since
the individual eigenvectors yi are not assumed to be orthogonal, some of the components of
Y −1r0 can be very large, potentially much larger than ‖r0‖. Hence the linear combination of
these eigenvectors Y [ p(D)Y −1r0] allows a significant cancellation. Note that although some
coefficients of this linear combination are possibly large, the resulting sum always represents a
vector having norm bounded from above by ‖r0‖. The minimization problem in (6), which pro-
duces the actual GMRES polynomial, reflects that possible cancellation, while the minimization
problem in (7) does not. The problem is not in the possible multiplicative coefficient, but in the
minimization problem itself. When there is a significant cancellation in the GMRES minimiza-
tion problem (6), the bound (7) cannot be tight, and any further bound based on (7) suffers
from this principal weakness. This approach can easily be generalized to deffective matrices.

The main theme of this paper resembles ”Steps 3 and 4” of [1, Sections 7 and 8], but we
emphasize different sides of the problem and use different tools. In brief, nonnormality of A can
lead to a significant cancellation in (6) (or in its general nondiagonalizable analog not presented
here). If this takes place, then the (worst case) operator-based bounds can give a significantly
misleading information about the convergence of GMRES.

Our arguments are illustrated and supported by a case study based on a set of example matrices
derived by Fischer, Ramage, Silvester and Wathen [5].
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Another related problem which will be studied in this context is the characterization of GMRES
convergence by the backward error.
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Polynomial Toeplitz Matrices and the Column-Row Factorization A = CaB

Gilbert Strang, MIT
Steven Lee, Livermore National Laboratory

The reduced row echelon form R = rref (A) has the identity matrix in the r pivot columns,
r = rank (A). Removing zero rows leaves an r by n matrix B with the same row space as A.
We go one step further, to include the column echelon form C = (rref (A′))′, with zero columns
removed.

The result is a (very elementary!) factorization A = CaB. The factors are (m by r)(r by r)
(r by n). The leading nonsingular submatrix a is formed by the pivot columns and pivot rows
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of A. The columns of C and the rows of B are natural bases for the column space and row
space of A. The complementary nullspaces have natural bases in reverse echelon form. None of
these are numerically stable.

In a second (independent) direction, we describe least squares filters that lead to Toeplitz
matrices whose entries are the values of a polynomial at −M, . . . , M . There is a fast way to
multiply, but again stability is not clear.
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Flexible Krylov Methods

Daniel B. Szyld
Valeria Simoncini

Flexible Krylov methods refers to a class of methods which accept variable (or flexible) pre-
conditioning, i.e., preconditioning that can change from one step to the next. In other words,
given a Krylov subspace method, such as CG, GMRES, QMR, etc. for the solution of a linear
system Ax = b, instead of having a fixed preconditioner M and the (right) preconditioned
equation AM−1y = b (Mx = y), one may have a different matrix, say Mi at each step. In this
presentation, we study the case where the preconditioner itself is a Krylov subspace method.

There are several papers in the literature where such situation is presented and numerical ex-
amples given. For example, GMRES is used as a preconditioner for FGMRES [Saad, Chapman
and Saad], or QMR as the preconditioner for FQMR [Szyld and Vogel]. A general theory is
presented encompassing these two cases, and many others. In fact, our general theory applies
to any outer Krylov method with any inner one. Truncated methods are included in our theory
as well.

The overall space where the minimization or Galerkin condition is imposed is no longer a
Krylov subspace, but instead a subspace of a larger Krylov space. We show how this subspace
keeps growing as the outer iteration progresses, thus providing a convergence theory for these
inner-outer methods.

One of our theorems gives a theoretical foundation to recommendations given by several authors
[Vuik, de Sturler] about which basis vectors to chose in truncated Krylov methods.

One of our goals is to show that these inner-outer methods are very competitive. In particular,
we prove for m=1 that FGMRES with inner GMRES(m), converges faster than GMRES(m).
Our theory is illustrated with several experiments for larger values of m. Experiments with
Flexible truncated GMRES, in which the same amount of storage is used as GMRES(m) also
illustrate the advantage of the inner-outer methods.
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Multi-level implicit factorizations

Alan George
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In this talk, we analyzes the two multi-level implicit factorization algorithms: the subdomain
recursive algorithm and the recursive Schur complement algorithm. Matrices derived from the
five-point stencil Poisson equation on a rectangular grid are examined. Results for both theo-
retical analysis with direction factorization and numerical tests with incomplete factorization
on those matrices derived from PEDs on unstructured grids show that the recursive Schur
complement algorithm has more advantages than the subdomain recursive algorithm.
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Pseudospectra of Matrix Polynomials:
Theory, Computation, Visualization, and Applications

Françoise Tisseur

A matrix polynomial (or λ-matrix) has the form

P (λ) = λdAd + λd−1Ad−1 + · · · + A0, (1)

where Ak ∈ C
m×n, k = 0: d. Associated with P (λ) is the polynomial eigenvalue problem of

finding eigenvalues λ and corresponding (right) eigenvectors x 6= 0 satisfying P (λ)x = 0. Most
often in theory and applications the matrices Ai are square, but rectangular polynomial matrices
arise in certain situations, including in control theory and game theory.

Pseudospectra, developed and popularized mainly by Trefethen and his co-authors [3], [9] are
a valuable tool for assessing the global sensitivity of matrix eigenvalues to perturbations in the
matrix. Most research has focussed on pseudospectra of standard and generalized eigenvalue
problems. Pseudospectra for square matrix polynomials were defined and characterized by the
present authors in [8], with the (pseudo)eigenvalues restricted to being finite.

For m = n, the scalar polynomial det P (λ) has degree r ≤ dn. If r < dn (which can occur
only when Ad is singular) then P has dn − r infinite eigenvalues, and problems with infinite
eigenvalues arise in various applications. While the polynomial eigenvalue problem is usually
written as P (λ)x = 0, this representation has the disadvantage that it gives special emphasis to
infinite eigenvalues, which leads to difficulties in characterizing and computing pseudospectra
for arbitrary P . An elegant alternative is to rewrite the problem in the homogeneous form

P (α, β)x = (αdAd + αd−1βAd−1 + · · · + βdA0)x = 0, (2)

in which an eigenvalue is represented by the pair (α, β) ∈ C
2 (or by any nonzero multiple of that

pair), with (α, β) 6= (0, 0) [2]. In the case d = 1 this representation reduces to the well-known
βAx = αBx form of the generalized eigenproblem Ax = λBx, which is used to good effect in
[7], for example. Clearly, λ ≡ α/β for β 6= 0, and infinite eigenvalues are represented by pairs
with β = 0. We now have two ways of regarding eigenvalues (and pseudoeigenvalues) of matrix
polynomials: as pairs (α, β) ∈ C

2 or as numbers λ in the extended complex plane Ĉ := C∪{∞}.

We extend the definition of pseudospectra to rectangular matrix polynomials in homogeneous
form (2) for accommodating infinite (pseudo)eigenvalues by:

Λǫ(P ) = { (α, β) ∈ C
2 \ (0, 0) : (P (α, β) + ∆P (α, β))x = 0 for some x 6= 0 with

∆Ak ∈ C
m×n, ‖∆Ak‖ ≤ ǫ νk, k = 0: d }, (3)
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where ∆P (α, β) = αd∆Ad + αd−1β∆Ad−1 + · · ·+ βd∆A0, ‖ · ‖ denotes any subordinate matrix
norm, and the νk are nonnegative parameters that allow freedom in how perturbations are
measured—for example, νk ≡ 1 gives an absolute measure and νk = ‖Ak‖ a relative measure.
By setting νk = 0 we can force ∆Ak = 0 and thus keep Ak unperturbed.

We prove the following characterization of of Λǫ(P ):

Λǫ(P ) = { (α, β) ∈ C
2 \ (0, 0) : min

‖x‖=1
‖P (α, β)x‖ ≤ p(|α|, |β|) ǫ }, (4)

where p(x, y) =
∑d

k=0 νkx
kyd−k. An alternative expression when Λǫ(P ) is finite is

Λǫ(P ) = {λ ∈ C : min
‖x‖=1

‖P (λ)x‖ ≤ p(|λ|) ǫ }, (5)

where p(x) =
∑d

k=0 νkx
k.

These characterizations provide a means for visualizing pseudospectra.The standard way to
visualize Λǫ(P ) is to evaluate σmin(P (z))/p(|z|) over a finite region of the complex plane and
plot level curves. In [8] we described several approaches for efficiently computing pseudospectra.
These techniques can give misleading and incomplete information in the presence of infinite
(pseudo)-eigenvalues. Again, the key to dealing with this problem is to use the homogeneous
form of P . We show that in this case stereographic projection onto the Riemann sphere provides
a convenient way to visualize pseudospectra.

We show how an implicit γ theorem can be used for determining lower and upper estimates for
Λǫ(P ). This provides a new approach to produce graphical approximation to pseudospectra [1].

We explain why it can be important to incorporate structure in the definition of pseudospectra
and illustrate how this can be done for a linearly structured quadratic polynomial arising in a
mass-spring problem.

That pseudospectra play a role in control theory has been known for some time [5], [6]. In [8] we
related pseudospectra to the stability radius. We considered both unstructured perturbations
and structured perturbations of a type commonly used in control theory. We consider here the
control theory applications of finding the distance to the nearest non-regular matrix polynomial
and the distance to the nearest uncontrollable system, and we obtain new lower bounds (that are
in some cases exact in the latter problem) with the aid of pseudospectra. Indeed, these nearness
problems lead to the questions of whether the ǫ-pseudospectrum is empty or whether it is the
whole extended complex plane, both of which can be answered in terms of the characterization
of the ǫ-pseudospectrum.

A theme underlying this work is that the ǫ-pseudospectrum is much more than a tool for un-
derstanding the sensitivity of eigenvalues: it is a fundamental object that arises in a variety of
matrix problems, particularly those in control theory. The reason for this central role can be
traced to our characterization of Λǫ(P ) which encapsulates an important equality, (4) or (5),
that is key to the analysis of many problems. It is therefore helpful to isolate this equality,
express it in terms of pseudospectra, and then use it as a tool in the analysis of other matrix
problems whose connection with pseudospectra is not at first sight apparent.

This talk includes joint work with J.-P. Dedieu, N. J. Higham, M.-H. Kim and M. Shub.
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Twisted Toeplitz Matrices

Lloyd N. Trefethen

The spectra and pseudospectra of nonsymmetric Toeplitz matrices with slowly varying coef-
ficients are considered. Such matrices arise in numerous applications involving systems with
spatial or other variation and are characterized by a “symbol” that depends on both space
and wave number. We show that when a certain twist condition is satisfied, analogous to
Hörmander’s commutator condition for partial differential equations, ǫ-pseudoeigenvectors of
such matrices for exponentially small values of ǫ exist in the form of localized wave packets.
This phenomenon is unrelated to boundary conditions and thus applies to variable coefficient
circulant matrices too, in contrast to earlier results by Böttcher, Landau, Reichel and Trefethen
for true Toeplitz matrices, where the pseudomodes are pinned at the boundaries.

The underlying mathematics of twisted Toeplitz matrices is closely related to central material
in the theory of partial differential equations, such as Lewy nonexistence of solutions to certain
PDEs, as well as to problems in nonhermitian quantum mechanics. We believe that this is a topic
which, thanks to its combination of mathematical elegance, beautiful numerical exmaples, and
links with other fields, can help in a small way to draw together the communities of differential
equations and linear algebra, and of theoretical and computational mathematics.

For a taste of these fascinating matrices, download Wright’s Pseudospectral GUI from the Pseu-
dospectra Gateway at http://www.comlab.ox.ac.uk/pseudospectra and run the following
Matlab code:
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N=101;

x=2*pi*(0:N-1)/N;

D=diag(ones(N-1,1),1); D(N,1)=1;

A=diag(2*sin(x))+D-D’;

psa(A)
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A Robust Preconditioning Technique for Large, Sparse Least Squares Problems

Miroslav Tůma

In this talk we will address the problem of constructing robust and efficient preconditioners for
the iterative solution of least squares problems

||b − Ax||2 = min (1)

where A is a large, sparse m × n matrix with full column rank n ≤ m; notice that A could be
square. Standard methods for the solution of (1) are based on implicitly applying the method
of conjugate gradients to the normal equations:

AT Ax = AT b or AAT y = b, x = AT y;

see [6]. For brevity we restrict our attention to the first of these two systems, which leads to
the CGNR method. The problem then is to construct a good preconditioner without forming
the product AT A explicitly, working with A only.

Several authors have considered preconditioners based on incomplete orthogonal factorizations
of A; see [1, 4, 6, 7, 10, 11]. An incomplete factorization A ≈ QR where Q is approximately
orthogonal and R is a sparse upper triangular matrix can be computed in a number of ways.
These include incomplete Gram–Schmidt processes [4, 7, 9] and methods based on Givens
rotations [11]; Householder-based methods are also possible. The resulting R can be regarded
as an incomplete Cholesky factor of the symmetric positive definite matrix AT A. Unfortunately,
these methods either suffer from high intermediate cost and storage requirements, or they are
not always guaranteed to produce a positive definite preconditioner. The problem is that the
matrix R could be singular, and this could happen even if AT A is diagonally dominant.

In this talk we will show how to construct an incomplete factorization AT A ≈ LDLT where L
is unit lower triangular and D is a diagonal matrix with positive diagonal entries. Our method
can be described as follows. Let Z = [z1, z2, . . . , zn] be a set of AT A-orthogonal vectors, so that

ZT AT AZ = D = diag(d1, d2, . . . , dn).

Here dj = 〈AT Azj , zj〉 > 0. It follows that (AT A)−1 = ZD−1ZT . Moreover, ZT is the inverse
of L in the factorization AT A = LDLT . The columns zi of Z can be computed as follows.
Initially, set zi = ei (the ith column of the n × n identity matrix). Then compute

zi = zi −
〈Azj , Azi〉
〈Azj , Azj〉

zj (2)
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for j = 1, . . . , n and i = j + 1, . . . , n.

At this point we make the following, crucial observation. The entries lij (i > j) in the factor L
are precisely the multipliers in the sequence of vector updates (2):

lij =
〈Azj , Azi〉
〈Azj , Azj〉

, i ≥ j. (3)

An incomplete factorization AT A ≈ LDLT can be obtained by dropping small entries in (2).
Note that the entries of D are given by dj = 〈AT Azj , zj〉, an intrinsically positive quantity, and
no breakdown is possible.

The basic algorithm (2) has been used to construct sparse approximate inverse preconditioners
in factored form; see [2, 3, 8]. In [5] we exploited the identity (3) in order to compute stable
incomplete factorization preconditioners for general symmetric positive definite matrices. The
resulting preconditioner was found to be reliable and to have very low intermediate storage
requirements.

In the context of least squares problems, this approach is especially attractive because it does
not necessitate forming AT A explicitly; as is clear from (2), all we need is to compute the sparse–
sparse matrix–vector products Azj , Azi and the corresponding sparse–sparse inner products,
which can be computed efficiently.

The new approach will be compared with preconditioning techniques based on incomplete QR
(or LQ) factorizations and incomplete Cholesky decompositions of the matrix AT A.

This is joint work with Michele Benzi (Emory University, USA).
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CG-convergence and Ritz values

Henk A. van der Vorst

The convergence of the Conjugate Gradient process for the system Ax = b, with A symmetric
positive definite, is quite well understood. The norms of the residuals can be bounded in terms
of extremal eigenvalues of A. In the CG process, a tridiagonal system is generated implicitly
and the eigen- values of this matrix are the so-called Ritz values. The convergence of Ritz
values to eigenvalues of A has a marked influence on the convergence of CG: the superlinear
convergence behavior can be explained in this way. Less well known is that the Ritz values can
be expressed as the norms of the residuals of a CG process for a system with a matrix B that
is related to A. This means that all knowledge on the convergence behaviour of CG can be
translated in a straight forward manner to the convergence behaviour of Ritz values and vice
versa.
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Hubs, authorities and graph similarity

V. Blondel
A. Gajardo

P. Van Dooren

In this presentation, we introduce the concept of a similarity coefficient between the vertices
of two graphs and we analyze its properties. We point out that Kleinberg idea to characterize
“hubs” and “authorities” in a graph can be viewed as a special case of our definition. In analogy
to Kleinberg we show that our similarity coefficient can be computed through the components
of a dominant vector of non-negative matrix and we propose an iterative method to compute
it. Finally, we use our new concept to propose an alternative characterization of “hubs” and
“authorities” in a graph and compare this with Kleinberg’s characterization on a few simple
graphs.
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Numerical Linear Algebra in Biomedical Data Processing

Sabine Van Huffel
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In biomedical data processing, the aim is to extract clinically, biochemically or pharmaceutically
relevant information (e.g metabolite concentrations in the brain) in terms of parameters out
of low-quality measurements in order to enable an improved medical diagnosis. Typically,
biomedical data are affected by large measurement errors, largely due to the noninvasive nature
of the measurement process or the severe constraints to keep the input signal as low as possible
for safety and bio-ethical reasons. Accurate and automated quantification of this information
requires an ingenious combination of the following 4 issues:

1. an adequate pretreatment of the data,

2. the design of an appropriate model and model validation,

3. a fast and numerically robust model parameter quantification method, and

4. an extensive evaluation and performance study, using in-vivo and patient data, up to the
embedding of the advanced tools into userfriendly user interfaces to be used by clinicians.

Data preprocessing implies the use of advanced signal processing tools (multichannel adaptive
filtering, subspace algorithms) which heavily use building blocks from numerical linear algebra
(such as generalized SVD, structured total least squares, etc.) for achieving the best signal
separation (noise elimination, filtering out the relevant information such as one metabolite con-
centration). The next issue of modeling and model validation requires data analysis techniques
(such as principal component and canonical correlation analysis, higher order statistics) for
data exploration (retrieval of biomedically relevant information and relationships), as well as
the use of so-called grey-box model fitting techniques which fully exploit the available prior
knowledge (biochemical, patient related, expert based), such as a combination of constrained
optimisation with subspace based methods. Model parameter quantification strikes the right
compromise between computational speed and quality of the computed estimates (numerical
robustness). Diverse optimisation algorithms (nonlinear least squares, weighted subspace algo-
rithms) are combined in an optimal way, tailored to the specific biomedical needs, and improved
in efficiency by exploiting the matrix structure (e.g. structured total least squares, displacement
rank). Finally, the clinical performance needs to be evaluated, using patient data and statisti-
cal tools commonly used in biomedicine, such as the Receiver Operating Characteristic (ROC)
curve, and implemented in a userfriendly way for use in a clinical environment. The following
case studies in different biomedical areas and the underlying computational problems, making
use of building blocks from advanced numerical linear algebra, will be presented in this lecture:

• Quantification of the kidney impulse response in renography,

• Quantification of metabolite concentrations and images using in-vivo Magnetic Resonance
Spectroscopic data,

• Quantification of brain oxygenation in neonates using Near-Infrared Spectroscopy,

• Quantification of tactile sensation through oral implants using Trigeminal Somatosensory
Evoked Potentials.

• Fetal Electro-CardioGram Extraction from abdominal recordings.

For each topic, the applied computational techniques – making use of advanced linear algebra,
optimisation, and statistics – are explained. For more information and for an introduction to
each topic mentioned above, as well as to other case studies in biomedical data processing, the
reader can visit the following website:
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Linear Equation and Least Squares Problems that Involve Kronecker Products

Charles Van Loan

In computation the main fact to exploit about Kronecker products is that a matrix decompo-
sition of a Kronecker product can (usually) be expressed in terms of the decomposition of its
Kronecker factors. On the other hand, matrices that are sums of Kronecker products, low rank
perturbations of Kronecker products, or shifted versions of Kronecker products can make one’s
computational life quite challenging. I’ll illustrate this with a series of applications some which
have efficient solution procedures.
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Reconstruction of a Polygon from its Moments

Gene Golub
Peyman Milanfar

James Varah

(This is joint work with Gene Golub at Stanford and Peyman Milanfar at UC Santa Cruz, and
arose from Milanfar’s PhD thesis at MIT. The paper has appeared: SISC 21(2000),1222-1243.)

Computer tomography scans in 2D through an object P produce X-ray projections, which can
in turn be used to compute the complex moments of P,

ck =

∫

P
zkdxdy, k = 0, 1, 2, · · ·

The inverse problem is to determine the shape of P from some number of its moments. For a
polygon P with n vertices {zj}, Milanfar showed in his thesis that in general the vertices could
be found from the first (2n−2) moments. However there are delicate numerical issues that arise,
and the inversion problem can be very ill-conditioned. The further problem of determining P
from its vertices (and moments) is also delicate, and does not always result in a unique solution.

The starting point for the method is a quadrature formula for integration of an analytic function
over a triangle in the complex plane, which goes back to Motzkin and Schoenberg. It was
generalized by Davis to a polygon:

∫

P
f ′′(z)dxdy =

n∑

j=1

ajf(zj).

Here the vertices {zj} and the coefficients {aj} are independent of f , and the {aj} depend on
the {zj} and their ordering.
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Now use f(z) = zk, k = 0, 1, 2, · · · , 2n − 1, and define τ0 = τ1 = 0,

τk = k(k − 1)

∫

P
zk−2dxdy = k(k − 1)ck−2, k = 2, 3, · · · , 2n − 1.

Then

τk =
n∑

j=1

ajz
k
j , k = 0, 1, 2, · · · , 2n − 1.

Recovery of the {zj} is most easily seen from the n × n Hankel matrices Bij = τi+j−2 and
Aij = τi+j−1. The moment relations imply the factorizations

B = V DV T , A = V DZV T

where V is the Vandermonde matrix of {zj}, D = diag(aj), Z = diag(zj).

Thus A and B can be simultaneously diagonalized, and the vertices are the corresponding
generalized eigenvalues:

Ax = zBx.

The {aj} can be found, for example, by solving V a = τ .

Sensitivity of the vertices can be measured by the condition numbers of the generalized eigen-
values, and the QZ computation can be simplified because of the special connections between
A and B.

Ordering the vertices involves using the {aj} to solve for the angles at the vertices, and this
process requires a tour of the polygon to eliminate the possible multiple solutions, using graph
matching algorithms of computational geometry (done by Stephane Durocher in his MSc thesis
at UBC). Non-unique solutions for a given vertex set also emerge during this algorithm.

Finally a more general ’inverse moment problem’ can be formulated: given a set of moments
{τ0, · · · , τ2p−1}, find a polygon of n sides (n ≤ p) whose complex moments are close to the given
set. This problem is complicated by the fact that not every set of ’moments’ {τk} corresponds
to a polygon P; indeed this is true only for a very restricted moment set.

Generalizations of this problem to quadrature domains in the plane have been made by Shapiro,
and more recently by Mihai Putinar at UC Santa Barbara.
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Computational Methods for Periodic Systems

Andras Varga
Paul Van Dooren

The theory of linear discrete-time periodic systems has received a lot of attention in the last 25
years [1]. Almost all results for standard discrete-time systems have been extended to periodic
systems of the form

xk+1 = Akxk + Bkuk

yk = Ckxk + Dkuk
(1)
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where the matrices Ak ∈ Rnk+1×nk , Bk ∈ Rnk+1×m, Ck ∈ Rp×nk , Dk ∈ Rp×m are periodic
with period K ≥ 1. Most theoretical results are based on lifting techniques which reduce the
problem for the periodic system (1) to an equivalent problem for a time-invariant system of
increased dimensions. The lifting approaches involve either forming products of up to K matri-
ces or building a large order standard system representation with sparse and highly structured
matrices. Although these lifting techniques are useful for their theoretical insight, their spar-
sity and structure may not be suited for numerical computations. This is why, in parallel to
the theoretical developments, numerical methods have been developed that try to exploit this
structure. For most analysis and design problems of standard state space systems, there are
good numerical algorithms available that meet the standard requirements of speed and accu-
racy. The purpose of this paper is to present a short overview of recently developed numerical
methods for the analysis and design of periodic systems.

The three key requirements for a satisfactory numerical algorithm for periodic system
are: generality, numerical stability, and efficiency. A general algorithm is one which has no
limitations for its applicability of any technical nature. For the periodic system (1) it should
be able to handle the most general class of periodic systems. It is highly desirable to develop
algorithms for the analysis and design of periodic systems which are able to handle systems
with time-varying dimensions.

To develop numerically stable algorithms for periodic systems one should avoid forming matrix
products (as those appearing in the lifted formulations) since these amount to non-orthogonal
transformations of the data matrices. The main idea is to exploit the problem structure by
applying only orthogonal transformations on the original problem data, and thereby trying to
reduce the original problem to an equivalent one which is easier to solve.

The efficiency of an algorithm involves two main aspects: avoiding extensive storage use and
keeping the computational complexity as low as possible. For periodic systems the first require-
ment implies that the storage should be proportional to the amount of data defining the system,
i.e. it should be O(Kn2) + O(Knm) + O(Knp), where n = max{ni}. Explicitly forming large
sparse lifted representations must thus be avoided. Concerning the second requirement applied
to a periodic system of period K, one would hope for a complexity of at most O(Kn3) since
the complexity for standard state-space algorithms is typically O(n3). This implies again that
one should not use large dimensional lifted representations.

The use of condensed forms of the system matrices, obtained under orthogonal transformations,
is the basic numerical ingredient for solving many computational problems. The system ma-
trices are transformed to a particular coordinate system in which they are condensed, such that
the solution of the computational problem is straightforward. For periodic systems with con-
stant dimensions, the periodic real Schur form (PRSF) plays an important role in solving many
computational problems. According to [2], given the matrices Ak ∈ Rn×n, k = 0, 1, . . . , K−1,
there exist orthogonal matrices Zk, k = 0, 1, . . . , K−1, ZK := Z0, such that

Ãk := ZT
k+1AkZk (2)

where ÃK−1 is in real Schur form (RSF) and the matrices Ãk for k = 0, . . . , K−2 are upper
triangular. Numerically stable algorithms to compute the PRSF have been proposed in [2, 3].
By using these algorithms, we can determine the orthogonal matrices Zk, k = 0, . . . , K−1 to
reduce the cyclic product AK−1 · · ·A1A0 to the RSF without forming explicitly this product.
An intermediate condensed form with potential applications in computational algorithms is
the periodic Hessenberg form (PHF), where ÃK−1 is in a Hessenberg form, while Ãk for k =
0, . . . , K−2 are upper triangular.
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For systems with time-varying dimensions, the extended periodic real Schur form (EPRSF)
represents a generalization of the PRSF which allows to address many problems with varying
dimensions. According to [6], given the matrices Ak ∈ Rnk+1×nk , k = 0, 1, . . . , K−1, with
nK = n0 there exist orthogonal matrices Zk ∈ Rnk×nk , k = 0, 1, . . . , K−1, ZK := Z0, such that
the matrices

Ãk := ZT
k+1AkZk =

[
Ãk,11 Ãk,12

0 Ãk,22

]
, (3)

are block upper triangular, where Ãk,11 ∈ Rn×n, Ãk,22 ∈ R(nk+1−n)×(nk−n) for k = 0, 1, . . . , K−1

and n = mink{nk}. Moreover, ÃK−1,11 is in RSF, Ãk,11 for k = 0, . . . , K−2 are upper triangular

and Ãk,22 for k = 0, . . . , K−1 are upper trapezoidal.

For a pair of periodic matrices Ak, Ek ∈ Rn×n, k = 0, 1, . . . , K−1 the generalized periodic
real Schur form (GPRSF) extends the PRSF to so-called regular periodic systems (see e.g.
[2]). Given the periodic pair (Ak, Ek) there exist orthogonal matrices Zk, Qk ∈ Rn×n, k =
0, 1, . . . , K−1, ZK := Z0, such that the matrices

Ãk := QT
k AkZk, Ẽk := QT

k EkZk+1, (4)

are all upper triangular, except for ÃK−1, which is in RSF.

The reduction of a periodic matrix Ak to PRSF and EPRSF or of a periodic pair (Ak, Ek)
to the GPRSF are the principal ingredients in solving many computational problems in the
analysis and design of periodic systems. The computation of poles of the system (1) as
eigenvalues of the monodromy matrix ΦA(K + i, i) = Ai+K−1 · · ·Ai+1Ai can be done without
forming this product via the PRSF. Structural properties of stable periodic systems such as
reachability, observability, minimality can be analyzed by computing the reachability and ob-
servability grammians as solutions of certain positive periodic Lyapunov equations [6]. Such
equations also arise in solving model reduction problems for periodic systems [6]. Periodic Lya-
punov equations [5] also appear in solving periodic state-feedback stabilization problems, or in
computing gradients for optimal periodic output feedback problems. A class of periodic robust
state-feedback pole assignment problems can be reduced to the solution of a periodic Sylvester
equation, while periodic Riccati equations appear when solving periodic LQ-design problems [4].

There are several computational problems for periodic systems for which it is in principle
straightforward to develop reliable computational methods by extending algorithms for standard
systems: computation of frequency responses, computation of transfer-function matrices, or
coprime factorizations. For other problems, as for example, the computation of controllability
and observability canonical forms, zeros of periodic systems, Kronecker-structure of associated
system pencil, spectral factorization, still efficient algorithms are to be developed.
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Accurate Solution of Polynomial Equations Using Macaulay Resultant Matrices

Guðbjörn F. Jónsson

Stephen A. Vavasis

In introductory linear algebra courses, eigenvalues of a matrix are computed by finding the
roots of its characteristic polynomial. However, this is not how robust numerical eigenvalue
algorithms work. The QR-algorithm computes the eigenvalues through an iteration of matrix
factorizations. Having developed a robust and accurate eigenvalue algorithm, numerical ana-
lysts realized that they could go the opposite direction, computing the roots of a univariate
polynomial by computing the eigenvalues of its companion matrix. This approach has been
analyzed in several papers [5, 7, 12, 13] and is used in Matlab.

In this work, we consider solving systems of multivariate polynomials via eigenvalue algorithms.
This work focuses on the particular eigenvalue-based solution technique due to Macaulay [9]
and is mostly confined to the case of two polynomials in two variables. The goal is to analyze
the numerical accuracy of the method. Our main contributions are two-fold. First, we propose
a modification to Macaulay’s algorithm to make it numerically stable. Second, we provide an
analysis of the accuracy of the modified method.

To our knowledge, this is the first analysis of a multivariate algebraic solver showing that the
accuracy of the computed roots in the presence of roundoff error is directly connected to the
conditioning of the original polynomial system.

Let us briefly survey related work. Polynomial systems can be solved either algebraically or with
general-purpose solvers like Newton’s method and its relatives [4]. These methods in general
find only one root, in contrast to algebraic methods that yield all roots. Finding all roots is
desirable in some settings such as geometric modeling. Homotopy methods [8, 14] are a hybrid
between Newton and algebraic methods. These methods deform an initial system of polynomial
equations with a known solution set to the particular system under consideration. Homotopy
methods run into problems if a solution trajectory passes through a region of ill-conditioning.

There are two main purely algebraic techniques, Gröbner bases and resultants. Gröbner bases
(see for example [3]) require computation with polynomials and determining when a polynomial
is zero. These tests need careful scrutiny in the presence of roundoff error. Resultant-based
methods have the advantage from numeric standpoint that all the floating-point computation is
encapsulated in well-understood matrix algorithms. The main disadvantage of resultants is that
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they require solution of an eigensystem of size s × s, where s is the number of solutions to the
polynomial equations. Standard eigenvalue algorithms require O(s3) operations. Since s grows
exponentially in the number of variables in the polynomial system, resultant computations are
feasible only for small numbers of variables. The technique of sparse resultants [3, 6], applicable
to sparse polynomial systems, somewhat ameliorates this drawback.

We are certainly not the first to explore the use of resultants for the numeric solution of poly-
nomial equations; see for example [1, 2, 10, 11]. But none carries out the complete analysis that
connects conditioning of the original polynomial system to accuracy of the computed roots as
we do in this paper.

Our accuracy bound is fairly weak, in the sense that it predicts very large errors (much larger
than observed in practice) even in the presence of only moderate ill-conditioning of the data.
Our accuracy bounds are not obtained in closed form because one step in our analysis is non-
constructive, relying on Hilbert’s Nullstellensatz.

To briefly illustrate the algorithm, consider finding all roots of two quadratics in two variables:

f1 = a1x
2 + a2xy + a3x + a4y

2 + a5y + a6,

f2 = b1x
2 + b2xy + b3x + b4y

2 + b5y + b6.

Add a third third linear polynomial with indeterminate coefficients:

f3 = u1x + u2y + u3.

Form the 12× 10 matrix obtained by labeling columns with bivariate monomials of degree 3 or
less and rows with rfj , where r is a monomial and j = 1, 2, 3:




x3 x2y x2 xy2 xy x y3 y2 y 1

xf1 a1 a2 a3 a4 a5 a6

yf1 a1 a2 a3 a4 a5 a6

f1 a1 a2 a3 a4 a5 a6

xf2 b1 b2 b3 b4 b5 b6

yf2 b1 b2 b3 b4 b5 b6

f2 b1 b2 b3 b4 b5 b6

x2f3 u1 u2 u3

xyf3 u1 u2 u3

xf3 u1 u2 u3

y2f3 u1 u2 u3

yf3 u1 u2 u3

f3 u1 u2 u3




.

It is clear that this matrix is rank-deficient if f1, f2, f3 have a common root (x∗, y∗), since the
nullvector is given by the column labels with the values of x∗ and y∗ substituted. We want to
work with a square matrix, so we need to choose a 10 × 10 submatrix, or equivalently choose
two rows to drop. Macaulay had a specific method for dropping rows, which turns out to be
unstable in some cases. Part of our algorithm is a stable method to drop two of the f3-rows.

After dropping rows we have a square matrix M . If we set ui = αi − λβi for some randomly
chosen numbers αi, βi and indeterminate λ, we get a matrix pencil, M = A − λB. Thus, we
have reduced the root-finding problem to a generalized eigenvalue problem.
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Bi-CG and Bi-CGSTAB Implemented with Flexible Preconditioning.

Judith A. Vogel
Daniel B. Szyld

Krylov subspace methods have gained prominence in the field of Numerical Partial Differential
Equations as powerful iterative methods for solving large systems of linear equations

Ax = b,

where A is a non-singular matrix. The strength of Krylov subspace methods is most apparent
when the iterative method is combined with a preconditioner. In the case of right precondition-
ing, one solves the equivalent linear system

AM−1(Mx) = b,

with some appropriate preconditioner M .

The study of choosing successful preconditioners is extensive and problem dependent. Of-
ten a natural choice of preconditioner cannot be easily solved by a direct method, and thus,
the preconditioned equations must themselves be approximated by a second (inner) iterative
method. This is the case, e.g., when the preconditioner used is some version of multi-grid, such
as in [3]. Note that since the inner iteration does not find the exact solution to the precondi-
tioned equations, the preconditioner is no longer fixed through out the implementation of the
method. Instead, the preconditioner can be expected to vary at each step of the outer iteration.
Preconditioning of this form is referred to as flexible preconditioning, also known as inexact
preconditioning. Such flexibility enables the user to develop a more efficient iterative solver and
can be expected to enhance the robustness of a method.

In recent years, several well-established Krylov subspace methods have been examined for
their potential implementation with flexible preconditioning. These studies were accomplished
with great success, thus, yielding the new methods: Flexible GMRES[6], Inexact Conjugate
Gradient[1],[5], and Flexible QMR[7]. The literature also displays that several well-known the-
orems related to Krylov subspace methods can be maintained or adjusted when applied to their
flexible counterparts, e.g., [7] establishes a relation between Flexible GMRES and Flexible QMR
reminiscent of a result relating GMRES and QMR[4].

Due to the importance of Krylov subspace methods implemented with flexible preconditioning,
focus has naturally turned to examining other Krylov subspace methods for their potential
flexibility. This talk will investigate Bi-CG and Bi-CGSTAB implemented with flexible pre-
conditioning. Attention will focus on the theoretical implementation of these new methods,
and comparisons will be made to other flexible Krylov subspace methods. A familiar relation
between QMR and Bi-CG reported in [2] will be investigated in the case of Flexible QMR and
Flexible Bi-CG.
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Deflated Krylov Acceleration of the Schwarz Domain Decomposition Method

C. Vuik
A. Segal

F. Vermolen

Introduction

The Schwarz domain decomposition method is widely used to solve large linear systems of
equations. Application areas are: parallel solution and solution of problems where coefficients
vary discontinuously on various domains. In many applications a Krylov subspace method is
used to accelerate the convergence of the Schwarz method. However it is well-known that the
convergence of the Krylov-Schwarz method deteriorates if the number of subdomains increases.
Hence an additional acceleration is needed to make the convergence independent of the numbers
of subdomains. One of these methods to achieve this is the so-called Coarse Grid Correction
method. In this paper we investigate another approach: Deflated Krylov subspace solvers [1].

Comparison of Coarse Grid Correction and Deflation

We consider the solution of the system Ax = b, A ∈ Rn×n where A is symmetric and positive
definite. As a simplification we do not use Schwarz preconditioning in this section. Both
techniques Coarse Grid Correction and Deflation make use of a matrix P ∈ Rn×n and iterate
with PA. To define P we need a matrix Z ∈ Rn×m which columns are independent. The
Coarse Grid Correction matrix PC is defined as PC = I + ZA−1

0 ZT , with A0 = ZT AZ, and
the Deflation matrix PD is defined as PD = I − AZA−1

0 ZT . Assume that the eigenvectors of A
are given by the set {v1, . . . , vn}, where the corresponding eigenvalues are ordered as follows:
0 < λ1 ≤ . . . ≤ λn. Then we have the following result for Z = [v1 . . . vm]:
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Theorem 1 The spectrum of PCA is {1 + λ1, . . . , 1 + λm} ∪ {λm+1, . . . , λn} and the spectrum
of PDA is {0, . . . , 0, λm+1, . . . , λn}.

A consequence of this theorem is that the effective condition number of PCA is always larger
than that of PDA. Due to the convergence bound based on the effective condition number we
expect a faster convergence for CG applied to PDA than CG applied to PCA. Currently we
are comparing Coarse Grid Correction and Deflation if the columns of Z are not identical to
eigenvectors of A. A drawback of Deflation is that one has to solve a singular system. This
implies that if the required accuracy is too high rounding errors can destroy the results.

Choices for deflation vectors

Our main result is the following bound on the eigenvalues of PDA.

Theorem 2
Let A be symmetric positive definite and suppose there exists a splitting A = C + R such that
C and R are symmetric positive semidefinite with N(C) = span{Z} the null space of C. Let
K be a symmetric positive definite preconditioner with Cholesky factorization K = LLT . Then
the effective condition number of L−1PDAL−T is bounded by

κeff(L−1PDAL−T ) ≤ λn(L−1AL−T )

λm+1(L−1CL−T )
.

Cell centered discretization
In order to combine Deflation with the Schwarz domain decomposition method, where the
domain Ω is decomposed into m nonoverlapping subdomains Ωj , we use the following subdomain
deflation vectors: zi = 1 on Ωi and zi = 0 on all other subdomains. Theorem 2 can be
interpreted as follows: subdomain deflation effectively decouples the original system into a set
of independent Neumann problems on the subdomains, with convergence governed by the “worst-
conditioned” Neumann problem. So we expect that the Deflated CG method combined with
Schwarz preconditioning is a scalable parallel method.

Vertex centered discretization
If a vertex centered discretization is used the unknowns are located at the boundary of the finite
volume. We use a volume oriented decomposition of the domain which means that each finite
volume is contained in a unique subdomain. As a consequence of this the subdomain deflation
vectors overlap at interfaces. Question is: what is a good choice of the deflation vectors at these
interfaces? We consider three choices: no overlap (only one deflation vector is non-zero on an
interface), complete overlap (zi = 1 on the boundary of Ωi), and weighted overlap. In the

last case the zi are chosen such that
m∑

i=1
zi = (1, . . . , 1)T . For problems with large jumps in the

coefficients, it appears that we can construct a weighted overlap, which is optimal with respect
to convergence properties and amount of computational work.

Numerical experiments

As a test example, we consider a Poisson problem, discretized with the finite volume method.
This example is relevant to our work, because a similar system must be solved in each time step
of an incompressible Navier-Stokes simulation to enforce the divergence free constraint. We first
present timing results for the Block RILU preconditioned GCR method on the Cray T3E for a
300 × 300 cell centered grid (Table 5). Note that the speedup deteriorates when the number of
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blocks increases. Thereafter in Table 6 results are given for Deflated Block RILU-GCR. Note
that the number of iterations decreases when the number of subdomains (m) increases.

Table 5: Speedup of the GCR method using a 300 × 300 grid

m wall-clock time speedup efficiency

1 119 1.00 -
4 65 1.83 0.46
9 26 4.58 0.51
16 21 5.67 0.35
25 15 7.93 0.32

Table 6: Speedup of the Deflated GCR method using a 480 × 480 grid

m iterations wall-clock time speedup efficiency

1 485 710 - -
4 322 120 5 1.2
9 352 59 12 1.3
16 379 36 20 1.2
25 317 20 36 1.4

For the vertex centered discretization we use a 41 × 41 grid, 7 subdomains, and Block ICCG.
In Table 7 we use the termination criterion ‖x − xi‖2/‖x − x0‖2 < ǫ. Note that the results of
weighted and no overlap are more or less the same, whereas complete overlap leads to worse
results. Computing costs of these choices are comparable. As expected we observe that Deflation
is better than Coarse Grid Correction, whereas both are faster than Block ICCG.

Table 7: Number of iterations for Block ICCG with and without acceleration

ǫ no acceleration Coarse Grid Deflation
Correction complete no overlap weighted

10−2 28 14 18 10 10
10−4 47 38 36 30 28
10−6 57 50 46 39 41
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Multigrid Preconditioning Techniques based on Phase Velocity Framework

Justin Wan
Tony Chan

Antony Jameson

Efficient numerical methods for convection-diffusion problems has been an active research area
in the field of iterative methods. The discretization matrices arisen are generally nonsymmetric.
While Krylov subspace methods such as GMRES, BiCGSTAB can be applied, they would not
be practical for large scale real applications without effective preconditioners. Preconditioning
for these linear systems is challenging since the algorithms and techniques employed tend to
be very different in the two limiting cases of elliptic and hyperbolic equations. In the diffusion
dominated limit, multigrid preconditioning has proved to be efficient both theoretically and
practically; see e.g. a recent survey article [2]. In the convection dominated limit, however, one
cannot simply apply the techniques of the former since the hyperbolic nature of the equations
exhibits completely different characteristics from the ellipticity limit.

In this talk, we consider the steady state solution of the model equation on a domain Ω ⊂ IR2:

−ǫ ∆u + a(x, y) ux + b(x, y) uy = f in Ω

α u + β
∂u

∂n
= g on ∂Ω,

where ǫ is a small diffusion parameter, the vector (a, b) represents the convection velocity, and α,
β determine the inflow and outflow boundary conditions. The algorithms and analysis presented
will be mainly in 1D and 2D, but extension to 3D is possible in most cases. We are interested
in the convection dominated limit where ǫ → 0. In this case, standard relaxation methods may
no longer smooth the high frequency errors, and more importantly, the coarse grid correction
process may lead to oscillatory numerical errors if the solutions contain discontinuities common
in shock problems which deteriorate convergence rate.

There are generally two approaches proposed in the literature for convection dominated prob-
lems. One approach is based on Gauss-Seidel smoothing with downwind ordering of unknowns,
followed by an exact coarse grid solve as in standard multigrid [1]. While effective in model
2D problems, tracking of flow directions, especially in 3D and systems of PDEs, can be com-
plicated. Another approach is based on Runge-Kutta smoothing, followed by an inexact coarse
grid solve done by a few smoothing steps [4]. The idea is to propagate the error out of the
domain boundary faster by using multiple coarse grids. While effective for entering flows, it
can be slow for recirculating flows since errors keep recirculating in the domain.

Ultimately, one must understand the propagation property of multigrid. Using the framework
of phase velocity analysis on the multigrid iteration matrix [3], we find that:

• wave propagation approach is highly dispersive; the oscillations generated delay conver-
gence;

• coarse grid correction using direct discretization as coarse grid operator and exact coarse
grid solve has a constant phase shift error independent of mesh size which again leads to
oscillations;

• coarse grid correction using Galerkin coarse grid operator essentially has no phase shift
error and the coarse grid correction is third order accurate which yields fast convergence.

The phase velocity framework lays the foundation of new designs of multigrid methods for
convection dominated problems. In particular, one must avoid numerical oscillations due to
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either dispersion or phase shift error. We will propose new multigrid time-stepping schemes
which attempt to preserve monotonicity and in some cases, total variation diminishing (TVD)
property for linear and nonlinear wave equations. In either case, the methods are nonoscillatory.
The idea is to construct matrix-dependent interpolation and restriction, and to use a novel
nonstandard coarse grid correction update formula. We prove that the proposed multilevel
methods preserve monotonicity and are TVD in 1D. As a result, one step convergence for linear
problems can be obtained if sufficiently many levels are used. We have also generalized the
algorithms to nonlinear problems by constructing a nonlinear interpolation operator using local
Riemann solvers.

The same principle can be applied to higher dimensions. However, pathological cases exist
if standard coarsening is used. We will use multiple coarsening to overcome this difficulty.
Numerical results in one and two dimensions for linear and nonlinear problems show that
the convergence rate is independent of mesh size; furthermore, the convergence improves with
increasing number of coarse grid levels.
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Computing Approximate Eigenpairs of Symmetric Block Tridiagonal Matrices

Robert C. Ward
Wilfried N. Gansterer

We consider the problem of computing approximate eigenvalues and eigenvectors of an irre-
ducible symmetric block tridiagonal matrix

Mp :=




B1 C⊤
1

C1 B2 C⊤
2

C2 B3
. . .

. . .
. . . C⊤

p−1

Cp−1 Bp




∈ Rn×n (1)
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with p > 1. The blocks Bi ∈ Rki×ki (i = 1, 2, . . . , p) along the diagonal are symmetric, and the
off-diagonal blocks Ci ∈ Rki+1×ki (i = 1, 2, . . . , p − 1) are arbitrary. The block sizes ki have to
satisfy 1 ≤ ki < n and

∑p
i=1 ki = n, but are otherwise arbitrary.

It should be emphasized that the class of matrices of the form (1) comprises banded symmetric
matrices, a very important type of matrices arising in numerous applications. For banded
matrices with upper and lower bandwidth b, a block-tridiagonal structure can be chosen, for
example, by setting ki = b+1 for all i with all the subdiagonal blocks Ci being upper triangular.
However, other possibilities for imposing a block-tridiagonal structure on a banded matrix exist,
which may be more appropriate in some situations.

Given a (variable) accuracy parameter τ , the goal is to find an approximate spectral decompo-
sition

Mp ≈ V̂ Λ̂V̂ ⊤. (2)

The diagonal matrix Λ̂ contains the approximations λ̂i to the eigenvalues λi of Mp and the
column vectors v̂i of V̂ are the approximations to the eigenvectors vi of Mp. The computed

approximate eigenpairs (λ̂i, v̂i) have to satisfy that

• the residuals are bounded by τ , i. e.,

R := max
i=1,2,...,n

∥∥∥Mpv̂i − λ̂iv̂i

∥∥∥
2
≤ τ ; (3)

• the matrix V̂ is numerically orthogonal, i. e.,

O := max
i=1,2,...,n

∥∥∥
(
V̂ ⊤V̂ − I

)
ei

∥∥∥
2

= O(εn), (4)

where ei ∈ Rn has components δj
i and ε denotes the machine precision (unit roundoff).

Moreover, the method developed for computing (2) should have the feature that lower accuracy
requirements lead to a higher reduction of the computing time compared to computing the
spectral decomposition to full accuracy (only limited by the rounding error and by the condition
of the problem).

The self-consistent-field (SCF ) method, which is used for solving the Hartree-Fock Equations in
Quantum Chemistry, involves the full-spectrum solution of a sequence of eigenvalue problems
with very large and in general dense matrices. It has an inner-outer iterative structure. Very low
accuracy may be sufficient in early iterations of the SCF-method, and higher accuracy usually
becomes more important as it proceeds. The matrices arising in these eigenvalue problems
are in general not block-tridiagonal, but they often have the property that the magnitudes of
their elements rapidly decrease when moving away from the diagonal, and therefore they can
be approximated by matrices of the form (1).

Since the method developed in this paper has a variable accuracy parameter τ , it will be
nicely applicable to the SCF method, and, more general, to many other problems with similar
properties. Moreover, we anticipate applications in the context of preconditioning (for example,
for approximating the spectrum of the inverse of a given matrix).
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Sparse Approximate Inverse Preconditioning: Computational Complexity and Iterative
Convergence

Andy Wathen
Ruth Holland
Gareth Shaw

In solving large sparse linear systems, it has become widely appreciated that effective precon-
ditioning is usually a key element in achieving acceptable convergence for any of the available
Krylov subspace iterative solvers.

When there is specific knowledge of an underlying application, preconditioners can sometimes
be constructed which take advantage, perhaps through solution of some ‘nearby’ but easier
problem. This ‘given a problem’ approach often allows (or sometimes is motivated by) analysis
which for example for partial differential equations problems is often expressed in term of an
asymptotically small mesh parameter, ‘h’, or some other measure which relates to the discreti-
sation. Algebraic preconditioners on the other hand - ‘given a matrix’ - which can have more
general applicability are usually evaluated on large matrix test sets.

In this talk we will describe some interesting and potent variants of the sparse approximate
inverse algebraic preconditioner which can be efficiently constructed (in parallel) through simple
Frobenius norm minimisation: for a system with coefficient matrix A one computes

min
P∈S

‖I − AP‖F

where S specifies some allowable sparsity. In particular we will consider preconditioners for a
model problem which is far from the most suitable problem to which these methods could be
applied, namely the five-point finite difference replacement of the Laplacian. In this context we
have the possibility to analyse the preconditioner in terms of mesh-size asymptotics.

We compare with incomplete Cholesky or ILU preconditioners which are more sequential in their
construction and also with the AINV approximate inverse in triangular factored form. It is well
known that for the model problem a modified form of the incomplete triangular factorisation
can reduce the spectral condition number from O(h−2) to O(h−1). A parallel preconditioner
with this same feature would be highly desirable.
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Error Propagation for Linear Least Squares
Analyzed with the Singular Value Decomposition.

Per-Åke Wedin
Gunilla Wikström

Study the linear equations Ax = b. The generalized singular value decomposition (GSVD) can
be used for analyzing the error propagation ∆x of the solution x caused by an error ∆b in b.
For linear equations corresponding to a discrete illposed problem, GSVD can also be used to
stabilize the solution ([2]). In this talk the SVD of A will be used to analyze the combined
effect of an error ∆A in the matrix A and ∆b in the vector b. The error analysis will in prin-
ciple be experimental and the randomly generated error matrix ∆A should have a structure
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corresponding to the underlying practical problem. This means that usually ∆A has many
zero elements, since there are many elements aik of A that do not contain any errors, and for
this kind of perturbations classical normwise perurbation results may be too pessimistic ([1], [3]).

Use Matlab-notations to let the column vector A(:) correspond to the matrix A. The error
propagation matrix E = [EA, Eb] then corresponds to the input errors ∆A(:) and ∆b and the
resulting error equals

∆x = EA ∆A(:) + Eb ∆b + O(‖∆A, ∆b‖2
F )

We will propose an analysis of the error propagation based on the SVD of E. A major point
in this talk is that the SVD of the error propagation matrix E is closely related to the or-
dinary SVD of A. Here the compact form of SVD will be used where Σ is a square ρ × ρ
matrix with ρ = rank(A). If these notations are used then A = UΣV T and the pseudoinverse
A+ = V Σ−1UT and the orthogonal projections on the ranges of A and AT become PR(A) = UUT

and PR(AT ) = V V T , respectively. Let A be an m×n-matrix, then the error propagation matrix
E becomes an n × m(n + 1) matrix. Let A have the singular vectors v1, . . . , vn ∈ Rn then
these singular vectors of A are also singular vectors of E. It can be shown that E has always
full rank n.

The analysis applies to square, overdetermined, underdetermined and rank deficient problems
but in this talk the focus will be on the square and overdetermined case. Hence, let A be an
m × n-matrix with m ≥ n and rank(A) = n. For a given input perturbation ∆A it is desirable
that A + µ∆A is nonsingular for at least |µ| ≤ 1. A condition ‖∆A‖2 < σn(A) would guarantee
that A + µ∆A is nonsingular. However, for most problems whose error matrix ∆A contains
zeros this bound is useless. Consider the small triangular equation Ax = b with

A =

[
1 0
1000 0.1

]
b =

[
0.01
10

]

Here σ1(A) > 1000 and σ2(A) < 10−4, but if ∆a12 = 0 the problem stays fairly well-conditioned
even if ‖∆A‖2 > 10−4. In practice a perturbation of the size ‖∆A‖ = 0.05 is realistic for this spe-

cific problem and does not cause any singularity. Take D = σ
1/2
n Σ−1/2, then A + µ∆A, |µ| ≤ 1,

is nonsingular if ‖D(UT ∆AV )D‖ < σn. This condition, that ∆A is assumed to satisfy, has
several interesting properties, e.g. it forbids large perturbations of σn while the perturbations
of σ1 can be quite large.

Now consider the linear least squares problem minx ‖Ax − b‖ with the solution x = A+ b and
the corresponding residual r = b − Ax. With the input perturbations ∆A and ∆b the solution
is x̃ = x + ∆x = (A + ∆A)+ (b + ∆b) and the residual equals r̃ = (b + ∆b) − (A + ∆A)x̃. The
output perturbation ∆x and ∆r satisfy ([6]) the following identities

∆x = −A+∆Ax̃ + (AT A)−1(∆A)T r̃ + A+∆b

and

∆r = −PN (AT )∆Ax̃ − (A+)T (∆A)T r̃ + PN (AT )∆b
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Let δx and δr be the unique first order approximations of ∆x and ∆r that can be derived from
the identities above by ignoring ∆x and ∆r in x̃ = x + ∆x and r̃ = r + ∆r. The resulting
identities are

δx = −A+∆Ax + (AT A)−1(∆A)T r + A+∆b

and

δr = −PN (AT )∆Ax − (A+)T (∆A)T r + PN (AT )∆b

An even better approximation of ∆x and ∆r can be derived by using the first order expressions
δx and δr in the computation of ∆x and ∆r, i.e. by using the approximation x̃ ≃ x + δx and
r̃ ≃ r + δr in the two identities for ∆x and ∆r. Now change ∆A to µ∆A and ∆b to µ∆b. The
approximation of the perturbation is then changed to µ(δx + µδ2x) where

δ2x = −A+∆Aδx + (AT A)−1(∆A)T δr

is the second order term. If ‖δx‖ is not much greater than ‖δ2x‖, it is suitable to change ∆A
to µ∆A where µ is chosen such that µ ‖δ2x‖ < 0.3 ‖δx‖, say. Let us now assume that ∆A has
such a size that the approximation δx ≃ ∆x is relevant. We will now use the singular value
decomposition to study the first order error δx. As already noted the singular vectors v1, . . . , vn

of A are also singular vectors of the error propagation matrix E. The error propagation along
the different singular vectors v1, . . . , vn are best described by taking δx = v1 δx1 + . . . + vnδxn

δxi = −‖x‖
σi

uT
i ∆A

x

‖x‖ +
‖r‖
σ2

i

(
r

‖r‖

)T

∆Avi +
1

σi
uT

i ∆b i = 1, . . . , n

Use the triangular inequality to get the estimate of the error along a certain singular vector

‖δxi‖
‖x‖ ≤ σ1

σi




∣∣∣uT
i ∆A x

‖x‖

∣∣∣
‖A‖ +

σ1

σi

∣∣∣∣
(

r
‖r‖

)T
∆Avi

∣∣∣∣
‖A‖

‖r‖
‖A‖ ‖x‖ +

‖∆b‖
‖A‖ ‖x‖




The ordinary condition number then follows at once from these more general error propagation
estimates (with κ = σ1/σn)

‖δx‖
‖x‖ ≤ κ

(‖∆A‖
‖A‖ + κ

‖∆A‖
‖A‖

‖r‖
‖A‖ ‖x‖ +

‖∆b‖
‖A‖ ‖x‖

)

By simulating errors, with realistic structure, in A and b it is possible to decide whether the
condition number gives a realistic estimate of the error propagation. Crucial for the result is
on the one hand how many ”small” singular values the matrix A has and on the other hand

how large components
∣∣∣uT

i ∆A x
‖x‖

∣∣∣ ,
∣∣∣∣
(

r
‖r‖

)T
∆Avi

∣∣∣∣ and
∣∣uT

i ∆b
∣∣ the input perturbation ∆A has

for these small singular values of A. Experimental error analysis, based on SVD, is applied to
examples from e.g. ([4] and [5]).
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Domain Decomposition Methods for Large Saddle Point Problems Arising in Elasticity

Olof B. Widlund
Paulo Goldfeld

Luca F. Pavarino

Huge linear systems arise in finite element practice and a considerable effort has been expended
in developing domain decomposition methods and other fast iterative solvers to find the solu-
tions. In this contribution, we will consider the symmetric indefinite systems that arise when
using mixed finite element approximations of the equations of linear elasticity as well as in-
compressible Stokes equations. Our methods are of balancing Neumann-Neumann type. The
preconditioner is built from many much smaller saddle point problems representing the problem
on the subdomains and a coarse saddle point model with only a few degrees of freedom for each
subdomain.

We will demonstrate the basic design of our algorithm and theoretical results which show
scalability with respect to the number of subdomains and a very modest growth in the iteration
numbers as a function of the size of the subdomain problems.

Our method has been implemented successfully using the PETSc system developed at Argonne
National Laboratories and we will discuss our experience of solving systems with millions of
variables on a Beowulf type computer system.
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Software and Algorithms for Pseudospectra
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In recent years the concept of the pseudospectra of a matrix (see, e.g., [3]) has arisen as a tool
to help explain certain phenomena not expected by analysis of eigenvalues alone. Perhaps the
most intuitive way of defining the ǫ-pseudospectrum is by

Λǫ(A) = {z ∈ C : z ∈ Λ(A + E) for some E with ‖E‖2 ≤ ǫ}, (1)

the set of eigenvalues of all perturbations to the matrix, where the perturbation has norm at
most ǫ. This is equivalent to

Λǫ(A) = {z ∈ C : ‖(zI − A)−1‖2 ≥ ǫ−1} (2)

= {z ∈ C : σmin(zI − A) ≤ ǫ}. (3)

This final definition (3) provides the basis of almost all algorithms for computing pseudospectra,
the simplest of which is to define a grid over the region of C of interest, compute σmin(zI −A)
for each z in that grid using a full SVD, and send the results to a contour plotter.

The reality of course is not that simple. First, one must know ‘the region of interest’, and even
then, for a fine grid, computing σmin using the standard SVD algorithm is computationally
intensive. After that, one needs to decide for which values of ǫ the pseudospectra should be
plotted. For large sparse matrices, it simply may not be possible to compute the necessary
singular values in a reasonable time, and often computing a few eigenvalues of these matrices
is hard enough, without trying to find the pseudospectra too.

We have created a graphical user interface (GUI) in MATLAB to try to address these issues, and
provide a single, simple interface to robust, efficient algorithms for computing pseudospectra of
a variety of matrices [7]. Using these codes, we have computed the pseudospectra of hundreds
of matrices of dimensions 2 up to 200,000.

In the case of dense square matrices, one technique for speeding up the singular value com-
putations is to perform a Schur decomposition A = UTU∗ once at the beginning, allowing
σmin(zI − A) to be computed using an O(N2) inverse Lanczos iteration using the relation
σmin(zI − A) = σmin(zI − T ) and operating on the normal equations, which only involves
systems of equations with triangular matrices [1, 3].

For sparse matrices a Schur decomposition will generally be too expensive (and dense) to com-
pute, but instead, we can perform a sparse LU decomposition of the matrix zI − A at each
gridpoint, again leaving us again with triangular systems of equations to solve within the Lanc-
zos iteration. Whilst this can be used to compute the exact pseudospectra, it is generally fairly
expensive, and a more practical technique can be built out of the implicitly restarted Arnoldi
iteration [2]. This technique for finding eigenvalues produces as a by-product a small k × k
Hessenberg matrix Hk, whose eigenvalues approximate the eigenvalues of the original matrix.
Because of its size, the pseudospectra of Hk can be computed in a tiny fraction of the time
needed for the eigenvalue computation, and they often provide good approximations to the
pseudospectra of A [4, 5]. What is more, by considering the (k + 1) × k matrix H̃k, the matrix
Hk augmented with an additional row, one can prove the the pseudospectra of this rectangular
matrix are lower bounds for the pseudospectra of A.

We can define the pseudospectra of a rectangular matrix in terms of singular values (3), but
this still leaves us with the problem of efficiently computing them, since we cannot directly
use the technique described above. What we can do, however, is compute a QR factorisation
zI − H̃k = QR at each gridpoint, leaving us with a triangular matrix R which we can treat as
before. Since H̃k is Hessenberg, this QR factorisation can be done in O(N2) operations, keeping
the algorithm O(N2) overall.

The efficiency of this algorithm relies heavily on the structure of the matrix H̃k, but for more
general m × n rectangular matrices such as those arising from control or game theory, a sim-
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ilar strategy can be employed. Firstly some pre-processing is necessary to reduce the lower
bandwidth of the matrix as much as possible, and after that, banded QR factorisations can be
performed as before to provide a triangular matrix that can be used within an inverse Lanczos
iteration [6].

All of the algorithms discussed above are implemented seamlessly in the Pseudospectra GUI.
An online demonstration during the talk will show the ease of use and flexibility of the GUI, as
well as some of the additional features, such as computation of the numerical range and plots
of eigenmodes and pseudomodes.
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Approximate and Minimum Generalized Inverses of Complex Matrices

Krystyna Ziȩtak

Let Cm×n, m ≥ n, be the linear space of m × n of complex matrices. If the system of linear
equations

Ax = b, A ∈ Cm×n, b ∈ Cm, (1)

is consistent then for each g-inverse A−, AA−A = A, the vector A−b is a solution of (1). If
the system (1) is consistent but its solution is not unique then we select such a solution which
has the minimal norm || · ||. For this purpose we deal with || · ||−minimum g−inverses (see for
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example [1], [2], [3], [6], [7], [8]). In particular we show that for A = uvT , u ∈ Rm and v ∈ Rn,
the following matrix

G =
v∗zT

(uT z)||v||∗ ,

where v∗ is a || · ||−dual vector to v (i.e. vT v∗ is equal to the dual norm ||v||∗ and ||v∗|| = 1),
is a || · ||−minimum g−inverse of A for arbitrary vector z ∈ Rn such that uT z 6= 0.

If m ≥ n and (1) is inconsistent then we consider the following problem

min
x∈Cn

||Ax − b|| (2)

for some norm || · ||. An approximate || · ||−inverse of A is such a g-inverse A− that (see [1])

||AA−b − b|| = min
x∈Cn

||Ax − b|| for all b ∈ Cm.

Unfortunately, such a g−inverse not always exists. The problem of existence of the approximate
|| · ||−inverse of A was investigated for example in [1], [6], [7], [8]. In the talk we present some
results for the approximate || · ||−inverse which are a generalization of the results given for the
case of real matrices by Miao and Ben Israel [3] and Ziȩtak [9]. For this purpose we deal with
the problem (2) for ∗orthant - monotonic norms which properties were investigated for example
in [5]. We show for which norms the solutions of (2) can be expressed by means of the basic
solutions, which are the solutions of some consistent subsystems of (1). This is a generalization
of the result presented in [4] and [10]. Our proofs cover simultaneusly real and complex case.
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